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Abstract: Nowadays, there are a plethora of services that are provided and paid for online, such as
video streaming subscriptions, car-share, vehicle parking, purchasing tickets for events, etc. Online
services usually issue tokens that are directly related to the identities of their users after they sign
up to a platform; users need to authenticate themselves by using the same credentials each time
they use the service. Likewise, when using in-person services, such as going to a concert, after
paying for this service, the user usually receives a ticket, which proves that he/she has the right to
use that service. In both scenarios, the main concerns surround the centralization of these systems
and that they do not ensure customers’ privacy. The involved service providers are trusted third
parties—authorities that offer services and handle private data about users. In this paper, we designed
and implemented FORT, a decentralized system that allows customers to prove their rights to use
specific services (either online or in-person) without revealing sensitive information. To achieve
decentralization, we proposed a solution where all of the data are handled by a blockchain. We
describe and uniquely identify users’ rights using non-fungible tokens (NFTs), and possession of
these rights is demonstrated by using zero-knowledge proofs—cryptographic primitives that allow
us to guarantee customers’ privacy. Furthermore, we provide benchmarks of FORT, which show
that our protocol is efficient enough to be used in devices with low computing resources, such as
smartphones or smartwatches, which are devices commonly used in our use case scenario.

Keywords: zero-knowledge proofs; zk-SNARKs; bulletproofs; applied cryptography; self-sovereign;
Internet of Things; authentication; NFT

1. Introduction

Smart cities have evolved, with the inclusion of static internet-connected devices [1–3],
such as pollution sensors, traffic lights, surveillance cameras, etc. Moreover, other mobile
Internet of Things (IoT) [4] devices, such as autonomous cars, will soon populate across
cities. If we consider all of the computers, smartphones, smartwatches, etc., we can observe
how the density of devices achieves high numbers. Technically speaking, handling a large
amount of connections will be possible thanks to 5G communications [5], which introduce
network slicing to split the network into many virtual and logical networks, providing
specific features for different services.

A high density of devices also translates to more data shared over the network.
One concerning fact is what happens with the data shared by users, especially when such
data are sensitive or can simply be used to profile users with no permission. Even with
the increasing use of internet technologies, some security and privacy concerns [6,7] still
need to be addressed. In this paper, we address the problem of trusted third parties (TTPs),
which are still required in many scenarios [8]. For instance, GPS or autonomous driving
applications trace our locations and collect much data about us. Even if a company says
no personal data are collected, we can only trust them, with no possibility of detecting
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misbehavior. Other examples include medical devices that share sensitive information
about patients through trusted web servers or any other service that requires a TTP.

One natural solution to avoid the need for a TTP involves the decentralization of
its role. In this direction, several approaches [9,10] were explored in the last decade,
involving the use of blockchain technologies to connect devices, skipping the need for
a TTP in many cases. In the same context, new digital services have appeared on the
market, changing how users interact with them. Among many use cases, we find car
sharing, buying tickets for events, subscriptions to streaming services, etc. As centralization
was a property of these applications, which used to lead to the control of the network by
some individuals, blockchains [11] began to change the way people interacted with online
services. The most common example, cryptocurrencies, has become a payment method
without central authorities (i.e., banks) controlling the streams of the issued transactions
and all of the collateral information. Moreover, beyond being a payment solution, some
blockchains, such as Ethereum [12], offer a way to execute programs on-chain. Those
programs, called smart contracts, allow issuing a payment to a specific party as soon as this
party proves that he/she meets requirements specified in a contract. This same approach
is used in many decentralized applications (DApps) [13] nowadays, such as paying for
subscriptions to some service.

1.1. Motivation

Decentralization implies that public data stored in the blockchain can be accessed by
anyone. This leads to some privacy concerns. As blockchains publicly store all network
activity, user tracking or profiling becomes an issue. The problem is worse when users of a
blockchain-based service need to interact with real-world services (i.e., proving to event
staff that you paid for a ticket); if anyone learns about your blockchain identity, he/she will
learn about all of your history.

Zero-knowledge proofs (ZKPs) are integrated within some blockchain projects, such
as Zcash [14], to solve the privacy concerns from blockchain applications. ZKPs are
cryptographic primitives, allowing users to prove to others that a statement regarding
some secret information is true, without leaking such information. In the Zcash example,
these primitives allow users to issue transactions without leaking their identities nor the
amount of money they are spending, while proving that they are solvent.

Dusk Network [15], another blockchain, introduced a way to program private-by-design
smart contracts—programs where executions and parameters are kept private while being
validated by the network. This leads to a toolset capable of building new privacy-preserving
applications, solving many privacy and security concerns.

In such a scenario, the concept of self-sovereign authentication [16] has appeared: au-
thentication systems where users can manage their identities in a fully transparent way,
deciding which information they are willing to reveal to other parties. Some solutions,
such as SANS [17], allow users to prove to service providers (SP) that they own a token that
proves their right to use a specific service. Such a solution is suitable in many scenarios,
but some use cases can have efficiency drawbacks, since it relies on a ZKP construction
called zk-SNARKs [18], which requires high computing power. This scheme is executable
on Internet of Things (IoT) devices, thanks to implementations, such as ZPiE [19], but tak-
ing a fair amount of time. This fact makes such a solution infeasible in use cases where
IoT devices must prove several things in a short amount of time (i.e., willing to use a
smartwatch to prove a right, having a door sensor with a cheap CPU verifying proofs, etc.).
Besides, this solution is still centralized, which means that if the SP disappears, the user no
longer owns the right.
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1.2. Our Contributions

In this paper, we introduce FORT, a novel self-sovereign authentication protocol, com-
bined with blockchain technologies to provide a solution where users of a service acquire
rights, which are a set of different provable blinded attributes. Such attributes are portions
of personal information that have been blinded: they are invisible to the SP, and only the
user can decide how much information about them has to be leaked. These attributes are
represented by non-fungible tokens (NFT) [20] on the blockchain, which can be granted
on-chain by entities providing services, the SPs, and verified off-chain. For instance, a car
willing to access a smart city would have to prove its right to do so, having two attributes:
a certificate stating that the car has a low-emissions level and a fee payment receipt for
entering the city. Once the right is represented in the blockchain using an NFT, the car
will be able to prove off-chain the possession of such a right, by using a ZKP [21]. Such
proof will state the possession of a valid NFT, without leaking the identifier of such NFT
nor the identity of the car owner. Furthermore, our solution also skips third-party fees: for
instance, in the scenario of buying tickets online for some event, in many cases, the ticket is
issued by a third party who handles ticketing management, and who needs to be trusted.
Furthermore, this party charges the users a service fee. Our solution relies on the blockchain.
Thus, the event organizer does not need to rely on third parties, and the user does not share
his identity nor pay a service fee.

Moreover, even when ZKPs require high computing resources, our solution can be
deployed in IoT devices thanks to ZPiE [19], the library we used to implement a proof-
of-concept of our solution. This allows users to use our protocol, using devices with low
computing resources, such as smartwatches.

Our contribution relies on zk-SNARKs, as well as on range proofs, another ZKP scheme
where users prove that a value lies within a given range, without leaking such a value
to other parties. In particular, we use the bulletproofs [22] range proofs scheme. For that
reason, our second contribution in this paper involves the implementation of a bulletproofs
module for ZPiE. Our implementation achieves excellent benchmarks, and using such a
module, we implement our protocol and show its efficiency in IoT devices.

1.3. Roadmap

In Section 2, we present the background needed to understand the paper. In Section 3,
we present the related works to our solution. In Section 4, we present the cryptographic
building blocks of our solution. In Section 5, we present FORT, our solution. The imple-
mentation is detailed in Section 6, along with its security analysis and several benchmarks.
Section 7 presents future works that could be conducted to integrate our solution into more
use cases. We conclude in Section 8.

2. Background

In this section, we introduce the building blocks of our solution. We first introduce
blockchain technologies and their applications to IoT, and later we focus on the details and
the specific use cases of smart contracts. We finally review ZKPs and how they are used to
scale blockchains by means of zk-rollups.

2.1. Blockchain

A blockchain [23] is a decentralized set of interconnected nodes, which share unique
and immutable sets of data, called a ledger. Such a ledger is split into small portions of data
called transactions, which are issued by different nodes in the network. In the scenario of
cryptocurrencies, such as Bitcoin [11], these transactions are cryptographically validated by
the network (i.e., a user sending bitcoins has enough funds to do so). Moreover, the whole
network is ruled by a consensus agreed among all users of the network to keep the network
safe (i.e., proof-of-work [24], proof-of-stake [25], etc.). The decentralization properties
of blockchains and their security and privacy features have led toward their integration
with smart cities and IoT scenarios. This has been a hot research topic in recent years,
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for instance, in surveys, such as the one provided in [26], where some of the challenges
and opportunities in such regard are stated. Many use cases have emerged in recent years,
including renting, sharing, or selling specific assets, such as cars or apartments. Other
approaches are blockchains applied to wireless sensor networks [27] or e-health devices [28],
among many others.

As such, large amounts of data regarding IoT devices can be found in blockchains—
data that could be useful for improving traffic control, energy consumption, or pollution in
smart cities. Interesting approaches, such as the one proposed in [29], allow for easy IoT
discovery in blockchains. Regarding the security model, there are contributions, such as
trust systems for IoT [10], where nodes of a blockchain can be trusted upon checking their
reputation, which changes depending on the behavior of the nodes in the network.

2.2. Smart Contracts

One of the most useful blockchains in regards to our scenario is Ethereum [12]. It
is a network whose purpose is not a currency for making payments, but rather a way to
run distributed applications (DApps). DApps are possible thanks to smart contracts [30],
pieces of code executed on the Ethereum virtual machine (EVM) [31]. Such contracts and
the EVM allow users, for instance, to be paid upon fulfilling some conditions. For instance,
distributed exchanges: applications where users buy or sell their cryptocurrencies to
other users.

In order to execute transactions, Ethereum requires gas. This is the amount of Ether
(Ethereum coin) per amount of bytes needed to run a transaction. Depending on how
busy the Ethereum network is, the price of gas increases or decreases. This can make
using Ethereum very expensive. To overcome such a problem, zero-knowledge-rollups
(zk-rollups) have recently been proposed [32]. They basically group several transactions
into a single transaction on the main Ethereum blockchain. Whereas the Ethereum network
is called layer 1, the zk-rollup is commonly called an application of layer 2. The zk-rollups
are possible thanks to ZKPs. Both ZKPs and zk-rollups are introduced in Section 2.3 and
Section 2.4, respectively.

Similarly, as with Ethereum, Dusk Network [15] is a layer 1 blockchain that provides
a virtual machine called Rusk, enabling the deployment and execution of smart contracts.
However, they have introduced the confidential security contract standard (XSC), which
ensures the preservation of transactional confidentiality while simultaneously guarantees
compliance through the use of ZKPs. This opens the door to a wide variety of use cases
where privacy is a must, but accountability is required at the very same time.

2.3. Zero-Knowledge Proofs

A zero-knowledge proof [21] is a cryptographic primitive that allows a prover P to
convince a verifier V that a statement is true, without leaking any secret information.
A statement is a set of elements known by both parties, defined as u, and the secret
information only known by P is called the witness w. P wants to convince V that he knows
w, which makes a set of operations involving u, to hold. Such operations are defined by a
circuit, a graph composed of different wires and gates, which leads to a set of equations
relating to the inputs and the outputs of these gates. Each of these equations is called
constraint. As depicted in Figure 1, P executes a proving algorithm, using u as the set of
public inputs and w as the private inputs. This execution outputs a set of elements of
an elliptic curve defined over a finite field, which we call the proof π. We send π to V,
who will use a verifying algorithm to verify that u is true, for a given w only known by P.
Formally speaking, ZKPs must satisfy three properties:
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• Completeness: If the statement is true, P must be able to convince V.
• Soundness: If the statement is false, P must not be able to convince V that the statement

is true, except with negligible probability.
• Zero-knowledge: V must not learn any information from the proof beyond the fact

that the statement is true.

VP

proving

algorithm

pub.

priv.

Figure 1. Zero-knowledge proof scenario.

Even when first schemes required P and V to interact several times, non-interactive
ZKPs (NIZKPs) [33] emerged, allowing P to prove statements to V by sending him a single
message. However, the first schemes were expensive in terms of computing resources,
and this made them not useful in real applications. More recently, zk-SNARKs appeared,
which are zero-knowledge succinct and non-interactive arguments of knowledge [34]. This
kind of proof is short and succinct: it can be verified in a few milliseconds, which makes
it suitable for on-chain verification on blockchains using smart contracts, being relatively
cheaper in terms of gas consumption than other solutions.

2.4. zk-rollups

zk-rollups [32], as depicted in Figure 2, create batches of several transactions in a
layer 2 scenario, and publish the whole batch into a single layer 1 transaction. This
saves a lot of gas that would be consumed if each transaction was executed directly on
the main blockchain. To do so, we have two actors, the transactors willing to create a
rollup transaction and the relayers computing the required operations to make the rollup
work. In such regard, transactors send transactions to the relayers containing information
about the sender, the receiver, the amount of tokens to be sent, etc. Such transactions
also include a signature of the transaction. As stated previously, ZKPs require an elliptic
curve, as proofs are sets of elements on such curves. For instance, the Barreto–Naehrig
elliptic curve [35], called BN128, is the currently used curve for zk-SNARKs in Ethereum.
The signature scheme used is EdDSA [36], which also requires an additional elliptic curve
where parameters are compatible with the zk-SNARKs elliptic curve (BN128). In this
scenario, the Baby Jubjub [37] elliptic curve is used for its compatibility with the parameters
of BN128.

Once the relayer has received a bunch of transactions, he computes a Merkle tree of
the previous accounts’ state and the new state. Later, he computes a zk-SNARK, which
verifies all signatures, and posts on the blockchain a transaction containing this batch: the
rollup transactions, the previous and new root states, and the zk-SNARK. This transaction
is verified by a smart contract previously deployed on the blockchain.
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batch M-1 batch M batch M+1batch M-2 batch M+2

... ...

... ...

block N+1block N-1 block N

Blockchain mainnet

zk-Rollup chain

Figure 2. zk-rollups overview.

3. Related Work

Self-sovereign identity systems [38] have the premise of deploying protocols where
users of different services can manage their identities in secure, transparent, and private
ways. A general idea in this regard, and similar to our solution, was envisioned as a
system where users can claim and prove possession of different rights associated with
their identities, without compromising their privacy [39]. Furthermore, the combination
of self-sovereign identity systems with ZKPs has become a new research topic in recent
years [40]. In this regard, solutions, such as SANS [17], introduce a private authentication
mechanism based on ZKPs. Using such tools, SANS allows users to prove their rights to
access several services, without the service provider (SP) knowing the identity of the users,
while guaranteeing that the users are allowed to use the service (e.g., the users have paid a
subscription fee).

There are some differences between SANS and this work. In all cases, ownership
of a given token can be proved (proof of ownership). Moreover, this work can prove
that the token exists in the blockchain (proof of transaction). Our solution is meant to
have protection against malleability: we allow the service providers (SP) to be sure that
a given token has been used only once. We also deploy blinding attributes, where our
solution becomes full self-sovereign: users reveal their data in transparent and private
ways. Furthermore, the efficiency of our scheme is increased and its usage in IoT devices is
totally feasible.

Regarding privacy in online transactions, other research papers, such as [41], explore
interesting ways to provide a privacy-preserving authentication protocol by means of
physical unclonable functions (PUFs), providing a solid and efficient protocol.

Moreover, research regarding how zk-SNARKs can contribute to blockchains scala-
bility is being conducted [42], with the research focused on distributed proof generation
making use of recursive zk-SNARKs.
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However, combining IoT devices and NFTs is not an unexplored research area. Re-
cently, researchers [43] introduced a solution to manage IoT devices securely. They asso-
ciated NFTs stored in blockchains with IoT devices, to grant them unique and indivisi-
ble identities.

Finally, to the best of our knowledge, there are no other solutions that provide a
private-by-design and self-sovereign system to authenticate users, providing, at the very
same time, a decentralized architecture, just like FORT does.

4. Cryptographic Building Blocks

In this section, we provide the necessary background on zk-SNARKs and bulletproofs
needed for the rest of the paper. We begin with a very high-level description of commitment
schemes, and later move to an explanation of bulletproofs and zk-SNARKs.

4.1. Preliminaries

We begin by discussing a cryptographic primitive, which is at the core of almost
all modern cryptographic constructions, commitment schemes. A commitment scheme
allows us to select a secret value and commit to it, in the sense that the party performing
the commitment cannot change that value for another in the future. The scheme gives
the capability of revealing the value later on, but this is not a mandatory task. We are
particularly interested in non-interactive commitment schemes, defined as follows:

Definition 1 (Non-interactive commitment schemes). A non-interactive commitment scheme
consists of a pair of probabilistic polynomial time algorithms (setup, commit). The setup algorithm
pp ← Setup(1λ) generates public parameters pp given the security parameter λ. Given the
public parameters pp, the commitment algorithm, Commit, defines a functionM×R → C for
message space M, randomness space R, and commitment space C. Given a message x ∈ M,
the commitment algorithm samples r ← R uniformly at random and computes Commit(x; r) ∈ C.

A useful commitment scheme for us is the Pedersen commitment, which we define as
follows:

Definition 2 (Pedersen commitment scheme). Let G be a group of order p and setM,R = Zp
and C = G. The setup and commit algorithms for Pedersen commitments are defined as follows:

• Setup: Sample g, h← G uniformly at random.
• Commit(x; r): For a given x ∈ M, and a random value r ← R, we compute gxhr ∈ C.

4.2. Bulletproofs

Bulletproofs [22] are short non-interactive zero-knowledge arguments of knowledge
that require no trusted setup. This means that the prover P sends a single message to the
verifier V, and this is enough to prove knowledge of the secret information. There is no
need to rely on any prior information generated by a trusted party.

Bulletproofs were designed to enable efficient confidential transactions in cryptocur-
rencies, but they have found many other applications, such as shortening proofs of solvency
or enabling confidential smart contracts [44]. The main technical feature of bulletproofs
involves proving that a committed value lies within a certain interval. For example, in the
context of blockchains, it is very useful to have an efficient protocol to prove that a secret
value lies in the interval [0, 2n − 1] for some large value of n ∈ Z≥0. In the cryptographic
community, this feature is called a range proof. Range proofs allow us to prove that a
secret value (previously committed to) lies within a certain range. They do not leak any
information about the secret value but the fact that it lies within the desired range.
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Let G be a cyclic group of prime order p and let Zp be the ring of integers modulo
p. An inner-product argument lets P convince V that he/she knows two vectors (bold font
denotes a vector) a, b ∈ Zn

p such that

C = gahb and c = 〈a, b〉,

where g, h ∈ Gn are independent generators, c ∈ Zp, and C ∈ G. Now, let c ∈ Zp and let
C ∈ G be a Pedersen commitment to c using randomness r. An inner-product range proof
allows P to convince V that c ∈ [0, 2n − 1] by proving the relation

{(g, h ∈ G, C, n ; c, r ∈ Zp) : C = hrgc ∧ c ∈ [0, 2n − 1]}.

Now consider the case where P needs to provide multiple range proofs at the same
time. The idea of aggregated range proofs is to build a system that can provide a proof for
multiple secret values and its efficiency is better than doing one proof for each of the secrets.
Since the inner-product range proofs provided by bulletproofs have logarithmic size, it
is possible to build efficient aggregated logarithmic range proofs. That is, it is possible to
efficiently prove the relation

{(g, h ∈ G, C ∈ Gm ; c, r ∈ Zm
p ) : Cj = hrj gcj ∧ cj ∈ [0, 2n − 1] ∀j ∈ [1, m]},

where m corresponds to the number of proofs. Bulletproofs can be computed in O(n),
and verified in linear time as well. The communication complexity (the size of the proofs)
is O(log n).

4.3. zk-SNARKs

One of the most used ZKP systems in practice is zk-SNARKs [18]. This kind of proof
is short and succinct: it can be verified in only a few milliseconds. zk-SNARKs require
a trusted setup that is used both by the prover and the verifier to generate and verify
proofs. The set of parameters obtained during the setup phase is commonly called the
common reference string (CRS). If an attacker is able to get the secret random values used
to generate the CRS, it would be able to generate false proofs. For this reason, the initial
setup is commonly made through a secure multi-party computation (MPC) protocol [45],
which generates the required parameters using a distributed computation protocol.

Definition 3 (zk-SNARKs). A zero-knowledge succinct non-interactive argument of knowledge
involves a triple of algorithms (setup, prove, verify) that work as follows:

• (pk, vk)← Setup(1λ, circuit): the setup algorithm outputs a proving key pk and a verifi-
cation key vk given the security parameter λ and a circuit. Both keys (the CRS) are made
public and can be used by the prover and the verifier to generate and verify proofs.

• π ← Prove(pk, u, w): the proving algorithm produces a proof π using the proving key pk
that attests that a statement u and a witness w are a correct solution to the set of equations
derived from the circuit.

• 1/0 ← Verify(vk, u, π): the verification algorithm uses the verification key vk to check
whether π is a correct proof for the public statement u.

zk-SNARKs can be computed in O(n log n). Both the verification and the communica-
tion complexity are O(1).

5. Our Solution: FORT

In this section, we introduce our solution. We begin with an overall description of our
protocol, and later present the specific details and its security analysis.
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5.1. Overall Description

Our solution is meant to be used in scenarios where a user needs to prove his/her
right to use a service, for instance, accessing a house rented online. In such a scenario, we
envision the usage of a certificate installed in the user’s smartphone (or smartwatch, or any
similar device), which can be validated by some sensor installed in the door of the house.
Once validated, the SP might want a proof of meeting some requirements, linked with the
previously validated certificate. We detail this workflow (as depicted in Figure 3) in this
section, as follows:

1. Read on-chain information: the user acquires some attributes granted by third parties,
which can be a SP to whom the user is buying a ticket or subscription, a governmental
entity verifying personal information, a bank providing a proof of solvency, etc. Such
attributes are granted through an NFT stored in a blockchain. The SP issues an NFT
representing user attributes. The SP mints this NFT on-chain, and later transfers it to
the user’s address. Now, the user can read these attributes from the blockchain.

2. Compute proof (the certificate): the user acts as a prover, and computes a ZKP from the
information collected from the NFT, as detailed in the circuit of Figure 4, and installs
this certificate on his/her device.

3. Send proof (read certificate): the user attempts to use the service by showing the
certificate to the SP, who reads it.

4. Verify on-chain information: the SP needs to partially read the Merkle tree of the
blockchain (as detailed in the next section) to verify (in the next step) that the attributes
the user wants to prove are really on-chain (the NFT).

5. Verify proof (validate the certificate): the SP verifies the ZKP; thus, verifying the rights
of the user.

After performing this protocol, the SP can ask the user for some information about
the attributes, for instance, if they lay within a specific range. To do it, the user computes a
bulletproof and sends it to the SP, the verifier. Then, the SP verifies that the bulletproof sent
by the user is correct, and knows for sure that the value is within a specific range.

User

(3) sendProof

Service Provider

(1) readOnchainInfo (4) verifyOnchainInfo

Blockchain

(2) computeProof (5) verifyProof

Figure 3. FORT protocol scenario overview.

Ideally, a desirable way to implement our protocol would be by creating the NFTs
directly using a blockchain, proving that we own them by using the signature details,
involving the blockchain transaction representing each NFT. However, this has some
constraints regarding scalability and efficiency: first, the gas fees in the case of Ethereum
can become very expensive, so using a transaction for a single right is far from being
optimal. Second, the elliptic curve used to sign Ethereum transactions, the secp256k1, is
not pairing-friendly, so generating proofs proving ownership of the private key used to
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sign the transaction will not be efficient. To solve this problem, FORT relies on zk-rollups for
scalability and on EdDSA for proofs off-chain.

5.2. Protocol Details

To prove rights to access the service, the first thing a user needs to do is to receive
an NFT stating some attributes about him/her. To do so, the user needs to contact the
SP and provide him/her a proof of meeting some requirements. Then, the SP executes
Algorithm 1: after validating the requirements, it issues an NFT representing the user’s
attributes. The SP mints this NFT on-chain, and later transfers it to the user’s address.

Algorithm 1: Create NFT
Env: vector of x attributes: attributes[x]; user’s address: pkuser; user’s
conditions: cnd
n f t← create_n f t(attributes[x]):
if (verify_conditions(cnd)) then

n f t.id = rand();
n f t.attr = attributes[:];
n f t.S← signskSP(H(n f t.id||n f t.attr||pkuser));
mint_n f t(n f t);
trans f er_n f t(n f t, pkuser);

end

Upon receiving the NFT, the user is ready to anonymously prove possession of such
an NFT. To do so, the user will follow the Algorithm 2. Then, at some point, the user will
want to prove some rights; to do so, he/she will send/show the proof to the SP, and it will
execute Algorithm 3.

Algorithm 2: Create certificate
Env: User and service provider (SP).
1. The user reads the NFT transaction to be proved, which is published on the

blockchain, and the IDs of a set of NFT transactions in the batch batch_ids,
where |batch_ids| = 2x and x is agreed by consensus.

2. The user requests access to the service offered by SP, and the SP sends a random
value, a challenge c to the user.

3. The user computes a proof π using the above parameters as stated in the circuit
depicted in Figure 4.

Algorithm 3: Verify certificate
Env: User and Service Provider (SP).
1. The SP receives / reads π from the user.
2. SP collects the ID of the transactions in the batch and computes the Merkle tree mtree.
3. The SP executes Algorithm 4, if it returns 1, the SP grants the service.

Algorithm 4: Verify right
Env: Zero-knowledge proof π.
1/0← veri f y_right(π):
if (out1,out2,out3← verify_proof(π)) and (out1 == mtree) and (out2 == 1) and
!(is_seen(out3)) then

return 1;
else

return 0;
end
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The proof used in Algorithm 2 uses the circuit depicted in Figure 4. As can be seen,
the circuit includes a verification of the signature n f t.S, using the public key of the SP pkSP.
The inputs of the signature were the attributes n f t.attr along with the ID n f t.id and the
public key of the user pkuser. The challenge c is hashed along with n f t.id and the user’s
private key k. n f t.id is also hashed along with batch_ids.

verify_signature()

nft.id

nft.S pkSP

nft.attr

priv.priv.

priv. priv. pub.

out2

hash()merkle_tree()
priv.priv.

batch_ids

(pub.)
out1

(pub.)

priv.

(pkuser)

k

G

pub.

priv.

out3
(pub.)

priv.

out4
(pub.)

r

pub. pub.

Hc

Figure 4. Circuit for our solution.

Finally, and before the SP grants the service, the prover might have to create a bullet-
proof to reveal some information about the attributes. This is done using out4, a Pedersen
commitment. This process is detailed in Algorithm 5.

Algorithm 5: Create bulletproof
Env: secret key k; vector of x attributes: attributes[x]; vector of x commitments:

C[x]
πb[x]← create_bulletproo f (C[x], attributes[x]):
for i in x do

πb[i]← bulletproo f (C[i], attributes[i])
end

5.3. Security Analysis

An important element to consider when analyzing the security of FORT is the ZKP
scheme to use. The main drawback of some ZKP constructions, such as zk-SNARKs,
when used in some scenarios, such as cryptocurrencies, is the need for a trusted setup.
An untrusty setup could lead to huge losses of money if a malicious party gets the seed
used to compute it, so it could create false transactions. This is not a problem in our solution:
a different setup can be generated by each SP, as the proofs are verified off-chain by a single
entity, the SP, and he is the main interested in not leaking the secret seed.

Moreover, the soundness property of each scheme relies on different security assump-
tions [46] (e.g., zk-SNARKs in [47] use a strong assumption, the q-power knowledge of
exponent (q-PKE) assumption). Furthermore, the security of these schemes relies on the
security of elliptic curves, where breaking the security of the selected curve would lead
to being able to generate false proofs. One of the most used curves in ZKPs is the BN128,
which security level in practice is estimated to be 110-bits [48]. Other curves, such as
BLS12-381 [14], estimate around 128-bits of security, with the drawback of heavier group
operations. More recent research is introduced in [49], where a new curve called BW6-761
is introduced. As stated by its authors, verification of proofs is at least five times faster than
other state-of-the-art curves.
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Regarding the circuit we designed, our solution grants several privacy and authentica-
tion features:

• Proof of ownership: the circuit used in FORT verifies a signature n f t.S of an input
n f t.id, n f t.attr, pkuser, using the public key of SP, pkSP. Moreover, pkuser is the output
of the scalar multiplication kG, where k is the user’s private key. This ensures that the
user owns the NFT, as only he/she can compute the public key using the private key,
while keeping both values private, so the SP cannot learn the identity of the user.

• Proof of transaction: the circuit computes a Merkle tree of two private inputs: the
n f t.id and the IDs of some other issued NFTs in the same batch batch_ids. This ensures
that the NFT the user is proving ownership of has been transacted in the blockchain.
The SP can compute the Merkle tree mtree itself, and check if it equals out1 as stated
in Algorithm 4.

• Malleability protection: the circuit computes the hash of n f t.id, the private key k, and a
challenge c. The format of this value could change in different scenarios. Taking the
example of proving ownership of a ticket for an event, ideally, c would be the date
of such event. If is_seen(out3, previous) == 1, it means that someone already entered
the event with the same NFT. This is true because neither n f t.id nor k can change, so
out3 will always be the same for a given public input c. This prevents a user to use the
same right multiple times, and to compute valid proofs for other users.

• Attribute blinding: the private information the user wants to share only when required,
the attributes, are private inputs of the circuit. Such values are committed using a Ped-
ersen commitment (i.e., out4, but as many as required can be included in the circuit),
so the verifier learns these commitments, and the prover later uses a bulletproof to
prove knowledge of them, and to prove that they are within a specific range.

FORT, as introduced in this section, can also be seen as a framework to be modified to
match the needs of every use case our solution could be deployed to. This means, selecting
the proper ZKP scheme to be used, recompute the certificate each time instead of using
bulletproofs, select a different challenge c, etc.

6. Implementation and Benchmarks

In this section, we explain the capabilities and implementation details of the bullet-
proofs module we developed, and later explain how we implemented our specific solution
using our module.

6.1. Bulletproofs Module

We implemented bulletproofs as a module integrated into ZPiE, a ZKPs library coded
in C. The library uses GMP and MCL as dependencies: GMP is a pure C library used
to handle big numbers and operations involving them, and MCL is a library written in
C++, which offers a C wrapper for using it in pure C projects, used to do elliptic curve
operations. The library also supports the elliptic curves BN128 and BLS12-381, which
are also supported by our implementation. We implemented an API that allowed us to
generate aggregated range proofs using the bulletproofs scheme above referred, and to
verify them. The instructions on how to compile and use the library can be found in the
README of the repository. The code can be used as explained in Listing 1.

We benchmarked our implementation as depicted in Figure 5. Moreover, we improved
the efficiency of our solution by using multi-threading in several parts of the prover and
the verifier, where splitting the operations in different cores was possible. As one can see,
we benchmarked the time it takes by the prover, in single-core (SC) or multi-core (MC),
to compute the proofs. We performed the experiments for several amounts of aggregated
proofs of 64 bits, using a 4-core CPU, and BN128.
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Listing 1. Bulletproof generation example. Generation of 2 aggregated proofs of 64 bits.

1 #include "../ src/zpie.h"
2

3 int main()
4 {
5 // init the bulletproofs module for 2 aggregated proofs of 64 bits
6 bulletproof_init (64, 2);
7

8 // set some values to prove knowledge of and compute the bulletproof
9 unsigned char *si[] = {"1234", "5678"};

10 bulletproof_prove(si);
11

12 // verify the bulletproof (../ data/bulletproof.params)
13 if(bulletproof_verify ()) printf("Bulletproof verified .\n");
14 else printf("Bulletproof cannot be verified .\n");
15 }
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Figure 5. CPU proving times of our solution.

6.2. Solution Deployment

In this subsection, we detail the deployment of the three main parts of our protocol,
generate rights, generate the certificate, and prove the attributes.

6.2.1. Generate Rights

The first step to use our solution is to generate the rights that our users will need
to prove. To do so, a SP needs to provide a service and sell its subscription using an
NFT minted to a smart contract-based blockchain. For testing purposes, we used an
Ethereum testnet where we created test NFTs using a reference implementation of ERC-
721 (the Ethereum NFT standard) (https://github.com/nibbstack/erc721, accessed on 28
September 2021). After deploying an NFT to the blockchain, a user can buy it. Once done,
he is ready to generate the certificate.

The computational costs for generating the NFTs are negligible, as no heavy crypto-
graphic computations are involved in the process. Regarding the time it takes to be reflected
on the blockchain, it would depend on how crowded it is (typically it will take only a few
minutes). On the other hand, one of the main concerns regarding this step when deploying
it into the mainnet is the amount of gas required to execute the smart contract that mints
the NFT. As discussed before, using zk-rollups would be the best choice to reduce the cost
when moving our solution to a production environment.

In Section 7, we discuss further work to be done regarding the deployment of our
solution into a blockchain network, considering how to boost even further the capabilities
of our solution when using other blockchains as the backbone of FORT.

https://github.com/nibbstack/erc721
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6.2.2. Generate the Certificate

As explained previously, the prover precomputes the certificate, which is a zk-SNARK,
required to use a specific service. The SP will verify the certificate and will be sure of the
prover’s right to use the service. We used circomlib (https://github.com/iden3/circomlib,
accessed on 28 September 2021) to estimate the number of constraints of the circuit used in
our solution and, thus, its efficiency. To create our circuit, we rely on four main functions:

• scalar_mul(): the circuit needs to multiply a number k by a point on an elliptic curve G.
To do this scalar multiplication using BN128, circomlib uses 776 constraints.

• hash(): the circuit needs to perform two fixed hashes, plus a variable number of hashes
to compute a Merkle tree. A fairly secure and efficient hash function is Poseidon [50],
which only uses 210 constraints in circomlib.

• verify_signature(): we used the state-of-the-art signature scheme EdDSA [36] over
BN128 provided in circomlib, which uses 4018 constraints.

• merkle_tree(): the circuit needs to compute a Merkle tree. Assuming that |batch_ids| =
256 = 28, our solution will need to compute eight Poseidon hashes. This sums up to
1680 constraints.

In total, our circuit can be implemented using 6894 constraints. We coded a proof-
of-concept using ZPiE (https://github.com/xevisalle/zpie, accessed on 28 September
2021), and executed the code using a laptop, a smartphone, and a Raspberry Pi Zero.
To demonstrate the scalability of our solution, we also executed the circuit using snarkjs
(https://github.com/iden3/snarkjs, accessed on 28 September 2021), a JavaScript imple-
mentation of zk-SNARKs, which can be executed in web browsers. This is perfect for
scalability in web applications, with the performance drawback it involves, compared with
binaries executed directly in the kernel. Table 1 shows the results.

Table 1. Performance results of FORT in different devices using different implementations. All
experiments used Groth16 and BN128.

Device Prover Verifier

Raspberry Pi Zero W (ZPiE) 79.058 s 0.134 s

Snapdragon 732G (ZPiE) 0.830 s 0.005 s

i7-11370H (ZPiE) 0.157 s 0.000733 s

i7-11370H–Firefox (snarkjs) 0.694 s 0.022 s

As can be seen, either in high-end devices (a laptop CPU, such as i7-11370H) or in
mobile CPUs (snapdragon 732 G), the proofs used in our protocol can be computed in a fair
small amount of time using ZPiE. On the other hand, the time increases when talking about
extremely low-end CPUs, such as the one used in the Raspberry Pi Zero. Nevertheless,
computing the proof in about a minute, taking into account the single-core 700 MHz CPU
that it uses (approximately 10$), is a good result. Furthermore, an advantage of FORT is that
proofs can be precomputed prior to being used. Even in worst-case scenarios, protocols,
such as the one introduced in [51], would allow those devices to rely computations on other
servers owned by the same user, using a secure channel.

Regarding the verification of these proofs, as we stated previously, the verifier is
succinct: all proofs can be verified in just a few milliseconds, with no relation to the size of
the circuit. As can be seen, ZPiE outperforms here, even in Raspberry Pi, where it takes
roughly 0.1 s to verify proofs.

Finally, we can see how the prover and the verifier in snarkjs are much slower than
ZPiE for the same CPU. However, such a result was expected; taking into account the
trade-off between performance and scalability, it is still a great result.

https://github.com/iden3/circomlib
https://github.com/xevisalle/zpie
https://github.com/iden3/snarkjs
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6.2.3. Prove the Attributes

The SP, after verifying the certificate, might want to be sure that some of the attributes
n f t.attr meet some additional requirements (e.g., being within a given range). For such
a purpose, we computed a bulletproof from the Pedersen commitment described in the
zk-SNARK circuit. We used the module introduced in the last section to achieve this
outcome. In Listing 2, we show how to deploy our solution, where the prover proves
knowledge of the Pedersen commitment; the secret lies within the range [0, 28 − 1].

Listing 2. Implementation of our solution.

1 #include "../ src/zpie.h"
2

3 int main()
4 {
5 // we init the bulletproofs module , for~a bulletproof of 8 bits
6 bulletproof_init (8, 1);
7

8 // we get the context (G, H, V[], gammas [])
9 context ctx;

10 bulletproof_get_context (&ctx);
11

12 // we state that we will provide the random gamma and we assign it
13 // according to the one used in the certificate
14 bulletproof_user_gammas (1);
15 mclBnFr_setInt (&ctx.gammas [0], 1234); // r = 1234
16

17 // we need to create a bulletproof for this commitment:
18 // out4 = attr*G + r*H
19 // we set the input attr = "250"
20 unsigned char *si[] = {"250"};
21 bulletproof_prove(si);
22

23 // now P -> V: Bulletproof
24 // V reads out4 from the certificate , and~verifies the Bulletproof:
25 if(bulletproof_verify ()) printf("Bulletproof verified .\n");
26 else printf("Bulletproof cannot be verified .\n");
27 }

The above code for proving knowledge of an 8-bit attribute takes only 0.3 s on a
Raspberry Pi Zero. This time increases as the size of the attributes increases, but with
a fair amount of time, to be able to use our solution in IoT devices without problems.
Executing the same approach using a zk-SNARK will require around 776 constraints,
and the benchmark gives us 10.5 s. As such, it is clear that bulletproofs are a much better
approach for this specific use case, where provers will be able to execute the protocol
instantly using low-powered devices.

7. Discussion on Future Works

We introduced a protocol that allows a user to get some rights to be used in different
scenarios: the right to use a service (i.e., demonstrate having some attributes, such as not
being underage, having a salary above some threshold, etc.) or the right to access an event
(i.e., demonstrate to have the attribute, in this case, the ticket for entering to an event,
a performance, etc.). Our protocol works as-it-is in such scenarios. Needless to say, some
changes shall be made if other constraints arise, or in other use cases. The usage of standard
NFTs on Ethereum opens up a wide range of features to implement. For instance, NFTs
offer the feature of being transferred from one user to another, while charging a percentage
of the selling price to the original creator of the token (e.g., the event planner). At the
very same time, a SP organizing a performance could allow users to resell the tickets if
they cannot attend, but prevent them from increasing the price, while preventing price
speculations as well.

We have seen how FORT could be easily deployed using blockchains, such as Ethereum
or Dusk. Regarding the latter, which, at the time of writing, is still under development,
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we have to take into account the private nature of the execution of the smart contracts.
We envision how future work in a fully integrated solution within their network could
lead to new privacy models, enhancing our protocol by even blinding the data we need to
store on-chain.

8. Conclusions

In this paper, we introduced a protocol to prove the right to use a service or access an
event, in a self-sovereign manner. Our protocol grants one the chance to buy or request
to be granted different attributes, which are grouped into rights, using a blockchain. We
can prove ownership of such rights using zero-knowledge proofs, the main element of our
FORT protocol. After stating the details of FORT and its security analysis, we performed
several tests to show that—using only 6894 constraints—it can be executed very efficiently
in a wide variety of devices and environments: desktop, mobile, and web applications. We
saw how we could compute a certificate with a user’s rights in less than one second using
a conventional smartphone. Later, the attributes of the certificate could be proved in just
a few milliseconds. In the future work section, we discussed how our protocol could be
modified to fit in other use cases, such as ticket reselling or rights transferring, and how
integrating our solution into the Dusk Network blockchain could lead to a higher level
of privacy.
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