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MAGISTRSKO DELO
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Fakulteta za računalnǐstvo in informatiko

Mentor: doc. dr. Jana Faganeli Pucer

Somentor: doc. dr. Matjaž Ličer
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To the questions that guide us, and the

doubts that keep us honest.

\Doubt is not a pleasant condition,

but certainty is absurd."
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Abstract

Title: Deep Learning for Predicting Wave Parameters from Wind Compo-

nents in the Adriatic Basin

Predicting high-resolution ocean wave parameters, such as signi�cant

wave height, mean wave period, and direction, in complex coastal regions

like the Adriatic Sea is essential but computationally intensive when using

traditional physical models. This thesis explores deep learning-based sta-

tistical downscaling, using coarse-resolution ERA5 wind �elds to generate

�ne-scale wave predictions. Both deterministic (U-Net, ClimaX) and proba-

bilistic (WGAN-GP, Conditional Flow Matching) models were developed and

compared. Results show that deep learning can e�ectively model the non-

linear relationships between wind and waves. Among the tested approaches,

the CFM model achieved the highest accuracy for ensemble mean predictions

and o�ered reliable uncertainty quanti�cation, highlighting its potential for

e�cient and scalable high-resolution wave forecasting.

Keywords

environmental modeling, machine learning, downscaling





Povzetek

Naslov: Napovedovanje parametrov valov iz komponent vetra v Jadranskem

morju s pomo�cjo globokega u�cenja

Napovedovanje parametrov morskih povr�sinskih valov (vi�sina, smer in

perioda valovanja) v visoki lo�cljivosti je bistvenega pomena v kompleksnih

obalnih regijah, kot je Jadransko morje, vendar je ob uporabi tradicional-

nih �zikalnih modelov ra�cunsko intenzivno. Magistrska naloga obravnava

pove�cevanje lo�cljivosti modela s pomo�cjo globokega u�cenja. Uporabili smo

vetrovne podatke ERA5 z nizko lo�cljivostjo in z njimi modelirali parametre

valov v visoki lo�cljivosti. Za to smo razvili oziroma prilagodili ve�c razli�cnih

deterministi�cnih modelov (U- Net, ClimaX) in verjetnostnih modelov (WGAN-

GP, Conditional 
ow matching (CFM)). Rezultati so pokazali, da lahko glo-

boko u�cenje u�cinkovito modelira nelinearne odnose med vetrom in valovi.

Povpre�cne ansambelske napovedi modela CFM so med preizku�senimi pri-

stopi dosegle najve�cjo natan�cnost in omogo�cile zanesljivo oceno negotovosti,

to ka�ze na potencial CFM za u�cinkovito napovedovanje morskih valov v visoki

lo�cljivosti.

Klju�cne besede

okoljsko modeliranje, strojno u�cenje, modeliranje v vi�sji lo�cljivosti





Chapter 1

Introduction

Ocean surface gravity waves are undulations of the air-sea interface (called

the free ocean surface). They are generated by any disturbance of the ocean

surface and propagate under the in
uence of Earth's gravity from the loca-

tion of initial disturbance into in�nity. Ocean surface disturbances predom-

inantly occur due to combined in
uences of astronomic tides and weather.

While tides are large planetary waves, driven by the gravity of the Sun and

the Moon, they will not interest us in this study, which focuses on the ocean

surface wind waves generated by the local winds. Understanding and predict-

ing ocean wave conditions at �ne spatial scales is essential for many marine

and coastal activities. These include safe navigation, o�shore and coastal en-

gineering, disaster response, search-and-rescue operations [1] and long-term

climate adaptation planning [2]. However, producing high-resolution wave

model results remains a challenge due to the computational cost of physical

models and the limited resolution of most global datasets.

For instance, global reanalysis products like ERA5 [3], despite providing

invaluable atmospheric and oceanic data, operate at relatively coarse spatial

resolutions (e.g., approximately 30 km). These resolutions are not su�cient

to resolve the detailed physical processes that shape wave conditions in nar-

row basins or near coastlines. While regional wave models such as SWAN and

MEDSEA often run at higher resolutions (e.g., 1/24� , about 4.2 km or less),

1



2 1. INTRODUCTION

they require signi�cant computational resources. High numerical cost occurs

because ocean waves typically span spatial dimensions on the order of 1{10

meters. Simulating free surface to resolve ocean surface gravity waves at this

resolution on global (or even regional) spatial scales and climate timescales

is beyond the computational capacity of even the strongest high performance

computers today. Consequently contemporary wave models do not model the

free surface but rather therefore compute the evolution of statistical prop-

erties of the directional wave spectrumS(�; ! ), averaged over a grid cell of

kilometer dimensions. The wave spectrum denotes the distribution of energy

along all wave directions� and all wave frequencies! . At each grid cell (i.e.

each geographical location) a wave model therefore needs to solve the evo-

lution equation for S(�; ! ) under given atmospheric conditions for typically

36-72 directional bins and 20{40 energy bins, often amounting to over 1000

computational points in (�; ! ) phase space - per each model grid cell.

Once the directional spectrum is calculated, one can use it to calculate

typical wave �eld parameters like signi�cant wave height, mean wave direc-

tion and mean wave period [4]. Details are beyond the scope of this work,

see e.g. [4], but broad de�nitions of these parameters are as follows. The

signi�cant wave height is de�ned as the average height of the highest one-

third of waves in a wave record or wave spectrum. The mean wave direction

is the average direction from which the waves are propagating, weighted by

wave energy across all frequencies. The mean wave period is the average time

interval between wave crests, weighted by energy.

Computation of spectrum evolution makes wave models expensive to use

for real-time applications or repeated simulations, such as those needed in en-

semble forecasting [5]. A typical operational regional surface wave model (e.g.

WAM [6]), running on a 1000� 1000 horizontal model cell grid, takes several

hundred CPU hours to complete a 72-hour forecast run. These numbers,

already very large in themselves, scale appropriately in climate simulations,

spanning periods of hundreds of years, where ensemble wave modeling on

climate timescales typically means a prohibitively expensive endeavor.
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One way to address this numerical cost is through downscaling. Down-

scaling techniques aim to transform low-resolution model outputs into high-

resolution �elds that are suitable for local applications. Traditional statistical

methods, such as interpolation, linear regression, or analog-based approaches,

have been used for decades [7]. However, in regions with complex coastlines,

topography, and seasonal dynamics, like the Adriatic Sea, these methods of-

ten fall short. The wind regimes in this area, driven by events like Bora and

Scirocco [8, 9], introduce nonlinear and multivariate e�ects that are di�cult

to capture with simple models.

In recent years, deep learning has emerged as a promising alternative for

downscaling geophysical data. These models are capable of learning complex,

nonlinear relationships directly from data (such as numerical model results),

making them well suited for capturing spatial variability and inter-variable

dependencies [10]. Convolutional neural networks (CNNs), in particular,

have been adapted from image processing tasks to operate on gridded envi-

ronmental data, where they can learn patterns across scales [5, 11].

This thesis explores the use of deep learning models to downscale ocean wave

parameters in the Adriatic Sea from coarse-resolution wind �elds. The objec-

tive is to construct data-driven surrogate models that predict high-resolution

maps of signi�cant wave height (SWH), mean wave period (MWP), and mean

wave direction (MWD), using only the 10-meter wind components (U10,

V10) as input. This problem is framed as a multivariate super-resolution

task, where the goal is to infer high-resolution wave �elds from low-resolution

wind forcing.

While deep learning has been applied to super-resolution tasks in climate

modeling, few studies have addressed multivariate wind-to-wave downscaling

speci�cally, and none have done so in the Adriatic Sea using generative mod-

els. This thesis aims to �ll that gap by developing and comparing several

model types suited to this task.

The following deep learning models are evaluated:

ˆ Convolutional architectures (e.g., U-Net [12])
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ˆ Transformer-based models (e.g., ClimaX [13])

ˆ Conditional generative models (e.g., conditional 
ow matching [14])

Each model is trained to reconstruct the target wave �elds from coarse

wind inputs and is evaluated based on its ability to capture spatial struc-

ture, directional patterns, and physically meaningful relationships between

variables. An overview of the downscaling setup is shown in Figure 1.1.

Figure 1.1: Overview of the downscaling task. Coarse-resolution wind

�elds (U10, V10) at 25� 33 grid (� 30 km) are mapped to high-resolution

wave parameters (SWH, MWP, MWD) at 143� 192 (� 4.2 km) resolution.

Models are trained on reanalysis from 1997 to 2017.

Contributions

The main contributions of this thesis are:
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ˆ A Framework for Direct Wind-to-Wave Downscaling. This the-

sis develops and validates a deep learning framework to directly map

coarse-resolution wind �elds to high-resolution, multivariate wave pa-

rameters (SWH, MWP, and MWD). This approach serves as a compu-

tationally e�cient surrogate for traditional, resource-intensive physical

wave models.

ˆ Application of Conditional Flow Matching to Probabilistic

Wave Forecasting. A core contribution of this work is the adaptation

and application of Conditional Flow Matching (CFM), a powerful gen-

erative model. We show how CFM can be used to produce reliable en-

sembles of high-resolution wave forecasts, complete with well-calibrated

uncertainty estimates, conditioned only on atmospheric data.

ˆ Establishing a New Standard in Wave Downscaling: A bench-

mark was carried out comparing four models, U-Net, ClimaX, WGAN-

GP, and CFM, using deterministic and probabilistic metrics. CFM

performed best overall, especially in capturing uncertainty and direc-

tional spread. The analysis also identi�ed common failure modes, such

as mode collapse in WGAN-GP.

Research Questions

This thesis addresses the following research questions:

1. Can deep learning models accurately reconstruct high-resolution wave

�elds from coarse-resolution wind inputs in the Adriatic Sea?

2. How do CNNs, transformers, and conditional generative models com-

pare in capturing spatial structure and cross-variable dependencies?

3. What are the strengths and limitations of deterministic versus proba-

bilistic downscaling approaches in this setting?
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Thesis Structure

This thesis is structured as follows:

ˆ Chapter 1: Introduction { Motivates the research, de�nes the prob-

lem of wave parameter downscaling, and outlines the thesis objectives,

contributions, and structure.

ˆ Chapter 2: Related Works { Reviews recent work on deep learning

for wave and climate downscaling.

ˆ Chapter 3: Background { Introduces physical wave modeling, sta-

tistical downscaling, relevant deep learning techniques, and the datasets

used in this study.

ˆ Chapter 4: Model Architectures { Describes the speci�c deep

learning architectures developed and evaluated, including U-Net, Cli-

maX, WGAN-GP, and Conditional Flow Matching.

ˆ Chapter 5: Experiments { Details the experimental methodology,

evaluation metrics, and presents a comprehensive analysis of the mod-

els' performance, including comparisons and ablation studies.

ˆ Chapter 6: Conclusion { Summarizes the main �ndings of the thesis,

discusses their implications, acknowledges limitations, and proposes

avenues for future research.



Chapter 2

Related Works

Deep learning (DL) is widely used for high-resolution environmental mod-

eling, including precipitation [15, 16], temperature [17], and wind and solar

�elds [18]. Wave downscaling has followed this trend, but most existing stud-

ies focus on univariate or point-based predictions, and few explicitly represent

uncertainty. This section reviews deep learning approaches for ocean wave

downscaling, categorized by modeling paradigm (deterministic vs probabilis-

tic) and use of coarse inputs.

2.1 Deterministic Downscaling

Coarse winds to point-wave predictions

Early applications of deep learning to wind-to-wave downscaling primarily

focused on point-wise predictions at individual coastal sites. Michel et al. [19]

developed a convolutional neural network (CNN) to estimate signi�cant wave

height (SWH) at buoy locations in the Bay of Biscay, using 10-meter wind

components from ERA5 as input. Their model outperformed traditional

statistical methods, such as linear regression and bias-corrected analog ap-

proaches, especially under moderate sea states. However, it struggled to

match the performance of full dynamical models like SWAN during high-

energy storm events.

7
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Building on this, Mlakar et al. [11] proposed DELWAVE, a deep learning

surrogate tailored to the Adriatic Sea. Unlike Michel's model, DELWAVE is

multivariate, predicting not only SWH but also mean wave period (MWP)

and mean wave direction (MWD) from COSMO-CLM wind �elds. Trained

on SWAN outputs, the model captures key regional dynamics, including the

in
uence of dominant wind systems such as Bora and Scirocco, and shows

strong agreement with the physical model in terms of storm detection and

long-term wave statistics.

Limitation. While both models perform well at speci�c sites, their predic-

tions are spatially discrete and limited to prede�ned coastal stations. They

do not produce spatially continuous high-resolution wave �elds.

Coarse wave to high-resolution wave grids

Several works have addressed spatial super-resolution of wave �elds from

coarse-resolution wave model outputs. Zhu et al. [20] used a convolutional

neural network (CNN) to upscale SWH �elds from the MASNUM model by a

factor of four. Their approach outperformed bicubic interpolation, reducing

RMSE by 10{15% and showing improvements near coastal regions where

spatial gradients are strongest.

Building on this, Wu et al. [21] proposed GSDNet, a U-Net{based archi-

tecture that replaces the plain encoder with a hierarchical design better suited

for multiscale learning. GSDNet achieved further improvements, including

sharper reconstruction of coastal maxima and an additional 5% reduction in

RMSE.

Other studies have proposed fast temporal surrogates, but often with

limiting dependencies. Huang et al. [22] introduced a CNN to replace a

physics-based wave model, achieving a reported 40,000� speed-up and low

error. However, their method is auto-regressive, requiring high-resolution

SWH �elds from the previous hour, limiting its use as a stand-alone model

driven solely by atmospheric inputs. Additionally, it is restricted to univari-
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ate prediction.

To improve realism in univariate wave downscaling, Yu et al. [23] in-

troduced a CGAN with a Convolutional Block Attention Module (CBAM)

for SWH super-resolution. The CBAM helps the generator focus on salient

spatial regions using wave period and wind speed as context. Their model

outperformed both a baseline GAN and interpolation in generating high-

resolution SWH �elds.

Limitation. All of these methods assume access to a coarse-resolution wave

product as input. As such, they cannot serve as full surrogates for physical

wave models, since they rely on a prior wave simulation rather than replacing

it.

Architectural Advances in Gridded Environmental Down-

scaling

Beyond wave-speci�c studies, general-purpose models for gridded environ-

mental data have made substantial progress and are highly relevant for wind-

to-wave downscaling. Transformer-based models, in particular, have become

state-of-the-art for spatially and temporally structured prediction tasks due

to their capacity to model long-range dependencies. Notable examples in-

clude ClimaX [13] for temperature and pressure, ClimFormer [24] for pre-

cipitation, and the hybrid Swin-UNet model by Chen et al. [25] for super-

resolution tasks. At the global scale, FourCastNet [26] has demonstrated the

scalability of these architectures for full-resolution numerical weather predic-

tion.

Limitation. Despite their architectural strengths, these Transformer-based

models have not yet been widely adapted or benchmarked for the speci�c task

of downscaling wind �elds tomultivariate ocean wave parameters.
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Coarse winds to high-resolution wave grids

Several studies have explored time-series approaches for downscaling wave

conditions from wind inputs. Adytia et al. [27, 28] applied bidirectional

LSTM (BiLSTM) networks to downscale ERA5 wind �elds into coastal SWH

time series in Indonesia. Their models outperformed support vector regres-

sion (SVR) and feedforward neural networks, achieving 20{30% lower RMSE.

Recently, Jin et al. [29] proposed GWSM4C, a CNN-based surrogate for

global wave modeling that avoids auto-regression. It predicts SWH �elds

from a history of wind inputs (up to 72 hours), reducing cumulative error

and improving long-term stability. However, it is limited to univariate out-

put and does not model uncertainty, making it less 
exible for probabilistic

downscaling.

2.2 Probabilistic Models for Downscaling

Probabilistic models aim to characterize the distribution of high-resolution

outputs conditioned on coarse inputs, enabling the representation of uncer-

tainty and the generation of multiple plausible realizations. This is particu-

larly important for applications involving extreme events, �ne-scale variabil-

ity, and ensemble forecasting. Two classes of generative models are promi-

nent in climate downscaling: generative adversarial networks (GANs) and

di�usion models. We review representative work from each and discuss their

relevance for wave prediction tasks.

Generative Adversarial Networks (GANs)

GANs use a generator-discriminator framework to produce samples that re-

semble training data. In the context of downscaling, the generator maps

coarse-resolution inputs to high-resolution outputs, while the discriminator

evaluates the realism of these outputs. Besombes et al. [30] used a Wasser-

stein GAN to generate synthetic atmospheric states from coarse PLASIM
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simulations. The model learned spatial correlations and reproduced spectral

characteristics without explicitly solving physical equations. In renewable

energy contexts, Stengel et al. [18] applied a GAN to upscale wind and solar

�elds, achieving a 50� resolution increase. Their approach preserved both

synoptic-scale structure and local detail, outperforming interpolation and

CNN baselines.

Oyama et al. [31] proposed a physics-informed GAN (� SRGAN) to im-

prove spatial coherence in downscaled climate data. Their model uses low-

resolution pressure and high-resolution topography to guide the generation of

multivariate outputs. It outperforms standard methods in preserving inter-

regional spatial correlations. Notably, a variant could generate realistic high-

resolution precipitation �elds without using low-res precipitation as input,

showing the model's ability to learn complex physical dependencies.

Although GANs have shown potential in wave-related �elds, such as sig-

ni�cant wave height enhancement [30], they tend to su�er from mode col-

lapse and poor uncertainty calibration. Furthermore, most implementations

focus on univariate outputs and do not address directional wave properties

or physically consistent multivariate generation.

Limitation. While GANs generate realistic spatial �elds, they are di�cult

to train and often underestimate variability. Their application to multivariate

wind-to-wave downscaling remains largely unexplored.

Di�usion Models

Di�usion models generate samples through a sequence of denoising steps,

progressively re�ning a noisy initial state to a realistic target conditioned on

coarse input. These models provide strong coverage of the output distribution

and tend to be more stable during training compared to GANs.

Merizzi et al. [32] introduced a conditional di�usion model for downscaling

ERA5 wind �elds to the resolution of the Copernicus Regional Reanalysis for

Europe (CERRA). The model was conditioned on low-resolution input and
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progressively re�ned samples through a denoising process. It achieved high

accuracy against high-resolution targets and in-situ measurements, demon-

strating strong potential for reanalysis SR.

More recently, Tomasi et al. [33] developed a latent di�usion model (LDM)

to emulate kilometer-scale COSMO5.0CLM9 simulations for dynamical down-

scaling over Europe. Their approach operates in a learned latent space, de-

rived from a convolutional VAE, where denoising steps are performed to gen-

erate �ne-scale �elds conditioned on low-resolution ERA5 inputs and high-

resolution static features. The model, trained on 2 m temperature and 10

m horizontal wind �elds, demonstrated strong agreement with determinis-

tic numerical outputs across a wide range of metrics, including spectral and

distributional characteristics.

Notably, the authors use separate latent di�usion models per target vari-

able, simplifying training and allowing variable-speci�c optimization. How-

ever, this setup prevents enforcing cross-variable physical coherence, as tem-

perature and wind components are modeled independently. For applications

like ours: predicting SWH, MWP, and MWD, this is a limitation, since these

wave parameters re
ect interrelated aspects of the ocean wave spectrum.

Summary: Remaining Gaps and Thesis Con-

tribution

This review of the literature shows a clear evolution in deep learning for wave

downscaling. Deterministic models have progressed from basic convolutional

networks to more advanced Transformer-based [13] and non-recurrent archi-

tectures [29], and are now highly e�ective at producing fast, single-point

predictions. At the same time, there has been a growing shift toward prob-

abilistic modeling, with generative approaches such as GANs [18] and, more

recently, di�usion models [32, 33] increasingly recognized for their ability to

capture the variability inherent in complex environmental systems.

Yet, despite this progress on both fronts, important limitations remain,
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particularly at the intersection of deterministic and generative modeling.

First, most existing models, whether deterministic or probabilistic, are still

univariate, focusing only on signi�cant wave height (SWH) while ignoring

the broader, physically coupled sea state. Second, while generative models in

principle o�er uncertainty quanti�cation, not all of them deliver reliable esti-

mates. As our experiments will later con�rm, widely used models like GANs

often su�er from instability and mode collapse, making their outputs unsuit-

able for operational use. Finally, even recent multivariate generative models

typically predict each variable independently. This overlooks the essential

requirement forphysical coherenceacross wave height, period, and direction,

parameters that are strongly interdependent in real-world sea states.

This thesis addresses these limitations directly. We present a framework

for probabilistic, multivariate, and physically coherentwave downscaling, tai-

lored to the regional dynamics of the Adriatic Sea. Using a Conditional

Flow Matching (CFM) model, we introduce a method that not only achieves

accurate deterministic forecasts but also produces calibrated uncertainty es-

timates across the full set of wave parameters (SWH, MWP, and MWD).
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Chapter 3

Background

3.1 Physical Wave Modeling

Wave forecasts are typically based on spectral models such as WAM, SWAN,

and WW3. These models simulate the evolution of the wave energy spec-

trum, taking into account wind input, nonlinear wave{wave interactions, and

dissipation due to wave breaking, respectively. This evolution takes form

of a partial di�erential equation with �ve independent variables (time, two

horizontal spatial dimensions, frequency, and direction) and is integrated

numerically in spectral wave models [34, 35].

These models are widely used in forecasting but are computationally ex-

pensive, especially in coastal areas, where small-scale features like complex

coastlines and local winds must be resolved. In such regions, models are

often run on �ne grids, which increases the computational cost signi�cantly.

Global reanalysis datasets like ERA5 [3] provide long-term, gridded wind

and wave �elds at a spatial resolution of around 30{40 km. While suitable for

large-scale applications, this resolution is too coarse to accurately represent

wave dynamics in smaller basins like the Adriatic Sea, where conditions are

shaped by narrow geometry, complex coastlines, and wind systems such as

the Bora (a gusty wind from the northeast) and the Scirocco (a southeast-

erly wind along the basin axis) [9]. These winds, especially Bora, generate

15
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sharp spatial variations in wave height and direction that ERA5 cannot re-

solve. Simply interpolating ERA5 �elds onto a �ner grid does not recover

this missing detail.

While physically based models like WAM or SWAN can resolve local wave

dynamics when run at high resolution, they remain computationally expen-

sive and are not always feasible for real-time applications or long-term climate

studies. This has motivated the development of alternative approaches that

aim to approximate high-resolution outputs using statistical relationships

learned from data. These downscaling methods attempt to infer �ne-scale

wave information from coarser inputs, such as ERA5, without solving the

full wave equations explicitly.

3.2 Statistical Downscaling

Statistical downscaling infers local climate variables from coarse-resolution

predictors by learning empirical relationships of the form

y = f (x); (3.1)

where x represents large-scale predictors (e.g., wind �elds, atmospheric

pressure) andy denotes local responses such as precipitation or wave height [7,

36]. Common methods include multiple linear regression, PCA-based models,

and weather typing. These approaches are computationally inexpensive and

interpretable, but they often assume stationarity or linearity and typically

ignore spatial dependence among neighboring locations [37].

Nonlinear extensions (e.g., polynomial regression) relax the linearity as-

sumptions but still produce mainly point-level predictions without capturing

�ne-scale spatial or temporal patterns. They also struggle when scale mis-

matches arise between coarse predictors and �ner local observations [38]. As

a result, the accuracy and generalizability of purely statistical techniques can

be limited.

These limitations have motivated the exploration of more 
exible function
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approximators that can capture nonlinear relationships, spatial dependencies,

and complex interactions between predictors and responses across scales.

3.3 Downscaling and Deep Learning

Climate downscaling and image super-resolution (SR) can both be formu-

lated as ill-posed inverse problems. LetY be the space of high-resolution

(HR) �elds and X the space of low-resolution (LR) observations. A forward

operator

f : Y ! X (3.2)

maps a �ne-scale �eldY to its degraded counterpartX = f (Y). In vision,

f typically includes blur, warping, and downsampling [39]; in geoscience,

it often re
ects spatial averaging or spectral truncation [40]. Becausef is

many-to-one, its inverse

Y � = f � 1(X ) (3.3)

is underdetermined. Solving it requires introducing priors, either through

physical knowledge or learned representations.

3.3.1 Single-Variable Super-Resolution

Single-variable super-resolution (SR) refers to the task of reconstructing a

high-resolution (HR) representation of a single variable �eld|such as an

image, temperature map, or wave height surface|from its low-resolution

(LR) counterpart. Early SR approaches, including interpolation and sparse

coding, often failed under strong degradations due to their limited ability to

model complex spatial patterns.

The introduction of deep learning signi�cantly improved SR performance.

Convolutional neural networks (CNNs) in particular demonstrated the abil-

ity to learn direct mappings from LR to HR data [41, 42, 43], yielding much

sharper and more realistic outputs. Subsequent advances explored more ex-

pressive architectures. Generative models such as Generative Adversarial
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Networks (GANs) [44] and di�usion models [45] have been used to capture

the conditional distribution of HR outputs, improving perceptual quality.

Transformers have also been applied successfully to SR tasks, leveraging their

self-attention mechanism to model long-range spatial dependencies [46, 25].

While these models are designed to be broadly applicable, SR studies have

largely focused on recovering a single variable. However, the same architec-

tural principles: hierarchical representation learning, data-driven priors, and

uncertainty modeling, are not limited to this case. These capabilities can

be extended to predict multiple, interdependent variables, which is central

to this thesis. Such multivariate tasks require learning structured mappings

across di�erent physical domains, as discussed next in Section 3.3.2 and im-

plemented in Chapter 4.

3.3.2 Cross-Variable Downscaling

Environmental downscaling generalizes SR in two ways. First, inputs and

outputs often represent di�erent physical variables. For example, coarse wind

�elds may be used to predict �ne-scale wave height, period, and direction.

Second, the mapping is spatially heterogeneous: it depends on bathymetry,

coastline geometry, and regional wind patterns, making the problem non-

stationary.

Formally, let X 2 RH � W � Cx be the coarse input �elds andY 2 RrH � rW � Cy

the high-resolution outputs, with upscaling factorr . The model learns

Y = g� (X ) + "; (3.4)

where g� is a neural network and" accounts for unresolved or stochastic

e�ects. Compared to single-variable SR, this setting introduces additional

challenges:

1. Scale and semantic mismatch. Inputs and outputs di�er not only

in resolution but also in physical dynamics. Wind and wave �elds, for

instance, follow distinct conservation laws.



3.3. DOWNSCALING AND DEEP LEARNING 19

2. Spatial heterogeneity. The mapping g� varies across space due to

coastline e�ects, orography, and basin geometry. Standard CNNs,

which assume spatial invariance, often struggle to generalize in such

contexts. [47]

3. Variable-speci�c geometry. Some variables, such as wave direction,

lie on a circle. Representing them requires special treatment (e.g.,

sine/cosine embedding) and appropriate loss functions to avoid artifacts

near discontinuities [48].

Deep networks can address these issues by combining convolutional fea-

ture extraction with attention or conditioning mechanisms that adapt to

spatial variability [13, 26].

3.3.3 Deterministic vs. Probabilistic Models

Deep downscaling models can be either deterministic or probabilistic. De-

terministic models learn a point estimateY = g� (X ), optimized via average

losses such as mean squared error. They are computationally e�cient but

tend to produce over-smoothed outputs, particularly when �ne-scale vari-

ability is missing from the inputs. This is a known issue in coastal wave

prediction, where sub-grid processes like wind gusts or local bathymetry are

not resolved at coarse scale.

Probabilistic models aim to learn the full conditional distribution p(Y|X),

enabling the generation of multiple high-resolution outputs that are diverse

yet consistent with the input conditions.Examples include variational autoen-

coders (VAEs) [49], di�usion models [50], and Conditional Flow Matching

(CFM) [14]. Given a �xed input X, these models allow repeated sampling

from the learned distribution to produce a set of plausible predictions Y.

This collection of alternative realizations forms anensemble.

In geophysical applications, ensemble modeling is essential. It supports

ensemble forecasting by representing a distribution over possible future states,
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rather than relying on a single deterministic outcome. Such probabilistic out-

puts provide more informative guidance and enable explicit quanti�cation of

uncertainty, which is critical for decision-making in environmental model-

ing [47].

This thesis compares deterministic and probabilistic models for wind-to-wave

downscaling in the Adriatic Sea. The objective is to assess their ability to

reconstruct high-resolution wave parameters: signi�cant wave height, mean

wave period, and direction, from coarse ERA5 wind inputs, while accounting

for spatial heterogeneity and circular variable structure.

3.4 Data Sources

The deep learning models in this study are trained and evaluated on a com-

bination of coarse-resolution atmospheric data and high-resolution wave re-

analysis data. The goal is to learn a mapping from the former to the latter.

The two primary data products used are ERA5 for wind inputs and the

Copernicus Marine Service (CMEMS) MEDSEA reanalysis for the target

wave parameters.

3.4.1 Input Data: ERA5 Wind Fields

The input predictors are the 10-meter wind components (U10, V10) from the

ERA5 global atmospheric reanalysis, produced by the European Centre for

Medium-Range Weather Forecasts (ECMWF). ERA5 provides a comprehen-

sive and physically consistent record of the global atmosphere by assimilating

vast amounts of historical observations into advanced modeling systems [3].

Key properties of the ERA5 data used in this thesis include:

ˆ Variables: Eastward (U10) and northward (V10) wind components at

10 meters above the sea surface.

ˆ Spatial Resolution: A regular latitude/longitude grid of 0.25� , which



3.4. DATA SOURCES 21

corresponds to approximately 31 km. This resolution is considered

coarse for resolving �ne-scale dynamics within the Adriatic Sea.

ˆ Temporal Resolution: Hourly data, which is essential for capturing

the fast-evolving weather systems that generate ocean waves.

ˆ Role: These wind �elds serve as the low-resolution input from which

the deep learning models learn to predict high-resolution wave condi-

tions. Notably, ERA5 winds are also the primary atmospheric forcing

used to generate the MEDSEA wave reanalysis, ensuring a consistent

physical basis between the model inputs and targets.

3.4.2 Target Data: MEDSEA High-Resolution Wave

Reanalysis

The high-resolution target data, signi�cant wave height (SWH), mean wave

period (MWP), and mean wave direction (MWD), are sourced from the

Mediterranean Sea Waves Multi-Year Reanalysis product (MEDSEAMULTIYEARWAV).

This dataset is provided by the Copernicus Marine Service (CMEMS) and is

generated by the Mediterranean Monitoring and Forecasting Centre (MED-

MFC) [51].

The main features of the MEDSEA wave data are:

ˆ Variables: Signi�cant Wave Height (SWH), Mean Wave Period (MWP),

and Mean Wave Direction (MWD).

ˆ Spatial Resolution: 1/24� (approximately 4.2{4.6 km) on a regular

grid covering the Mediterranean Sea. This �ne resolution is capable

of capturing detailed coastal and basin-scale wave processes that are

absent in the coarser ERA5 data.

ˆ Temporal Resolution: Hourly �elds, matching the temporal fre-

quency of the ERA5 input data.
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Chapter 4

Model Architectures

This chapter describes the deep learning architectures used to predict high-

resolution wave parameters from coarse-resolution wind inputs in the Adri-

atic Sea. The selected architectures represent distinct modeling paradigms

commonly applied in spatial prediction and generative learning, enabling a

comparative evaluation across both deterministic and probabilistic settings.

The baseline model is a convolutional U-Net, a fully convolutional en-

coder{decoder known for its strong inductive biases and e�ectiveness in geo-

physical downscaling tasks [52]. To evaluate the role of global attention, a

Transformer-based model is included, ClimaX [13], which has shown strong

performance in same-variable climate super-resolution but has not yet been

applied to cross-variable settings like wind-to-wave mapping.

For generative modeling, two approaches are explored. A Wasserstein

GAN with gradient penalty (WGAN-GP) [53] introduces adversarial train-

ing to capture spatial detail and sample diversity, following successful use

in environmental super-resolution [16]. Complementing this, a Conditional

Flow Matching (CFM) model [14] is used to learn continuous stochastic 
ows

from noise to data. CFM generalizes di�usion models [50, 45] and o�ers sta-

ble training, fast sampling, and principled uncertainty estimation, making it

well-suited for ensemble prediction.

Together, these models allow a structured comparison of architectural

23
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choices for multivariate downscaling: local versus global context, determin-

istic versus generative learning, and explicit versus implicit modeling of un-

certainty.

4.1 U-Net Architecture

The U-Net [12] is a fully convolutional encoder{decoder architecture origi-

nally introduced for biomedical image segmentation. It has since been widely

adopted for pixel-wise prediction tasks, including super-resolution and statis-

tical downscaling in geosciences, due to its e�ciency and ability to preserve

spatial structure. [52, 54] In this work, a modi�ed U-Net serves as a base-

line to map coarse wind inputs (U10, V10) to high-resolution wave �elds:

signi�cant wave height (SWH), mean wave period (MWP), and mean wave

direction (MWD).

Model Overview. Applying a standard U-Net to this speci�c cross-variable,

high-resolution downscaling task presents several challenges. To address

these, we applied modi�cations to the baseline architecture:

ˆ To bridge the signi�cant resolution gap between the coarse wind input

and the �ne wave output from the outset, an initial upsampling stage

was integrated, keeping the symmetry of the encoder-decoder structure.

ˆ To enable stable training of a deeper feature hierarchy and mitigate

vanishing gradient issues, standard convolutional layers were replaced

with residual blocks.

ˆ To allow the model to focus on dynamically relevant ocean regions and

suppress land features, spatial attention modules were incorporated

into the network's bottleneck.

These architectural choices align with modern practices for geophysical down-

scaling and are similar to the network design used by Merizzi et al. [32] for

wind �eld modeling. A diagram of the full model is shown in Figure 4.1.
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Figure 4.1: Modi�ed U-Net architecture. Input wind �elds of shape

(2 � T) � 25 � 33 are upsampled to (2� T) � 144� 192. The output is a

tensor of shape 143� 192� 4, representing SWH, MWP, and the sine/cosine

components of MWD.

Input Upsampling. Before entering the encoder, input �elds spanningT

timesteps are projected from coarse resolution (25� 33) to the target grid

(144� 192) via bilinear interpolation followed by a convolutional projection.

This step reduces the mismatch between input and output grids, simplifying

the learning task to residual re�nement rather than full image synthesis.

Encoder. The encoder is a hierarchical stack of downsampling stages.

Each stage applies a sequence of residual convolutional blocks, followed by

2 � 2 pooling. This design progressively reduces spatial resolution while ex-

panding channel capacity, allowing hierarchical abstraction of atmospheric

features.

Each residual block (Figure 4.2) uses group normalization, SiLU acti-

vation, and dropout between two 3� 3 convolutions. The skip connection

enforces identity initialization and gradient stability, mitigating vanishing

gradients in deep con�gurations.
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Figure 4.2: ResidualBlock structure. The input is normalized and trans-

formed through two convolutions with SiLU activation and dropout, then

added to the original input.

Bottleneck with Attention. At the lowest resolution, residual blocks

are augmented with spatial attention mechanisms. Following the design of

attention-gated U-Nets [55], the attention module computes spatial weighting

maps conditioned on encoder features. These maps modulate bottleneck

activations, enabling the model to suppress irrelevant regions (e.g., land)

and focus on informative spatial patterns before reconstruction.

Decoder. The decoder mirrors the encoder's structure. Each upsampling

stage uses learned bilinear interpolation, followed by concatenation with the

corresponding encoder feature map and a sequence of residual blocks. These

skip connections reintroduce �ne-grained detail that may have been lost dur-

ing downsampling, helping to reconstruct sharp and spatially accurate out-

puts.
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Output Projection and Cropping. The decoder output is mapped to

four channels using a 1� 1 convolution: SWH, MWP, and sin=cos of MWD.

Since the upsampling pipeline produces a height of 144 for divisibility, we

crop one row to match the target MEDSEA grid of 143� 192. This ensures

consistent alignment with the reference data.

Inductive Biases. U-Net's fully convolutional design encodes strong spa-

tial inductive biases that shape its learning behavior:

ˆ Translation equivariance: Convolutions respond identically to a

pattern regardless of its spatial location. This helps capture stationary

features across the ocean, but can limit adaptability in domains with

strong spatial heterogeneity (e.g., coastal zones ).

ˆ Locality and hierarchical composition: Information is processed

within local neighborhoods and aggregated hierarchically across layers.

This suits multiscale geophysical processes, where �ne-scale features

are in
uenced by larger atmospheric systems.

Motivation for Use. U-Net is a strong baseline for spatial downscaling

tasks like wave prediction. Its convolutional structure aligns well with grid-

ded geophysical data, capturing local patterns reliably. The skip connections

help recover �ne detail while the encoder captures broader context, which

suits multiscale wave{wind interactions. It's also simple, fast to train, and

easy to extend with features like attention or residual blocks. While trans-

lation equivariance can limit 
exibility in coastal regions, U-Net remains a

solid and e�cient baseline.

4.2 Transformer-Based Architecture

Transformers, �rst introduced for NLP tasks [56], have been successfully

adapted to spatial prediction in computer vision and Earth system science.
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Their core mechanism,self-attention, enables direct modeling of long-range

dependencies, a crucial capability when dealing with basin-wide or global

phenomena that a�ect localized outcomes, such as wave generation from

large-scale wind �elds.

Self-Attention and Global Receptive Field. Unlike convolutional net-

works that operate with a �xed, local receptive �eld and build global context

gradually through stacking, self-attention computes global interactions in a

single layer. For input queriesQ, keysK , and valuesV, the attention mech-

anism is:

Attention( Q; K; V ) = softmax
�

QK >

p
dk

�
V

This formulation allows each position to attend to all others dynamically,

enabling more expressive spatial reasoning over structured geophysical grids.

However, applying standard Vision Transformers (ViT) [57] to climate

data is non-trivial. Unlike RGB images, climate �elds are heterogeneous

in variable type, scale, and spatial resolution. ClimaX [13] addresses these

challenges with domain-speci�c adaptations.

ClimaX Architecture. ClimaX is a general-purpose Transformer model

for multi-variable climate data. Its architecture, adapted in this work for

wind-to-wave downscaling, includes the following key components (Figure 4.3):

ˆ Initial Upsampling and Reshaping: Low-resolution wind inputs

are �rst projected to a higher spatial resolution using convolutions and

bilinear upsampling, then reshaped into a format (B; T; V; H; W), sep-

arating time steps and variables.

ˆ Variable Tokenization: Each physical variable is independently to-

kenized via a shared Conv2D patch tokenizer [13], generating spatial

patches that preserve variable-speci�c semantics. This design allows


exibility across datasets with varying variable sets.
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ˆ Positional and Temporal Embedding: Tokens are enriched with

learnable variable embeddings, spatial positional encodings (based on

grid location), and temporal embeddings that encode lead time or

timestep position.

ˆ Variable Aggregation via Cross-Attention: A learnable query

attends across the tokens of all variables at each space-time grid point.

This fuses multi-variable information into a uni�ed representation while

reducing sequence length.

ˆ Spatio-Temporal Transformer Encoder: The aggregated tokens

are passed through a stack of encoder layers, each comprising multi-

head attention and MLP blocks. Only the �nal timestep's representa-

tion is used for prediction.

ˆ Prediction Head: A feed-forward head maps the encoded sequence

back to the target wave parameter space. The �nal tensor is reshaped

(unpatchi�ed) to produce outputs of shape (B; Vout ; Hout ; Wout ).

Inductive Biases. Transformer-based models exhibit di�erent inductive

biases than CNNs:

ˆ Permutation equivariance: Self-attention treats input tokens sym-

metrically, enabling 
exible modeling of non-grid data.

ˆ Global context: Each token can attend to all others, enabling long-

range dependency modeling in a single layer.

ˆ Input-adaptive computation: Attention weights are dynamically

learned per sample, rather than �xed via convolutional kernels.

These properties make Transformers particularly suitable for capturing basin-

wide meteorological in
uences that a�ect regional wave dynamics.
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Figure 4.3: Architecture of the Transformer-based Wave model (adapted

from ClimaX [13]). Wind �elds are upsampled and reshaped, tokenized per

variable, enriched with embeddings, fused through cross-attention, processed

by Transformer layers, and �nally mapped to high-resolution wave parameter

outputs.

Motivation for Use. In oceanographic settings such as the Adriatic Sea,

wind-wave interactions are often governed by large-scale synoptic patterns

like Bora and Scirocco. Local models like U-Net may miss such non-local

causality due to limited receptive �elds. Transformers can directly model

these global in
uences. Moreover, ClimaX's ability to handle heterogeneous,

structured inputs with variable-speci�c embeddings and tokenization makes

it well suited for learning physical cross-variable relationships from reanalysis

data.

4.3 Generative Adversarial Networks

Generative Adversarial Networks (GANs) [58] are a class of generative models

consisting of two neural networks trained in opposition:

ˆ A generator G that learns to map random noise vectors (or conditional

inputs) to synthetic outputs;
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ˆ A discriminator (or critic) D that learns to distinguish real samples

from those produced by the generator.

The generator improves by trying to fool the critic, while the critic im-

proves by detecting fakes. This adversarial process pushes the generated

distribution toward the true data distribution.

Wasserstein GAN and Gradient Penalty. Standard GANs are notori-

ously di�cult to train due to issues such as mode collapse and vanishing gra-

dients. The Wasserstein GAN (WGAN) [59] replaces the original divergence-

based loss with the Wasserstein-1 distance (also known as the Earth Mover's

distance), which improves stability and provides gradients that better corre-

late with sample quality.

To ensure that the Wasserstein-1 distance is a valid training objective,

the critic D must satisfy 1-Lipschitz continuity. This condition guarantees

that the critic's output does not change too abruptly in response to small

perturbations in the input, making the estimated distance meaningful and

stable.

In the original WGAN [59], this constraint was enforced through weight

clipping, which restricts the critic's weights to lie within a �xed range. While

straightforward to implement, weight clipping often led to optimization dif-

�culties. In particular, it limited the critic's capacity to model complex

functions and caused gradient vanishing, especially in deeper networks.

To address these issues, Gulrajani et al. [53] proposed the Wasserstein

GAN with Gradient Penalty (WGAN-GP), which introduces a soft constraint

on the gradient norm of the critic. The resulting objective is:

L WGAN-GP = E~x� Pg [D(~x)] � Ex� Pr [D(x)]+ � Ex̂ � Px̂ (kr x̂D(x̂)k2 � 1)2 (4.1)

Here:

ˆ Pr and Pg denote the real and generated data distributions, respec-

tively;
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ˆ x̂ � Px̂ is sampled uniformly along straight lines between pairs of real

and generated samples: ^x = �x + (1 � � )~x, with � � U [0; 1];

ˆ � is a weighting coe�cient for the penalty term.

The term (kr x̂D(x̂)k2 � 1)2 penalizes the critic when the gradient norm de-

viates from 1. This encourages the critic to satisfy the Lipschitz condition

in a smooth, data-adaptive manner. Compared to weight clipping, this ap-

proach allows for a more expressive critic and leads to improved training

stability and convergence, particularly in high-dimensional settings such as

conditional wave �eld generation.

Conditional WGAN-GP Architecture. In this thesis, we adopt a con-

ditional WGAN-GP framework to downscale coarse-resolution wind �elds to

high-resolution wave parameters. The generator extends the baseline U-Net

(Figure 4.1) by incorporating a latent noise vectorz � N (0; I ), which is pro-

jected and concatenated with the conditionally upsampled wind input before

entering the encoder. This forces the model to generate diverse yet realistic

outputs conditioned on the same input.

The critic receives both the low-resolution wind input and a high-resolution

wave �eld (either real or generated), and outputs a scalar score used to com-

pute the Wasserstein distance. Its architecture consists of downsampling

convolutional block and simple attention modules, followed by a global pool-

ing and a linear output layer. The critic design is visualized in Figure 4.4.

Motivation for Use. A conditional WGAN-GP is included in this study as

a representative adversarial generative model. GAN-based approaches have

been widely applied to environmental downscaling tasks, including the super-

resolution of wind and solar �elds [18], precipitation [16], and remain in use

for complex, time-varying geophysical data [60]. In this context, GANs are

often regarded as a benchmark for generating sharp and perceptually realistic

spatial �elds. The adversarial loss encourages the generator to reproduce �ne-
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Figure 4.4: Architecture of the WGAN-GP critic. The low-resolution wind

input is �rst upsampled to match the spatial resolution of the wave �eld.

The two inputs are concatenated and passed through a series of convolutional

blocks with attention and downsampling. A global pooling layer and a �nal

linear head output a scalar critic score.

grained textures and spatial correlations that are typically smoothed out by

pixel-wise objectives such as mean squared error (MSE).

By enabling stochastic conditional generation via a latent noise vector,

WGAN-GP provides a framework for exploring predictive uncertainty, allow-

ing it to produce a diverse ensemble of plausible high-resolution outputs for a

single coarse wind input. Its inclusion allows for a direct comparison between

our proposed Conditional Flow Matching approach and a well-established

generative method known for its strengths in image synthesis tasks adapted

to geophysics.

4.4 Conditional Flow Matching Models

Flow Matching (FM) is a recent approach for training generative models, es-

pecially Continuous Normalizing Flows (CNFs), aimed at overcoming some of
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the di�culties found in earlier CNF and di�usion model training [14]. CNFs

model complex data distributions by learning a continuous transformation

from a simple prior (like Gaussian noise) to the target data, following an

Ordinary Di�erential Equation (ODE) governed by a time-dependent vector

�eld vt (x; � ).

While CNFs are 
exible, training them with maximum likelihood requires

expensive ODE simulations during optimization, making them hard to scale.

Di�usion models, which can be seen as a special type of CNF, o�er much

more stable training through score matching but are usually tied to spe-

ci�c di�usion processes and often require many sampling steps or specialized

solvers to generate outputs e�ciently.

Flow Matching o�ers a di�erent idea: train CNFs without simulating

ODEs. Instead of maximizing likelihood, the model directly learns to match

a known target vector �eld. In this setup, we train the neural vector �eld

vt (x; � ) to predict a vector �eld ut (x) that generates a chosen probability path

pt (x) between a simple noise distribution and the real data distribution. The

training objective is:

L FM (� ) = Et �U [0;1]; x � pt (x)

�
kvt (x; � ) � ut (x)k2

2

�

However, in practice, the exact marginal pathpt (x) and the associated

ut (x) are usually unknown or hard to compute. Flow Matching solves this

by introducing Conditional Flow Matching (CFM). Instead of working with

marginal distributions, CFM de�nes simpler conditional probability paths

pt (xjz) and conditional vector �elds ut (xjz), wherez is usually related to the

data (for example, z = x1 where x1 is a real sample). The CFM training

objective is:

L CFM (� ) = Et �U [0;1]; z� q(z); x � pt (x jz)

�
kvt (x; � ) � ut (xjz)k2

2

�

Lipman et al. (2022) show that optimizingL CFM is equivalent to opti-

mizing L FM in terms of model gradients. This means that training on the
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tractable conditional paths is enough to learn the desired transformation

from noise to data.

A common and useful choice for conditional paths is the Gaussian path:

pt (xjx1) = N (x j � t (x1); � t (x1)2I )

where � t and � t interpolate smoothly between pure noise att = 0 and the

real data point x1 at t = 1. Choosing di�erent forms for � t and � t recovers

di�erent behaviors:

ˆ Standard di�usion models are special cases with speci�c� t and � t

schedules.

ˆ Flow Matching also allows using Optimal Transport (OT) paths, where

samples interpolate linearly between a noise samplex0 and a data point

x1. In this case, the conditional pathpt (xjx0; x1) follows:

x t = (1 � t)x0 + tx 1 + � t �; � � N (0; I )

where � t controls the amount of noise at each timestep. This de�nes

a straight-line trajectory between noise and data, which often leads to

faster and simpler sampling compared to di�usion-based processes.

Architecture We parameterise the velocity �eldv� using a timestep- and

condition-aware U-Net adapted for Conditional Flow Matching. The model

predicts a continuous velocity �eld over high-resolution wave parameters,

conditioned solely on coarse-resolution wind and noisy wave input. It fol-

lows an encoder, bottleneck, decoder structure with FiLM-modulated pre-

activation residual blocks and a gated self-attention module in the bottle-

neck. Time conditioning is injected into all residual blocks via sinusoidal

embeddings passed through an MLP.

The input consists ofT past timesteps of coarse-resolution wind compo-

nents, upsampled to the high-resolution grid, and the current noisy waves.

The model outputs a 4-channel velocity �eld over the high-resolution grid,
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representing the trajectory in SWH, MWP, and the sine and cosine compo-

nents of MWD. An overview of the core components is shown in Table 4.1,

with a schematic in Figure 4.5.

Figure 4.5: Architecture of the Conditional Flow Matching model used to

parameterise the velocity �eld v� . The network takes as input a sequence

of coarse-resolution wind �elds (U10, V10) overT past timesteps, upsam-

pled to the target resolution, along with the current noisy wave parameters.

Time conditioning is applied via sinusoidal embeddings and injected into

each residual block using FiLM.

Motivation for Use. In this thesis, Conditional Flow Matching is used to

model the distribution p(Yhigh-res j X low-res). This approach allows generating

di�erent high-resolution wave �elds conditioned on the same low-resolution

wind input. Compared to adversarial methods, it o�ers a more stable and

e�cient way to learn the conditional distribution without relying on a dis-

criminator.
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Table 4.1: Main components of the U-Net used to parameterise the velocity

�eld v� in Conditional Flow Matching.

Component Description Location

Time embedding Sinusoidal encoding! 2-layer

MLP ! temb 2 Rd

Used in all residual blocks

FiLM modulation Each residual block applies

FiLM: x  x � (1 + 
 ) + � ,

where (
; � ) = Linear( temb)

Before each convolution

Conditional input Coarse-resolution wind �elds

are processed with a 3� 3

conv, upsampled to 144�

192, and concatenated with a

static ocean mask

Model input

Encoder Four resolution levels with

channels [64; 128; 256; 512];

each level has 2 FiLM

ResBlocks and a stride-2

downsampling conv (except

last)

Contracting path

Bottleneck ResBlock ! single-head spa-

tial attention ! additional

ResBlocks! GroupNorm

Deepest level

Decoder Three stages; each: Con-

vTranspose2d! skip connec-

tion ! 2 FiLM ResBlocks

Expanding path

Output head Final ResBlock ! 1 � 1

conv predicting a 4-channel

velocity �eld (SWH, MWP,

sin(MWD), cos(MWD))

Final output
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Chapter 5

Experiments

This chapter describes the experimental setup used to evaluate deep learn-

ing models for statistical downscaling of ocean wave parameters from coarse-

resolution wind �elds. The goal is to estimate high-resolution signi�cant wave

height (SWH), mean wave period (MWP), and mean wave direction (MWD)

in the Adriatic Sea, using ERA5 wind data as input. The downscaling task

is framed as a multivariate statistical super-resolution (SSR) problem on a

structured grid, and both deterministic and probabilistic models are com-

pared.

5.1 Experimental Setup and Data Processing

This section details the speci�c con�guration used to train and evaluate the

downscaling models. It describes the geographical domain, the temporal

splitting of the data into training, validation, and test sets, and the prepro-

cessing steps applied to the variables.

5.1.1 Domain and Data Alignment

The study focuses on the Adriatic Sea, a semi-enclosed basin known for its

complex coastline and distinct wind regimes. The geographical domain is

39
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de�ned by the bounding box from 40� N to 46� N latitude and 12� E to 20� E

longitude, as shown in Figure 5.1.

The ERA5 wind �elds (inputs) and MEDSEA wave parameters (targets),

introduced in Chapter 3, were extracted for this domain. This results in a

low-resolution input grid of 25� 33 pixels and a high-resolution target grid

of 143� 192 pixels. Hourly snapshots from both datasets were temporally

aligned for the period from January 1997 to December 2020, creating the

paired input-output samples for the downscaling task.

Figure 5.1: Region of interest in the Adriatic Sea used for model training

and evaluation. The red box outlines the spatial domain spanning 40� N{46� N

latitude and 12� E{20� E longitude.

5.1.2 Temporal Data Splitting

To ensure a robust evaluation of model generalization, the 24-year dataset

was partitioned chronologically into three non-overlapping sets:

ˆ Training Set: January 1997 { December 2016 (20 years). Used for

model training and learning the mapping from wind to waves.
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ˆ Validation Set: January 2017 { December 2018 (2 years). Used for

hyperparameter tuning, model selection, and early stopping.

ˆ Test Set: January 2019 { December 2020 (2 years). Used for the �nal,

unbiased evaluation of the trained models' performance.

5.1.3 Data Processing and Normalization

Several processing steps were applied to prepare the data for the deep learning

models:

ˆ Ocean Masking: A static binary ocean mask was created from the

MEDSEA grid to identify all valid sea points. This mask ensures that

model training (loss computation) and evaluation are performed exclu-

sively over the ocean, ignoring land pixels.

ˆ Variable Standardization: All input (U10, V10) and output (SWH,

MWP) variables were standardized using z-score normalization. The

mean and standard deviation for this transformation were computed

solely from the ocean-masked pixels of the training set (1997{2016)

and then applied consistently to the validation and test sets.

ˆ Directional Variable Encoding: To handle the circular nature of

Mean Wave Direction (MWD), the angle � MW D (in radians) was con-

verted into its Cartesian components. The models are trained to predict

two continuous variables, sin(� MW D ) and cos(� MW D ). For evaluation,

the predicted angle is reconstructed using the four-quadrant arctangent

function, �̂ MW D = atan2( ŝin�; ^cos� ), which ensures that directional er-

rors are computed correctly.

5.2 Modeling Framework

The downscaling task is formulated as a multivariate regression problem:

learning a mapping from low-resolution ERA5 wind inputs to high-resolution
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wave parameters on the MEDSEA grid, conditioned on the wind �elds. The

target variables are:

ˆ SWH - signi�cant wave height (in meters).

ˆ MWP - mean wave period (in seconds).

ˆ MWD - mean wave direction (in radians, measured clockwise from

North).

The study evaluates and compares several deep learning models, broadly

categorized as:

ˆ Deterministic models: These models learn a direct mapping to pre-

dict a single output for given inputs. Architectures include U-Net vari-

ants and Transformer-based models, as detailed in Chapter 4.

ˆ Probabilistic models: These models aim to capture the uncertainty

in predictions by generating a distribution of possible outputs. Setups

explored include Conditional Flow Matching (CFM) and Generative

Adversarial Networks (GANs), also detailed in Chapter 4.

All models are trained using the standardized data and evaluated on

denormalized outputs. Loss functions are adapted to the variable type: typi-

cally Mean Squared Error (MSE) for SWH and MWP, and a cosine similarity-

based loss or MSE on sine/cosine components for MWD. As noted, training

losses are computed exclusively over valid ocean pixels identi�ed by the ocean

mask.

Multi-Task Loss Weighting. When training a model to predict multi-

ple quantities simultaneously (a multi-task problem), a common challenge

is balancing the in
uence of each task's loss function. Simply summing the

losses can lead to suboptimal performance if the tasks have di�erent scales

or learning di�culties. To address this, we employ the uncertainty-based

loss weighting scheme proposed by Kendall et al. [61]. This method auto-

matically learns the relative weights of each task's loss by considering the
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homoscedastic uncertainty of each task. The total loss for a set of regression

tasks is formulated as:

L total (� 1; : : : ; � K ) =
KX

k=1

�
1

2� 2
k

L k +
1
2

log� 2
k

�
(5.1)

where L k is the loss for taskk (e.g., MSE for SWH), and� k is a learnable

parameter representing the uncertainty for that task. The network learns to

reduce the weight of a task's loss (by increasing its� k) if that task is noisy

or di�cult, providing a principled way to balance the learning process. The

log� 2
k term acts as a regularizer, preventing the uncertainties from growing

in�nitely large.

5.3 Evaluation Metrics

To assess model performance, a range of quantitative and visual metrics are

used. These metrics aim to capture pointwise accuracy as well as broader

spatial and statistical characteristics of the predictions. For deterministic

models, this involves evaluating the accuracy of single point estimates. For

probabilistic models, metrics additionally assess the properties of the predic-

tive distribution, such as its sharpness and calibration. All evaluations are

performed over the valid ocean regions de�ned by the static binary ocean

mask.

5.3.1 Point Forecast Accuracy Metrics

For deterministic model outputs, or for the ensemble mean of probabilistic

models, the primary error metrics are computed separately for each target

variable (SWH, MWP, MWD) after denormalizing the model predictions.

These metrics quantify the average deviation between predicted values (ypred)

and true observations (ytrue ). The reported scalar metrics, computed overN

data points (i.e., the product of pixels and time steps over the evaluation

period) within the valid ocean mask, include:
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ˆ Mean Error (Bias): Measures the average signed deviation from the

ground truth, indicating systematic over- or under-prediction.

ME =
1
N

NX

i =1

(ypred;i � ytrue ;i )

ˆ Mean Absolute Error (MAE): Quanti�es the average magnitude

of the unsigned prediction error, providing a linear score of the error

size.

MAE =
1
N

NX

i =1

jypred;i � ytrue ;i j

ˆ Root Mean Squared Error (RMSE): Represents the standard de-

viation of the prediction errors, penalizing larger errors more heavily

than MAE.

RMSE =

vu
u
t 1

N

NX

i =1

(ypred;i � ytrue ;i )2

For MWD, which is a circular variable, errors are calculated as the wrapped

angular di�erence between the true and predicted directions (reconstructed

via atan2(sin� pred ; cos� pred) and atan2(sin� true ; cos� true )). These angular er-

rors are typically reported in degrees within the range [� 180� ; 180� ).

5.3.2 Probabilistic Forecast Veri�cation Metrics

Probabilistic models generate an ensemble of predictions, representing a pre-

dictive distribution rather than a single point estimate. To evaluate these

forecasts, metrics are chosen that assess the quality of this distribution in

terms of its sharpness (concentration) and reliability/calibration (statistical

consistency between the forecast distribution and the observed outcomes).

Metrics used for evaluating the probabilistic forecasts in this thesis include:

ˆ Continuous Ranked Probability Score (CRPS): The CRPS eval-

uates the overall quality of a univariate probabilistic forecast, compar-

ing the full predictive distribution with the single observed outcome.
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It is de�ned as:

CRPS(F; y) = EX � F [jX � yj] �
1
2

EX;X 0� F [jX � X 0j]

where F is the forecast cumulative distribution function (CDF), y is

the observed value, andX and X 0 are independent random draws from

F . The CRPS generalizes the MAE for probabilistic forecasts and is

expressed in the same units as the variable. A lower CRPS indicates

a better forecast. For the circular variable MWD, the distance com-

ponent jX � yj within the CRPS calculation is replaced by the chord

distance on the unit circle to properly account for angular di�erences.

ˆ Energy Score (ES): The Energy Score is a multivariate generalization

of the CRPS, designed to evaluate the overall quality of an ensemble

forecast for multiple variables simultaneously. For a forecast distribu-

tion F and a d-dimensional observation vectory, it is de�ned as:

ES(F; y) = EX � F [kX � yk2] �
1
2

EX ;X 0� F [kX � X 0k2]

whereX and X 0 are independent random vectors drawn from the mul-

tivariate forecast distribution F , and k�k2 denotes the Euclidean norm.

It considers both the accuracy of the ensemble members relative to the

observation vector and their geometric arrangement. A lower Energy

Score indicates a better multivariate forecast.

ˆ Brier Score (BS): The Brier Score measures the accuracy of prob-

abilistic forecasts for binary events, such as whether a variable (e.g.,

SWH) exceeds a speci�c critical threshold. It is the mean squared dif-

ference between the predicted probability of the event and its actual

outcome (1 if the event occurs, 0 otherwise). For a set ofK forecast

instances, the Brier Score is calculated as:

BS =
1
K

KX

k=1

(pk � ok)2
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wherepk is the predicted probability of the event for forecast instance

k, and ok is its binary outcome (1 if the event occurred, 0 otherwise).

A BS of 0 represents a perfect forecast for the event.

ˆ Ensemble Spread: The spread of the ensemble provides a direct mea-

sure of forecast uncertainty. For an ensemble ofM membersf y1; y2; : : : ; yM g

with ensemble mean �y, the spread is quanti�ed by the standard devia-

tion:

Spread =

vu
u
t 1

M � 1

MX

m=1

(ym � �y)2

For a well-calibrated system, the ensemble spread should ideally corre-

late with the forecast error. Spatial maps of ensemble spread are used

to visualize regions of higher or lower predictive uncertainty.

5.3.3 Spatial Analysis of Prediction Errors

To understand the spatial distribution of model errors across the Adriatic

domain, spatial error maps are generated. These maps show the per-pixel

error (e.g., Mean Error for deterministic outputs, or bias of the ensemble

mean for probabilistic models) averaged over the entire test period. They are

useful for visualizing systematic spatial biases, such as persistent errors near

coastlines, in speci�c sub-basins, or under particular fetch conditions. All

maps utilize a Plate Carr�ee projection, and error maps often use a diverging

color scale (e.g., red-white-blue) centered at zero to distinguish between over-

and under-prediction.

5.3.4 Analysis of Conditional Performance

Beyond summary scalar metrics, it is crucial to analyze how model errors

depend on the magnitude of the true values. To diagnose these conditional

dependencies, a binned error analysis is used.

This diagnostic method involves grouping the data into bins based on

the true observed value for each variable (e.g., SWH). Within each bin, the
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mean prediction error (ypred � ytrue ) is calculated. By plotting this condi-

tional error as a function of the true value, a clear picture of systematic bi-

ases emerges. This analysis is particularly important for revealing whether a

model has a tendency to under-predict high-magnitude events or over-predict

low-magnitude ones. Ultimately, this provides a more complete understand-

ing of model reliability across its entire operational range.

5.4 U-Net Baseline Experiments

This section details the U-Net model, which serves as the primary architec-

tural baseline for this study. It begins with an ablation study (Section 5.4.1)

designed to determine optimal design choices and hyperparameter settings for

the U-Net architecture. Subsequently, the �nal model con�guration derived

from these �ndings is presented (Section 5.4.2), followed by a comprehensive

evaluation of its performance on the test set and an interpretation of these

results.

5.4.1 Ablation Study

To assess the impact of design choices, we ran ablations on four components:

temporal lookback (T), normalization, upsampling method, and output nor-

malization scheme. Results are reported using validation RMSE (2017{2018)

on ocean-masked grid points.

Temporal Lookback

The table shows a clear trend of improved performance with a longer tem-

poral lookback, as the model can better integrate the history of atmospheric

forcing. However, the analysis also reveals a strong pattern of diminishing

returns. For instance, while increasing the lookback from 8 to 12 hours re-

duces the SWH RMSE by 0.007, the subsequent increase from 12 to 16 hours

yields a substantially smaller improvement of just 0.0017.
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Table 5.1: E�ect of input lookback T on validation performance.

Lookback T SWH (RMSE) MWP (RMSE) MWD (RMSE)

16 (default) 0.1963 0.5014 35.33

12 0.1980 0.5153 36.46

10 0.2060 0.5278 36.82

8 0.2050 0.5426 37.67

4 0.2238 0.5805 39.99

2 0.2416 0.6105 41.63

Given that each extension of the lookback horizon incurs additional com-

putational costs for training and inference, we concluded that the marginal

accuracy gains expected beyond 16 hours would not justify the increased

computational expense. Therefore, a 16-hour lookback was determined to

be the optimal trade-o� between capturing su�cient historical context for

accurate wave prediction and maintaining overall model e�ciency.

Normalization Strategy

Table 5.2: E�ect of normalization type on validation performance (RMSE).

Normalization SWH MWP MWD

GroupNorm (default) 0.1197 0.4098 27.96

BatchNorm 0.1911 0.5054 36.24

No Norm 0.1987 0.5241 37.01

LayerNorm 0.2062 0.5278 36.82

As shown in Table 5.2, GroupNorm consistently yielded the lowest RMSE

across all target variables (SWH, MWP, MWD). BatchNorm likely struggled

due to our input format, 20 temporally stacked channels (10 timesteps of

U10 and V10), which have diverse statistics poorly handled by batch-wide



5.4. U-NET BASELINE EXPERIMENTS 49

normalization. LayerNorm also underperformed, possibly because normaliz-

ing across all input channels per sample obscures time-step-speci�c structure.

The much worse performance without any normalization shows the impor-

tance of stable feature scaling in this task.

Upsampling Method

Table 5.3: E�ect of upsampling method on validation RMSE.

Upsampling SWH MWP MWD

Bilinear + Conv2D (default) 0.1898 0.5120 36.35

Full Transposed Conv 0.1975 0.5235 36.78

Bilinear only 0.2060 0.5278 36.82

Combining bilinear interpolation with Conv2D performs best. This ap-

proach bene�ts from smooth resizing and learnable local re�nement. Pure

bilinear upsampling lacks spatial precision; transposed convolutions did not

improve results further.

Output Normalization

Table 5.4: E�ect of output normalization scheme on validation RMSE.

Scheme SWH MWP MWD

Mean/Std (default) 0.2061 0.5278 36.82

Min/Max 0.2819 0.6023 37.19

Z-score normalization (mean/std) outperforms min{max scaling, espe-

cially for heavy-tailed variables like SWH. Min{max compresses dynamic

range and causes vanishing gradients for extreme values. Z-score normaliza-

tion better preserves relative scales and gradient stability.
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Summary

The best-performing U-Net con�guration uses a 16-hour input sequence,

GroupNorm for normalization, bilinear upsampling followed by a convolu-

tional projection, and Z-score normalization for the output wave �elds.

These settings are used as defaults for other models to ensure fair com-

parisons across architectures. While further tuning is possible, this setup

provides a strong and consistent baseline.

5.4.2 Final Model Con�guration

Following the ablation study (Section 5.4.1), the U-Net was con�gured using

the optimal settings identi�ed. The model was trained as a deterministic

model for multivariate wave downscaling, employing a standard encoder-

decoder architecture with residual blocks, conditioned on a 16-hour sequence

of preceding wind �elds. Table 5.5 provides a summary of the architecture

and training settings used for the �nal U-Net baseline.

5.4.3 Test Set Performance

The U-Net was evaluated on the 2019{2020 test set over 8; 299 ocean grid

points.

Scalar Metrics

Table 5.6 reports the overall test set performance for the U-Net model. These

results establish a quantitative baseline for the downscaling task, providing

initial benchmarks for signi�cant wave height (SWH), mean wave period

(MWP), and mean wave direction (MWD). The performance characteristics

observed here will serve as a reference point for evaluating the other archi-

tectures detailed in subsequent sections.
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Table 5.5: U-Net model con�guration and training settings.

Architecture & Inputs

Architecture U-Net (deterministic)

Input 16 timesteps of wind (U10, V10)

Input Channels 32 (16� 2)

Input Resolution 25� 33 (ERA5)

Output Targets SWH, MWP, sin(MWD), cos(MWD)

Output Resolution 143� 192 (MEDSEA)

Feature Widths [64; 128; 256; 512]

Residual Blocks 2 per level

Dropout 0.1

Training & Optimization

Optimizer AdamW [62]

Learning Rate 1� 10� 3 (cosine annealing)

Weight Decay 1� 10� 4

Scheduler Tmax = 50, � min = 1 � 10� 6

Loss Function Multi-task uncertainty weighting [61]

SWH, MWP MSE

MWD 1 � cosine similarity

Batch Size 64

Epochs Up to 200 (early stopping with patience 20)

Normalization z-score (ocean-masked)

Loss Masking Ocean-only grid cells

Hardware NVIDIA H100 GPU
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Table 5.6: Performance of the U-Net model on the test set. MWD errors

are in degrees.

Metric SWH (m) MWP (s) MWD ( � )

Bias 0:0076 � 0:0211 0:47

MAE 0:0796 0:2543 13:41

RMSE 0:1170 0:3719 25:87

Spatial Patterns

The spatial error maps in Figure 5.2 reveal systematic biases. SWH is gen-

erally overestimated, except near open waters where it is underestimated.

MWP tends to be underestimated across the basin but is overestimated along

the Croatian coast. The MWD bias aligns with dominant wind regimes: it

shows a clockwise error in the Bora-in
uenced northern basin and a counter-

clockwise error in the Scirocco-a�ected south. These patterns indicate that

the model struggles to capture the localized e�ects of these wind systems on

wave direction, and to account for longer-period swell propagation.

State Dependence

The binned error plots (Figure 5.3) highlight several physically meaningful

limitations of the U-Net model. The underestimation of high signi�cant

wave heights (SWH) re
ects the imbalance in the training data, with fewer

extreme events. For mean wave period (MWP), the presence of a bimodal

error pattern, underestimation of long-period swell and overestimation of

short-period wind sea, suggests that the model struggles to account for non-

local wave generation due to the spatial extent of the input. Directional

errors in mean wave direction (MWD) further indicate a systematic bias:

the model tends to predict Scirocco-driven waves with a counter-clockwise

bias and Bora-driven waves with a clockwise bias. This likely results from

an incomplete representation of wave refraction in the coarse wind inputs.
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(a) SWH bias (m)

(b) MWP bias (s)

(c) MWD bias ( � )

Figure 5.2: Spatial mean bias for U-Net predictions. Top: SWH (m),

Middle: MWP (s), Bottom: MWD (deg). Red = overestimation, blue =

underestimation.
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(a) SWH (b) MWP

(c) MWD

Figure 5.3: Binned error analysis for U-Net. Plots show mean prediction

error vs. true value for (a) SWH, (b) MWP, and (c) MWD. For MWD, red

bars indicate clockwise bias; blue bars indicate counter-clockwise shift.
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5.4.4 Interpretation

The U-Net serves as a solid but limited baseline. Its spatially-local convo-

lution operations are insu�cient to resolve the complex, non-local physics

of wave generation and propagation. The model's shortcomings, under-

predicting extremes, missing swell, and systematic directional biases, clearly

indicate the need for more expressive architectures.

5.5 ClimaX Experiments

This section presents results for the ClimaX model, a Transformer-based ar-

chitecture applied to the deterministic downscaling of signi�cant wave height

(SWH), mean wave period (MWP), and mean wave direction (MWD) from

ERA5 wind �elds. The model's architecture is detailed in Chapter 4.

5.5.1 Con�guration

For a state-of-the-art deterministic baseline, this study adapted the ClimaX

model [13]. The model was trained from scratch, as a careful analysis de-

termined that �ne-tuning publicly available checkpoints would be ine�ective.

These checkpoints are optimized for di�erent atmospheric variables at coarse

spatial resolutions or for other regional tasks, making transfer learning im-

practical for the cross-domain wind-to-wave problem addressed here. This

approach aligns with the original ClimaX methodology for handling unseen

variables [13]. Training from scratch required designing a custom model con-

�guration suitable for this task. The default ClimaX hyperparameters pro-

duce a very large model, which posed two challenges: it was computationally

infeasible given the memory demands of high-resolution inputs with a 16-

hour lookback, and its large parameter count risked over�tting the relatively

small regional dataset. To address this, hyper-parameters, including embed-

ding dimension, number of layers, and attention heads were systematically

reduced. The �nal con�guration is shown in Table 5.7.
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Table 5.7: ClimaX training and evaluation setup.

Parameter Value

Architecture & Inputs

Architecture Transformer (ClimaX variant)

Input 16 past hourly wind steps (U10, V10)

Output Targets SWH, MWP, sin(MWD), cos(MWD)

Image Size 144� 192

Patch Size 8

Normalization (Internal) LayerNorm

Dropout 0.15 (0.3 in predictor head)

Transformer Con�guration

Embedding Dimension 512

Transformer Depth 6 layers

Number of Attention Heads 4

MLP Expansion Ratio 4

Prediction Head Depth 2 layers

Prediction Hidden Dimension 512

Training & Optimization

Optimizer AdamW

Learning Rate 1� 10� 4 with cosine annealing

Weight Decay 1� 10� 2

Batch Size / Epochs 16 / 200 (early stopping patience 6)

Loss Function Multi-task uncertainty weighting

Normalization (Data) z-score (ocean-masked)

Hardware NVIDIA H100 GPU
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5.5.2 Test Set Performance

ClimaX was evaluated on the 2019{2020 test set over the Adriatic Sea (8; 299

grid cells).

Scalar Metrics

The model achieves strong deterministic accuracy, with an SWH MAE of

0:055 m, MWP MAE of 0:213 s and MWD MAE of 8:83� . As shown in Ta-

ble 5.8, performance is competitive, though a negative bias persists for SWH

and MWP, indicating a general tendency to underestimate these parameters.

Table 5.8: Test set performance of the ClimaX model (2019{2020). Direc-

tional errors are in degrees.

Metric SWH (m) MWP (s) MWD ( � )

Bias � 0:016 � 0:088 +0:59

MAE 0:055 0:213 8:83

RMSE 0:085 0:334 20:37

Spatial Patterns

The spatial error maps in Figure 5.4 reveal that the underestimation of SWH

and MWP is most pronounced in open, o�shore waters. The MWD bias is

geographically structured, showing a tendency for clockwise errors (positive)

in the southern Adriatic where Scirocco winds are dominant and counter-

clockwise errors (negative) in northern regions more a�ected by Bora winds.

Furthermore, the maps exhibit a distinct blocky pattern, an artifact re
ect-

ing the 8� 8 patch-based tokenization inherent to the ClimaX Transformer

architecture.
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(a) SWH Error

(b) MWP Error

(c) MWD Error

Figure 5.4: Spatial distribution of mean error (bias) for the ClimaX model.

Top: SWH (m). Middle: MWP (s). Bottom: MWD ( � ). Red = overestima-

tion, blue = underestimation.
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State Dependence

Binned error analysis (Figure 5.5) reveals that the model's performance is

highly dependent on the wave state.

For SWH, the model demonstrates high accuracy for wave heights be-

tween 2.0 m and 4.5 m, where the mean error is close to zero. For the most

frequent, lower wave states (SWH< 2.0 m), there is a slight and consis-

tent underestimation. This underestimation becomes more pronounced for

extreme wave events (SWH> 4.5 m).

For MWP, the model slightly overestimates very short periods (< 1.5

s). However, for the most common and longer wave periods, it tends to

underestimate, with this negative bias becoming more signi�cant for long-

period swell (MWP > 6 s).

For MWD, the analysis con�rms systematic rotational biases tied to wind

regimes: there is a clockwise error of +2� to +4 � for Scirocco-driven waves,

and a corresponding counter-clockwise error of� 1:5� to � 3� during north-

easterly Bora events. This indicates the model struggles to correctly simulate

bathymetric refraction, especially given the coarse resolution of the input

wind �elds for complex local winds like the Bora.

5.5.3 Interpretation

ClimaX serves as a powerful deterministic baseline, with its Transformer

architecture o�ering improved directional accuracy and more stable predic-

tions for moderate wave heights compared to simpler CNNs. However, its

performance reveals the inherent limitations of a deterministic approach.

The model's tendency to underestimate high energy events (large waves and

long-period swell) and its persistent, systematic biases highlight the need

for probabilistic models that can better capture the inherent uncertainty in

wind-wave downscaling.



60 5. EXPERIMENTS

(a) SWH (b) MWP

(c) MWD

Figure 5.5: Binned error analysis for ClimaX. Plots show mean prediction

error vs. true value for (a) SWH, (b) MWP, and (c) MWD. For MWD, red

bars indicate clockwise bias; blue bars indicate counter-clockwise shift.
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5.6 CFM Experiments

This section presents the results for the Conditional Flow Matching (CFM)

model, applied to the probabilistic downscaling of signi�cant wave height

(SWH), mean wave period (MWP), and mean wave direction (MWD) from

ERA5 wind �elds. The model's U-Net-based architecture is detailed in Chap-

ter 4.

5.6.1 Con�guration

The CFM model uses a U-Net backbone to learn the conditional velocity

�eld ut = x1 � z that transforms a Gaussian noise samplez � N (0; I ) into

a high-resolution wave statex1. The U-Net is conditioned on 16 preceding

hourly wind timesteps and uses sinusoidal embeddings for the 
ow timestep

t. Hyperparameters for training and evaluation are summarized in Table 5.9.

5.6.2 Test Set Performance

The CFM model was evaluated on the 2019{2020 test set over the Adriatic

Sea (8; 299 grid cells). Given the model's probabilistic nature, performance

was assessed using an ensemble ofNs = 8 samples for each input wind con-

dition. This ensemble size represents a standard choice that balances robust

uncertainty estimation [63] with computational feasibility, as generating the

ensemble for the test set alone required approximately 60 hours. Metrics

were computed from the ensemble mean, a standard practice as the mean is

a more accurate and stable forecast than any single member [64].

Scalar Metrics.

The CFM model demonstrated the highest deterministic accuracy, achieving

low bias, MAE, and RMSE across all variables. As shown in Table 5.10,

the model excels in predicting SWH, MWP and MWD, with MAE values of

0:0489 m, 0:1936 s and 7:81� , respectively.
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Table 5.9: Training hyperparameters for the CFM model.

Parameter Value

Architecture & Inputs

Backbone U-Net

Conditional input 16 past hourly wind steps (U10, V10) { 32 channels

Time embedding 128-dimensional sinusoidal

Dropout 0.1 (residual blocks)

Outputs Velocity for SWH, MWP, sin(MWD), cos(MWD)

Flow Matching & Optimisation

Probability path x t = tx 1 + (1 � t)z; z � N (0; I )

Target velocity ut x1 � z

Optimizer AdamW

Learning rate 2 � 10� 4

Weight decay 1� 10� 5

LR schedule Cosine decay, 5-epoch warm-up,Tmax = 50

Batch size 64

Epochs / early stop 200 (patience 10 on val. loss)

Loss Ocean-masked MSE onut

Training Time � 1 day (NVIDIA H100)

Data Handling & Evaluation

Input normalisation Z-score (wind & wave)

Ensemble sizeNs 8 samples per input (evaluation)

Sampling steps 100 Euler steps
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Table 5.10: Scalar performance of the CFM ensemble mean on the 2019{

2020 test set. Directional errors (MWD) are in degrees.

Metric SWH (m) MWP (s) MWD ( � )

Bias (Mean Error) � 0:0077 � 0:0625 +0:0873

MAE 0.0489 0.1936 7.8082

RMSE 0.0787 0.3122 19.1350

Probabilistic Metrics

The model's probabilistic forecasts are sharp and well-calibrated, evidenced

by low CRPS values for all targets (Table 5.11). A low Energy Score and a

Brier Score near zero for high-wave events (SWH> 3m) further con�rm its

robust multivariate and extreme-event performance.

Table 5.11: Probabilistic performance metrics for the CFM model on the

test set (Ns = 8 samples). CRPS for MWD is unitless.

Metric SWH (m) MWP (s) MWD

CRPS 0.0382 0.1531 0.0407

Multivariate Value

Energy Score 3.1300

Brier Score (SWH> 3m) 0.0009

Spatial Patterns of Error and Uncertainty

Spatial error maps (Figure 5.6, left column) show minimal bias, with a slight

underestimation of SWH and MWP in deeper, o�shore waters. Directional

biases are small and align with dominant wind regimes (Bora and Scirocco).

The uncertainty maps (Figure 5.6, right column) reveal that the ensemble

spread is physically consistent, with higher uncertainty in dynamically ac-
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tive regions like the southern Adriatic and near complex coastlines. Most

importantly, a comparison between the two columns reveals a strong spa-

tial correlation between forecast error and ensemble spread. For all three

wave parameters, the regions with the largest mean error are also the regions

where the model exhibits the highest predictive uncertainty. This positive

correlation is a key indicator of a reliable and well-calibrated probabilis-

tic forecasting system, demonstrating the model's ability to "know when it

doesn't know" by correctly signaling lower con�dence in the most challenging

geographical areas.
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