
Autonomous stock counting based on a stigmergic algorithm for multi-robot
systems

Victor Casamayor-Pujol Marc Morenza-Cinos Bernat Gastón Rafael Pous

Universitat Pompeu Fabra, Spain

Abstract

Maintaining an accurate and close to real time inventory of items is crucial for an efficient Supply Chain Management
(SCM), which is one of the main pillars of successful business decisions in the retail market. Due to theft and
misplacement, perpetual inventory systems are not enough for having an accurate picture of the current inventory.
However, even if the retailer has implemented an RFID-based solution, manual inventories using handheld RFID
readers tend to be tedious, expensive and inaccurate. Therefore, a solution that can autonomously take inventories with
high accuracy is expected to have a great impact in the market. One of the most promising possibilities of automatic
inventories are inventory RFID-based robots. However, current inventory robots are not yet fully autonomous. This
article proposes a fully autonomous solution for an inventory robot that, in addition, can be implemented in very
simple robots reducing its cost and therefore its entrance barrier.

The article first defines the problem of stock counting and a solution based on a multi-robot system is proposed.
The algorithm developed determines the state of the problem using the same RFID tags that retailers add to their
items, so they can guide the robot through a complete stock counting task. Simulation and tests in a real environment,
a university library, validate the developed algorithm and its application for multi-robot systems obtaining accuracy
figures as high as 99.5% of accuracy.
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1. Introduction

For the last few years, large traditional retailers have been incorporating the RFID (Radio Frequency IDentifi-
cation) technology to improve their operations and to enhance the customer experience. Recently this trend is also
observed in smaller retailers ([1] and [2]). RFID is penetrating the “brick and mortar” retail market because it brings
the opportunity to compete with on-line retailers which are increasing their market share every year [3]. More specif-
ically, it offers retailers many benefits. Firstly, accurate and low-cost inventories going from a stock count accuracy
of 65% to 95% [4]. This accuracy is the measure of the distance between the ground truth (the items considered
present in the given location by the information system) with respect to the physical count of the items (the result of
the inventory taking process). Secondly, retailers can decrease their operational expenditures (OPEX) related to stock
counting and hence, they can increase the frequency of their inventory processes, thus increasing the accuracy of their
stock database and obtaining more information about the consumption patterns of their clients [5]. Thirdly, RFID is
able to replace the electronic article surveillance (EAS) systems [6], although there are retailers that maintain both
systems simultaneously. Finally, RFID is able to enhance the customer experience through the use of interactive de-
vices, such as smartphones or touch screens placed in the same shop, providing faster and more personalized service,
for instance, the smart fitting rooms, which have an interactive screen, so, the customer can browse products or ask
for them without leaving it.
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At the moment where the global RFID implementation is reaching maturity, one of the highest priorities for
retailers is the ease and precision of stock counting, since most retail processes are dependent on a perpetual and
highly accurate inventory (i.e. stock management, stock forecasting, fulfillment of on-line orders in the store, etc.).
However, perpetual inventory systems are inaccurate due to theft and misplacement and manual inventories, even
those using RFID, are costly and tedious and the resulting accuracy has been demonstrated to decrease, especially in
high density and large zones, mostly because humans tend to get easily tired with repetitive tasks. A complete study
considering manual inventory figures compared to automatic inventory systems is presented in [7]. Currently, there
are three promising solutions in the market for automatic inventories: smart shelves, overhead antennas and inventory
robots. Our solution is part of this third type of automated inventory systems.

Nevertheless, the current implementation of RFID-based inventory robots like [8], [9] and [10] are not completely
autonomous. The reason is that they require the manual creation of a map of the store before they can operate in it.
Moreover, when the layout of the environment suffers significant changes, these robots require that the map of the
store is done again. Also, in very large stores these robots suffer from scalability issues due to the size of the map.

In order to have completely autonomous mobile platforms for doing inventories of stores, this research proposes
a novel implementation of a stigmergic algorithm for multi-robot systems to perform stock counting in stores using
RFID technology. The proposed solution is completely autonomous since it does not require a map, is scalable to any
environment size, requires less computational resources and significantly reduces the cost since the solution can be
implemented in simpler and cheaper robots. Our own experience comparing the path planning map based robot [8],
which is in the average market price, and the robot presented in this paper, shows that the price can be reduced from
the first to the second by almost one order of magnitude.

This improvement is achieved by a paradigm shift in the way that the robot completes the stock counting task.
The robot, instead of navigating based on previously recorded inventory goals, uses live RFID identifications from
the RFID labels present in the store, as a reference in order to complete the stock counting. Moreover, several robots
can collaborate by means of detecting RFID labels and complete the task navigating in the same store. Hence, we can
conclude that the robots use the environment information as a communication channel and to store information. This
behaviour is called stigmergy.

There are several algorithms in computer science that exploit this concept, among them, the well-known ant
colony optimization which is explained in [11]. This type of algorithm is also very well suited for robotics due to their
intrinsic ability to simplify the robot’s hardware and software and to scale to multi-robot systems.
In our research a stigmergic algorithm is developed but as opposite as ants would do, the robots will use the RFID
identifications to determine which zones have been already visited and, therefore, are not interesting.

This article proposes a novel stigmergic algorithm implementation for autonomous stock counting of an unknown
and RFID-rich environment, such as a large store or a library. It extends the state of the art of actual stock counting
robotic solutions in terms of autonomy and scalability. Also, it requires low computational resources, no path planning
and few non-complex sensors and it can be applied to decentralized multi-robot systems. The algorithm has been
tested both in simulation and with real robots in a non-controlled environment, specifically a university library.

This article has tree different parts. Firstly, it mathematically formulates the problem to assure reproducibility,
improve openness and allow comparison with other methods. Secondly, it simulates several algorithms and compare
them with the presented one. Finally, it implements the algorithm in a real robot, preforms tests and show the results.

The article is organized as follows: section 2, introduces concepts and work related to this article; section 3
defines mathematically the stock counting problem as well as the algorithm used to solve it; section 4, explains the
characteristics of the simulation, the tests performed and the results obtained; section 5 details the robot and the
algorithm used for the real world experiments, the environment used for the tests, and the results achieved; finally,
section 6 presents the conclusions and future work.

2. Background

For a long time, stores and retailers have considered the importance of having an accurate stock count. The
inventory systems have been evolving continuously but specially during these last years. At the beginning, products
where just classified with its type and the number of items present in the store. In 1951, barcodes were patented
[12], but their commercial use started in the late 60’s. Barcodes are a visual pattern, based on the Morse code,
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used to represent information, for example about a product. Barcodes are widely accepted as a product information
codification however, they do not contain information of the product itself, but about the lot of products that were
made at a certain moment by a certain manufacturer.

Nowadays, RFID-technology is being adopted as a much more accurate information codification. In the following
subsections, the state of the art of the RFID technology in retail will be explained, the application of autonomous
RFID solutions in stores will be shown and the state-of-the-art of area coverage and stigmergy algorithms in robotics
will be described.

2.1. RFID technology
The RFID system consists on passive electronic labels, or tags, which respond to the waves sent by an element

called reader via some power of the received wave, this phenomena is called modulated backscattering. Readers
require antennas to emit their waves and they are usually connected to a computer that collects all the retrieved data,
see Figure 2.1 as an example. The main advantage of the RFID technology is that the information contained in a tag
is sent back to the reader just by illuminating it with UHF waves and therefore, it is not required to physically contact
with the tag or to have a direct line of sight. Moreover, its range is up to 6 meters depending on the power used
by the reader and the orientation of the antenna. Additionally, RFID readers can read and write tags to change the
information that is stored, so RFID tags can be re-used. Hence, several applications can arise from the use of RFID
in retail, such as stock management, interactive fitting rooms, faster points of sale, money mapping, etc. All these
advantages are the reason of the extended adoption of the RFID technology in the retail market.

The amount of information that can be stored in a single tag (usually 96 bits) is enough to create universally unique
identification codes for every item in the world. The most common standard for RFID identification codes is called
Electronic Product Code (EPC). The presented research uses the RFID standard managed by GS11 which uses ultra
high frequency (UHF) waves around 900 MHZ. The standard defines 3 working sessions to read tags: S0, S1 and S2.

As mentioned before, RFID technology is based on RF waves, and therefore, it is difficult to physically model
them due to their strong coupling with the environment and its surrounding materials. It is a technology that suffers
from multi-path effects, collisions, shielding, absorption, etc.

In this work, during the experimentation phase, only the S2 working session has been used. S2 is convenient
because it silences the tags that have already answered to the reader for several seconds, giving the opportunity to
other tags to reach the reader. The power used has been 30dB, which is the maximum of the reader.

2.2. RFID-based inventory solutions
There are some solutions in the market to do inventory based on RFID. Firstly, handheld devices, which are

generally composed by a single reader and a single directional antenna, connected to an interactive screen. Handheld
devices are usually lighter enough to be carried in a single human hand, even though, more powerful devices may
need a backpack. Handheld devices can be up to 30 DB and 6 meters of readrange. However, as explained before,
handheld devices need an operator to do the inventory, this means that the results are subject to human errors and loss
of focus linked to repetitive tasks. As explained in [7], usual inventories based on handheld devices have an accuracy
lower than 85%, and may require several runs to improve this number to be over 90%.

Secondly, smart shelves [13] consist on adding readers and antennas in all the shelves of the store. It provides
precise, automatic and practically real-time stock counts. Also, it can provide location of the items with the only
uncertainty of its position inside its own shelf, so it is very accurate. The downside of this system is the very high cost
of buying and, moreover, installing it [14].

Thirdly, overhead antennas [15] is a system that adds many RFID antennas and some readers hanging from the
ceiling. So, taking inventory is automatic and almost real time. It has worse stock-counting accuracy than the previous
system, smart shelves, but, it is slightly cheaper. Nevertheless, its price is still a big barrier for retailers, specially in
large stores. Some implementations of overhead antennas are already in the market [16], [17], [18], and [19]

Finally, there are several RFID-based inventory robots in the market. At this point none of them has been rolled-out
in any retailer, but, as far as the authors know, pilots and proofs of concept have been performed in several retailers all
over the world. Although most of these RFID-based inventory robots have not publicly disclosed how they operate.

1https://www.gs1.org/epc-rfid
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Figure 1: RFID system scheme in a preliminary robot design. It is comprised by: an RFID label, a set of antennas, an RFID reader and a computer
system

The authors are certain that most of them operate as explained in [20]. Briefly, a user has to create a map of the
environment by navigating the robot around then, some navigation goals are set in order to plan the trajectory that the
robot will perform once it starts taking inventory. At this point, the robot is ready to operate until the layout of the
environment has changed and therefore, the process has to start again.

The accuracy figures obtained by these robots are not public, nevertheless, the values obtained in [7] seemed
to be an upper-bound for the RFID technology. In [7] they create a feedback algorithm to enhance the inventory
accuracy, reaching values above 99.5%. This algorithm uses live RFID identifications in order to stop the navigation
of the robot and focus on reading all the RFID labels instead of following a pre-established path. There are exploration
techniques that could give a robot the ability to work without an initial map, such as the frontier based exploration [21].
Nevertheless, these techniques require creating a map and, then, path planning on top of it to take inventory of the
store. Therefore, they require accurate and expensive sensors to obtain good results, in contrast to our method that can
work with very simple sensors.

The main objective of this work is to reduce the cost of the robot to the minimum. Therefore, we focus on avoiding
those methods that would require expensive sensors. Our hypothesis is that by adding the RFID labels information in
the navigation loop, we could achieve accuracy values as good as any other RFID-based inventory robot that works
with a map but with much lesser cost. Hence, this work is the first one using a real environment of RFID tags to solve
the stock counting problem with a multi-robot system without the need of any map.

2.3. Stigmergy & robotics

The stigmergy was first studied by [22] while they were analysing the foraging behavior of ants. In a nutshell, ants
start looking for food by following the pheromones left by other ants, or if none are found, through random walks. As
they look for food, ants leave a trail of pheromones. Those ants that find a source of food return directly to the nest.
Therefore, the direct path between the source of food and their nest will be reinforced by all the ants that found the
food and return to the nest. This direct path, due to the aggregation of pheromones, will be used by all the colony to go
to the food source until the source is depleted, and then ants start randomly looking for new sources. This behavior,
called stigmergic, consists on changing the environment, in this particular case by means of pheromone trails, to
initiate an indirect communication among the members of the colony with the objective to optimize the colony’s food
collection goal.

We take the stigmergy definition as the ability to modify the environment in order to gain indirect communication
between agents from [23]. Using stigmergy, very simple agents are able to solve complex problems. As an example,
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with stigmergic algorithms robots do not need to obtain global localization [24]. Moreover, robots running this type
of algorithms are, in general, more robust due to two factors. On the one side, the robot requires fewer sensors and
less computational resources, which directly translates into a system less prone to failure. On the other side, these
algorithms are applicable to a fleet of robots with the advantage that the system can be decentralized, and therefore,
the failure of a single robot does not compromise the final outcome of the task being performed [25].

Several researchers have been working with stigmergic algorithms in robotic platforms. For instance, in [24]
their robot performs exploration of different areas without the need of a global localization, leveraging a stigmergic
algorithm. In this case, the robots deploy some markers to inform about the locations already visited. Another problem
that uses stigmergic algorithms is cooperative cleaning. In [26], the problem is tackled by using the presence or
abscense of dirt as information whether an area has already been cleaned or not. Other works using stigmergy focus on
the effect of pheromones in the algorithm, for instance in [27] they study how the concentration of ethanol pheromones
affect the communication between agents. In a different direction, [28] propose the use of projected graphics as virtual
pheromones. All the previously mentioned research focuses on reproducing the stigmergic behaviours in robots to
perform several tasks. In our research, we use RFID tags placed inside the books of a university library2 as a support
of the simulated pheromones of the stigmergy.

There exist other studies, besides this work, which use RFID tags to support simulated pheromones for their stig-
mergic algorithm. For instance, [29] claim to be the first research to use the RFID technology to support pheromones.
In their work, they use the read/write characteristic of an RFID tag to leave pheromones (write), so other robots can
track them (read). However, their experimental results with real robots are not very promising. In [30] agents can
deploy, read and write on RFID tags so they claim that a rapid exploration of unknown areas can be achieved. Never-
theless, only simulation results are presented. In [31] they use an experimental floor full of RFID tags and a swarm of
robots in order to solve complex problems such as the formation of gradient maps. They present successful results in
both simulation and experimentation with real robots. Also, according to them, stigmergic algorithms can be perfectly
distributed across a fleet of robots, since the communication between robots is done through the environment. This
means that they don’t need to be aware of each other, and therefore, the algorithm does not depend on the identity of
the robots or on the size of the fleet. Thus, this type of algorithms perfectly fit any size of robot fleet, leveraging on
all benefits of a multi-robot system.

This work is the first real implementation of an RFID based robot for inventory in stores following a stigmergic
behaviour. The algorithm proposed benefits from all the properties of any stigmergic algorithm such as robustness,
scalability, flexibility, low computational requirements, etc [32]. It overcomes the limitations of the robot from [20]
and expands the solution to multi-robot systems.

2.4. Area coverage

We start this subsection by defining few important concepts. We define an agent as an autonomous, self-contained,
reactive, pro-active, computer system, typically with a central focus of control, that is able to communicate with other
agents [33]. We understand a robot as a physical implementation of an agent that is able to interact with a physical
environment.

The area coverage and the stock counting problems are closely related. In the area coverage problem, an agent or
a sensor has to move throughout all the space of the region of interest, while in the stock counting problem, the agent
has to identify the labels of a region of interest, so in some cases it can be solved by moving through all the space. In
[34, 35] and [25] the relation between graph exploration, or online graph search, and area coverage is well defined.
Moreover, they use online graph search methods such as stigmergic algorithms in order to cover a given area. They
mainly compare the node counting (NC) and the learning real-time A* (LRTA*) methods in simulation and also in a
lab environment with real robots.

In order to compare these two methods, first, the area is converted into an undirected and connected graph. Each
node represents a subarea and there is an edge between two nodes if there exists an accessible path (without obstacles)
between these two subareas. Secondly, the two methods are compared. The NC method assumes that every node in
the graph has a counter initialized to zero. Then, it increases the counter of the current node by one. Finally, it moves
to the neighbour node with the lowest counter value. Similarly, the LRTA* method also considers a counter initialized

2https://www.upf.edu/bibtic/en/
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to zero but then, instead of increasing the current counter by one, it assigns the highest value of the neighbouring
nodes plus one to the current node. Then, the agent moves to the node with the lower counter value. Both methods
can solve the problem, however, in [35] is shown that the LRTA* method is more efficient, meaning that can cover
the entire area with less algorithm steps.

A different approach to deal with the area coverage problem in unknown spaces is by letting the agent randomly
move through it, which is called Brownian motion. Time bounds for this method are presented in [36]. In a more
recent work, [37] solve the area coverage problem using a type of random motion called Lévy flights. They use a heavy
tailed distribution to obtain the following movements. This distribution allows the agent to cover longer distances in
a single algorithm step due to its long tail. With this approach they obtained better results than with a pure Brownian
motion.

3. Stock counting

In this section the stock counting problem is mathematically defined similarly as the online area coverage prob-
lem for unknown graphs. Creating a mathematical model of the problem increases clarity and openness and allows
reproducibility, so that different solutions to the same problem can be compared.

Briefly, the stock counting problem consists on identifying all the items that are placed in a confined space at a fixed
time. Therefore, moving, adding or removing items from this space is not assessed in this problem representation. A
formal description is presented below. Also, note that we model the problem using graphs, since it is the most used
mathematical approach to area navigation as done in well known problems like the Traveling Salesman Problem [38].

In this new paradigm, the RFID labels take the role of pheromones and they change the environment that the
robot senses. Therefore, every time that a robot reads a label it will increase and check the counter associated to
this label. The list of counters linked to RFID labels will be shared and updated among the robots, depending on the
implementation it can be accessed from a centralized server or shared p2p.

3.1. Formal description
The formal definition of stock counting includes an environment, the state of the ongoing task, and two agent

actions.
The environment consists of a set of labels L distributed in the space, representing stock items and defined as L =
fl1, l2, l3, . . . , lNg. The confined area is represented by an undirected, unweighted and connected graph G(V,E) where
V = fvig are the nodes and E = fe jkg the edges. Nodes represent subareas, small enough, so that they can be
considered visited by an agent placed near their centre. There is an edge ei j 2 E between two nodes vi,v j 2V if there
is an accessible path (without obstacles) between vi and v j. Each node vi 2V contains an unknown number of labels
Li = flng j ln 2 L, so, Li � L.
The state, Sm = fskg, is a set where each element sk =< lp,cp > is a tuple containing a known label, lp, and a value
associated to how many times this label has been identified, cp, where cp > 0.
At the beginning as G(V,E) is unknown, only the initial node vstart is given. The initial state is S0 = /0 at time m = 0,
and the final state after M steps is SM = fskg where jSMj � N. Where jAj over the set A represents its cardinality. If
all the labels are read, a 100% of accuracy in the inventory is achieved and jSMj= N.
The set of edges from a node vi 2 V is denoted as A(vi) and, as G is connected, A(vi) 6= /0. Also, succ(vi,ei j)
represents the adjacent node v j reached by traversing the edge ei j 2 A(vi) from node vi. The visited node at time m
can be denoted as the agent pose, Pm

agent = vi. This can be understood as a part of the problem’s state, but it does not
have any correlation with the task completion.
In order to identify the set of labels of the environment, the agent has two possible actions, reading labels and moving
through the environment. Both actions are similar than functions but they change the state of the task, reading labels
changes Sm and traveling changes Pm

agent :

� R(vi,ei j,m) is the action of reading the surrounding labels at the time m, from the node vi, in the direction of ei j
or in the same node vi. We define the resulting set of labels as Lm

viei j
= flig j jLm

viei j
j � jLij. Notice that when the

action is on the same node is expressed as R(vi, /0,m), and returns Lm
vi /0. This action is probabilistic and atomic,

meaning that the same action will produce different outcomes each time and that it is indivisible, primitive and
cannot be interrupted.
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� T (vi,ei j) is the action of traveling from node vi through the edge ei j. It returns succ(v,e) and modifies Pm
agent = vi

to Pm
agent = v j. Note that this action requires an amount of time so the time step m is increased.

We define Lm
vi

as the union set of all the labels read from node vi. So, the labels read in the node are denoted as Lm
vi /0

and for each adjacent node the labels read are denoted as Lm
viei j

. Therefore, Lm
vi

= Lm
vi /0

⋃
Lm

viei j
8ei j 2 A(vi). And Sm+1

as the state at time m + 1 being the update of the state Sm with Lm
vi

. At this point, four operators need to be defined:

� Labels(Sm) which extracts the set of labels Lm from the state Sm.

� counters(Sm,Lm) which extracts the list of counters cm associated to the set of labels Lm from the state, Sm.

� Update(Sm, Lm
vi

). This operation returns the state Sm+1 after updating the previous state Sm with the readings
obtained from the node vi 2V at time m. To do so, the first elements of the tuple sk =< li,ck >, 8sk 2 Sm+1, are
created by the union of the two sets Labels(Sm)[Lm

vi
. Then, the counters ck are updated.

� end condition(Sm, m). This function evaluates to True if the state of the task, Sm, reaches a predetermined
condition, for instance, if jSmj � 99%jLj. It also evaluates to True if the amount of time steps, m, reaches its
predetermined maximum. Otherwise, it evaluates to False.

Note that as N is not known, therefore, it is not possible to assess if the task has been completed. Nevertheless, if the
environment is finite, there is an upper-bound in time to cover the graph as explained in [36].

3.2. Attraction u

We define the attraction as a measure to determine the next direction of the robot. The notation of the previous
section is kept, however, it has been simplified. Formally, let um

viei j
be the attraction sensed by the agent at node vi

from the direction of the edge ei j at time m, with Lm
viei j

being the identified RFID tags towards that edge.
Hence, we define the attraction as:

um+1
viei j

=j Lm
viei j
�Labels(Sm) j+

j Lm
viei j
j

åcounters(Sm+1,Lm
viei j

)
(1)

As it can be seen in equation 1, the attraction is composed of two terms. The first term just adds one per each new
tag identified in the specified direction. The second term evaluates how many times a direction has been visited. It
is represented by the number of identified tags in that direction divided by the sum of their associated counters ci. It
behaves similarly as 1/x would do with the increase of reads of a single tag, so an area that has been visited several
times, ends up being less attractive.
Therefore, if there are new tags, the first term will be larger than the second one and it will drive the agent greedily
towards the areas not yet visited. The second term of the equation will be used to break ties in favor to the areas that
have been visited less times.
If we return to the stigmergic analogy, agents will move leaving a trail of pheromones (RFID tags identified) that will
make their path less attractive to other agents. So, all agents will feel attracted towards the areas not yet visited, in
which the amount of pheromones is lower.

3.3. Algorithm

In order to solve the stock counting problem a stigmergic inspired algorithm for multi-agent systems is developed.
It is stigmergic because it uses the RFID tags in the environment to guide the actions of the agents and as a communi-
cation channel between them, which means that the state, Sm, is shared across the agents and can be read and updated
by any of them.
The notation follows the one described in subsection 3.1. Before diving into the algorithm, two operators have to be
defined. First, one-of(X) returns one random value of the set X . Second, arg-maxx2X f (x) returns the set of values of
x that maximizes f (x), it is a set of values because several elements of X could maximize f (x).
Algorithm 1 is used to solve the stock counting problem. Firstly, the time is initialized m = 0 and the initial state is
assigned so S0 = /0; the agent starts in a random initial node vstart .
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At this point, the main loop starts until the end condition(Sm,m) is met. So, the node vi is given by the agent pose,
Pm

agent , and, its associated set of identified labels is initialized L0
vi

= /0. Then, the agent reads the labels on the current
node and adds them into Lm

vi
. Secondly, for each possible direction ei j 2 A(vi) the agent reads the tags of all adjacent

nodes, R(vi,ei j,m), adding each of the obtained sets into Lm
vi

.
Thirdly, Sm+1 is created using the Update function. Note that ci may depend on the choice of the update method, even
if the straightforward decision is ci = 1 for a label not in Sm and ci := ci + 1 for a label already in Sm. Fourth, um+1

viei j
is

calculated using Equation 1 for every ei j 2 A(vi).
Finally, the best next direction, eik, is the one maximizing um+1

ve j
. If there is a draw in two or more different directions

or there are no tags read, the next direction is chosen at random. Then, the robot travels and arrives at the new node
vnew and m := m + 1. At this point if no final condition is met, the algorithm repeats the process for the new node.
As previously stated, it is not possible to know if the task is complete since the total number of tags N is unknown.
However, there are at least four conditions that can be considered as finishing conditions for the algorithm.

� A determined amount of time has passed, so m� fixed threshold.

� The agent has identified a predefined amount of tags, so jSmj � 99%jLj.

� The attraction sensed in all directions is below a certain threshold for several iterations.

� There are several algorithm steps without new tags read.

The two first finishing conditions reach a positive milestone in the task completion. On the contrary, the last two
conditions force the algorithm to stop due to not progressing on the task completion. In any case, these conditions
require a previous knowledge of the environment and the multi-agent system, however, their values can be optimized
with repetitions of the same task.

Algorithm 1 RFID-based stock counting algorithm
1: m := 0
2: Sm := /0
3: vstart :=one-of (V ) . vstart is selected randomly
4: Pm

agent := vstart
5: while not end condition(Sm,m) do
6: vi := Pm

agent
7: Lm

vi
:= /0

8: Lm
vi

:= Lm
vi
[R(vi, /0,m) . The agent reads in current node

9: for all ei j 2 A(vi) do
10: Lm

vi
:= Lm

vi
[R(vi,ei j,m) . Reading through every edge

11: Sm+1 :=Update(Sm,Lm
vi

) . Update of the state.
12: for all ei j 2 A(vi) do
13: calculate um

ve j
. Use equation 1

14: eik :=one-of(arg-maxei j2A(vi)(um
viei j

)) . Edge maximizing attraction
15: if eik := /0 then
16: eik :=one-of (A(vi)) . The edge is chosen randomly
17: Pm+1

agent := T (vi,eik) . The agents travels from node vi to vk
18: m := m + 1 . Traveling requires time, m is increased

3.4. Evaluation methodology
To evaluate the stock counting problem, it is required to make a clear distinction between the simulation and the

real experimentation. There are two main reasons to state this difference. Firstly, in simulation, the ground truth of
labels to be identified L is fully known, unlike in reality where the current inventory cannot be known with a 100%
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accuracy, and it has to be estimated. Secondly, in simulation, time is represented by a step of the algorithm and all the
events are properly coordinated, but with a real scenario events happen continuously, and time coordination between
them is not guaranteed.
The evaluation in simulation is simple, the ground truth of labels L is known, and time gets discretized into algorithm
steps. Therefore, simulation runs until the agent identifies at least 99% of labels, which is between the 98% and the
99.5% identified as the upper-bound for RFID technology [20]. This value is called accuracy of the stock counting
and it is the percentage of tags from the ground truth that have been read, see Equation 2.

Accuracym =
jLabels(Sm)j
jLj

(2)

Therefore, what we evaluate is the time that the agent takes to complete the task. However, this value should be
normalized depending on the number of nodes of the graph. The normalized value is called average visiting time V̂ ,
and is defined in the following equation:

V̂ =
Algorithm steps to reach the accuracy goal

Graph nodes with RFID tags
(3)

4. Simulation

This section present the simulation experiments, they focus on first determining some parameters of the algorithm,
second to compare our method with other exploration methods for unknown graphs and finally to perform an initial
assessment on the feasibility of the method. Next all the simulation details, the tests performed and a discussion of
the results obtained are presented. Simulation tests have been performed using Matlab3.

4.1. Characteristics
Environment model

It is represented by a connected, unweighted and undirected graph. At most each node has 4 neighbors and if two
nodes are not directly connected it represents that there is an obstacle in between them, therefore to go from one to
the other it is required to use another path. Figure 2 shows four graphs used during simulation tests.

Figure 2: Graph examples used during simulation. Red nodes contain RFID tags while blue nodes do not contain RFID tags

Not all nodes in the graph contain RFID tags, only those in a connected sub-graph, in Figure 2 the ones in red.
Each of the nodes of this subgraph contain a random value of RFID tags, between 10 and 50. This aims to represent
a diversity of tag distributions as they usually appear in a library or a store.

3https://mathworks.com/products/matlab.html
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RFID detection model
Due to its physical characteristics, the approach used to model RFID interactions is purely probabilistic and it is

based on the experience of working with RFID technology at the UbiCA Lab4. We consider two different variables
that have a key role in the simulation: the reaching probability and the reading probability.

The reaching probability is applied to the neighboring nodes and it represents the probability for the RF waves to
reach certain area. It is well-known that a simple metallic plate between an RFID antenna and a shelf could block all
the RF waves. It is an assumption of the simulation that the RFID waves can reach a node up to a distance of 3 edges
(see Figure 3 for distance clarification). We consider distance zero to the tags in between 0 and 2 meters (same node),
distance one to tags in between 2 and 4 meters (neighbour nodes, one edge away), distance two to tags in between 4
and 6 meters (two edges away) and distance three to tags above 6 meters (three edges away). Thus, if the node is at
distance 0, 1, 2 or 3, the reaching probability preach(d) = [1,0.8,0.5,0.5] respectively. Note that these probabilities
are conditional, in the sense that a second level neighbor can only be reached if the first level neighbor has already
been reached.

If a node is reachable, then the reading probability (pread(d)) is applied at every tag to determine if the tag will
be read or not. This probability also changes with respect to the tag distance and it models the capacity of each
tag to respond to an RF wave, considering factors like the tag relative orientation or the tag relative position with
respect to other tags. Specifically, if the tag is at distance 0, 1, 2 or 3, the reading probability is set to pread(d) =
[0.98,0.8,0.5,0.2] respectively. In this case, the probabilities are not conditional.

Finally to determine if a tag is detected we need to use both probabilities as seen in equation 4.

pdetect(d) = pread(d)
d

Õ
i=0

(preach(i)) j d 2 0,1,2,3 (4)

Figure 3: RFID reaching probability. The closest nodes to the agent position, in this graph the central node, will be reached by the RFID system
with high probability. The nodes at the last circumcenter will be reached with the lowest probability. All nodes beyond them cannot be reached

Agent model
The graph is unweighted, so each edge requires the same time (1 unit of time) to be traversed. Agents also have a

complete RFID system that allows reading tags, and knowing from which direction the RF wave arrives. As explained
in the subsection 3.1 this action is atomic and probabilistic.

Each agent is represented as a point in the graph, and several agents can be simultaneously in the same node
without any kind of interference, nor for navigating neither for identifying labels.

4.2. Tests

This section presents the tests performed in simulation in order to evaluate the characteristics of the stock counting
algorithm. Three different experiments have been performed with three different objectives. The objective of the first
set of tests is to evaluate the performance of the already known area coverage for unknown spaces algorithms in the
inventory problem as they are, so minimizing any change on the algorithms. The objective of the second set of tests
is to define the best updated method for our attraction, defined in Equation 1. The objective of the third set of tests is
to evaluate the performance when several robots collaborate in the same inventory task.

For each repetition of the tests, the following simulation parameters are randomized:

4https://www.upf.edu/web/ubicalab
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� Size and shape of the graph

� Number of tags per node

� Total quantity of tags

� Initial position of the agents

Area coverage methods at stock counting
Even if the stock counting problem is very similar to the area coverage problem, some differences exist. The main

one is that in the stock counting the agent does not require to cover the whole environment but to identify all the labels
present in the space. The RFID technology allows detections from a certain distance, so, it is obvious that the task can
finalize even if some nodes have been skipped. Oppositely, as the detection of tags is not deterministic, it is possible
that a tag is not read even if the agent passes by, so an area may require several visits before the algorithm finishes.

Nevertheless, our intuition is that the area coverage methods for unknown graphs can solve also the stock-counting
problem. Therefore, the first set of tests are intended to show how area coverage methods for unknown environments
(as they are defined) work in solving the stock counting problem. In this regard, three methods are compared: the
LRTA*, the node counting and the random motion. These algorithms have been already explained in subsection 2.4.
To be able to implement these algorithms with the stock counting characteristics, we consider some modifications.

� The reaching and reading probabilities of the agents are preach(d) = [1,0,0,0] and pdetect = [1,0,0,0]. As it can
be seen, these probabilities approximate the inventory problem to the node exploration problem.

� The task will be considered completed when the agent has detected the 99% of the labels in the environment.

� Each algorithm has its own Update(Sm, Lm
v ) method (as defined originally). NC will increase counters one by

one while LRTA* will take always the maximum value plus one of the counters of the detected labels.

� The attraction is changed to fit within the area discovery methods. Hence, the attraction followed will be the
minimum um+1

ve such that
um+1

ve = åCounters(Sm+1,Lm
ve) (5)

Note that the random motion algorithm will not consider any attraction.

More than 240 different tests have been performed, ranging from graphs with 13 nodes and 40 tags to graphs with
1.390 nodes and more than 19.000 tags.

Figure 4 shows the results on the average visiting time V̂ (equation 3) in three box-plots, one per each method.
With these results, we can conclude that the best area coverage method for stock counting with RFID is the node

counting algorithm. The worst is, as expected, the random walk, which in any case is able to finish in all the tests.
The differences between the node counting algorithm and the LRTA* in stock counting are significant, the average

V̂ for the node counting algorithm is 3.2, while for the LRTA* is at 6.7. Figure 5 gives a detailed view into the
differences between the node counting and the LRTA* algorithms. In this figure, the number of steps needed for the
algorithm to finish is shown with respect to the quantity of nodes with tags.

We did not expect finding the node counting algorithm performing much better than the LRTA* because according
to [35], LRTA* is a faster method for area coverage. Having a closer look into the results obtained in Figure 5 we can
see that for a low number of nodes the LRTA* performs better, but the trend is rapidly inversed in favor of the node
counting method. The exact reasons of why this is happening, is an open topic and it is left to further study.

Updating method
This second set of tests aims to decide the best strategy to update the value of the read tags for the proposed

attraction (Equation 1). The update method selected will be the one used at NC or the one for LRTA*.
Note that, the difference in the update method will only affect the final part of the stock counting task because

at the beginning, the algorithm will follow the lead of new tags. In Figure 6 it can be seen, in three examples with
different number of tags, that the charts can be divided in two parts. At the beginning, the number of tags read for
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Figure 4: Box-plot comparison between area coverage methods at stock counting based on the average visiting time
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Figure 5: Detail of the comparison between LRTA* and node counting methods. The y axis shows the algorithm steps needed and the x axis the
number of nodes with tags for the given experiment. The lines are marking the trend found in the experiments

the first time rise quickly. Then, the final part is when the curve becomes nearly asymptotic as it reaches the 99%
accuracy.

To do this set of tests, the number of simulation runs has been considerably increased, specifically more than 1.380
tests have been performed. The variation for the number of nodes in the graphs oscillate between 11 nodes and 69
tags to 1.220 nodes and 24.375 tags.

� The RFID system has been tested with ranges of 1, 2 and 3 (short, mid and long, respectively).

� The task will be considered completed when the agent has detected the 99% of the labels in the environment.

� The proposed algorithm is tested with 2 update methods, one like the NC and the other like the LRTA*.

In general, it is assumed that the range of the agent is 3, however, in these tests the range has been evaluated changing
its value among 1, 2 and 3 (named short, mid and long), in order to determine if changing this parameter can have
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Figure 6: Percentage of tags read versus normalized number of steps (number of steps divided by the total number of nodes with tags). Three
different scenarios are shown: top 9750 tags; middle 2460 tags; bottom 300 tags

an impact on the final results. Nevertheless, probabilities for detecting tags are lower in high range and higher in low
ranges as it has been explained in subsection 4.1. Hence, it is not obvious that increasing the range will lead to better
results.

Figure 7 summarizes the results in a box-plot considering the average visiting time with respect to the RFID range
and the the update method.
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Node counting LRTA* Node counting LRTA* Node counting LRTA*
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Figure 7: Comparison of the stock counting algorithm with two updating methods and for three different ranges.

Observing the results obtained from Figure 7, the first characteristic that must be pointed out is the improvement
obtained with respect to the previous tests in which area coverage methods were used. In Figure 4 the V̂ median of
the node counting algorithm is at 2.5, meaning that the agent has to do 2.5 steps of the algorithm for a single node
with tags. Using the attraction defined in this article, the median V̂ for this current test is at 1.5.

Regarding the results behavior according to asymptotic method, it can be observed that no significant differences
are found, in all cases the results are similar. In the same way, no relevant differences are found in the results obtained
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Figure 8: Comparison in performance with the increase in the number of agents of the multi-agent system. Note that both scales are logarithmic

when the reading range is increased. It can be observed that the results with the longest range are better than in the
other cases, but the mid range does not improve the short range results. Therefore, the conclusion with respect to the
range is that it should not have an strong influence regarding the outcome of the task.

The objective of this set of tests was deciding an update method for the asymptotic part of the task, given that
no significant differences are found, the decision is taken based on the results obtained from the area coverage set of
tests, see Figure 4. There, the best method is the node counting, and therefore, the update method for detected labels
will increase the counters by 1.

Multi-agent system
This last set of simulated experiments focuses on the impact of using a multi-agent system to perform the stock

counting task.

� Tests with 2 to 10 agents and for 20 and 50 agents.

� The agents behave as proposed in this article.

� The RFID system has long range for all tests.

Therefore, simulations have been done increasing the number of agents from 2 to 10 and then for 20 and 50 agents,
the range for all the agents has been set to three (long). For this test more than 1.700 repetitions are performed with
graphs from 11 nodes and 174 RFID tags to 2.800 nodes and 62.200 RFID tags.

Figure 8 shows the average visiting time depending on the number of robots per experiment. On one side, from
this figure, we can extract two conclusions. Firstly, that the average visiting time decreases with the number of
robots, something that is logical when multiple robots work in parallel. Secondly, and much more interesting, that the
precision of the experiments increases with the number of robots (note that both scales are logarithmic).

On the other side, the experiments do not consider interference issues even if the algorithm is scalable to any
number of agents. For instance, the navigation can compromise the final outcome of the task if several agents are
found together in a narrow aisle. Also, we are not sure on how the RFID systems will behave if many robots are close
to each other and reading at the same time.

Finally, we can consider the cost of the system by multiplying the average visiting time, V̂ , by the amount of robots
on the system. In this case, from Figure 9 it is shown how the efficiency and scalability of the system is maintained as
the number of agents increases.
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Figure 9: Comparison in performance with the increase in the number of agents of the multi-agent system. Note that both scales are logarithmic

5. Real robots

5.1. Robots characteristics

This section describes all the required components to test the implementation of the stigmergic solution for stock-
counting in a real environment. First the robot hardware and software is explained, second the environment charac-
teristics are detailed and finally the section ends with the experiments performed and a discussion about the results
obtained.

5.1.1. Hardware
Two main pieces of hardware are integrated to create the robot used for the experiments: the platform and the

RFID payload (Figure 10).

Figure 10: A robot used for the experiments, with the detail of its different components
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The platform is the Kobuki base for the Turtlebot 25, it includes a bumper and we added an RGB-D sensor for the
obstacle avoidance. Also, to run most of the software, the platform uses an Intel NUC i3.
The RFID payload includes an RFID reader6 and 4 UHF RFID antennas7, both from Keonn, each antenna is placed
at each of the four sides of the robot. This configuration allows to determine from which direction the received signal
of an RFID tag arrives.
The interface between the two main parts consists on a power wire at 12V for the RFID reader, an Ethernet cable for
internal communication and a structure that allows having the centre of the payload at 1 meter above the ground.

5.1.2. Software
Main architecture.
. The software running in the robots is composed of four main pieces (Figure 11).

N

Figure 11: Software architecture scheme

The first piece of software is the implementation of the stock counting algorithm for real robots, see following section
for more details. This implementation is much more complex than in the simulated graph based environment due
to the need to control a real environment. This piece of software has been developed under the most known robotic
software stack, the Robotic Operating System8 -ROS- framework which will be detailed once the main architecture is
presented.
The second package is Keonn’s AdvanNet9, it runs onboard the RFID reader and it reads the information from the
surrounding tags. Other software packages can interact with AdvanNet through a REpresentational State Transfer
-REST- interface which allows commanding the reader as well as retrieving information obtained from the tags.
The third piece is the interface between the stock counting algorithm and AdvanNet, called RFID Interface. It uses the
REST interface to communicate with the RFID reader, it decodes the received information and it reports the relevant
information to the main algorithm using messages inside the ROS framework.
The last piece is the navigation software, which is used almost out of the box from the Navigation Stack10, and it is
commanded and controlled by the stock counting algorithm using ROS interfaces.
Although one of the main benefits of using a stigmergic algorithm is its decentralization, due to implementation
restrictions, the ROS framework is centralized and all the communication depends on a single node. Nevertheless, the
stock counting algorithm implementation is transparent to this centralization.

Stock counting algorithm.
. Algorithm 2 shows the pseudo-code of the stock counting algorithm’s implementation for real robots. It is composed
of four main threads that run simultaneously.
Firstly, the RFID management thread waits until new information from the RFID Interface is received. Once this
happens, it reads this data, it filters it if necessary and it goes back to the waiting state. This thread is used to filter tags

5http://www.turtlebot.com/turtlebot2/
6https://www.keonn.com/rfid-components/readers/advanreader-150.html
7https://www.keonn.com/rfid-components/antennas/advantenna-sp11.html
8http://www.ros.org/
9https://www.keonn.com/software/advannet-software-drivers.html

10http://wiki.ros.org/navigation
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based on a database, so that only a type of book or product is selected for stock counting. Finally it communicates all
the tag data to the main loop thread and to the other robots.
Secondly, the update environment thread waits until tag-data is received from other robots and then it updates the
knowledge of the environment.
The core of the stock counting algorithm is the main loop thread. It is composed by three procedures: get candidate
directions, compute attraction and move. The first procedure uses all the data received from tags during the previous
iteration to assess the relative position of every tag with respect to the robot, to do so, it analyzes the timestamp of
the tag; the antenna that got the read and the current position of the robot. Then it groups tags according to this
relative position, it simply uses front, back, left and right as relative positions. Next it uses the navigation costmap,
provided by the Navigation Stack, to determine which directions are free, therefore, the next candidate directions are
those containing tags that are free of obstacles. Then, the procedure calculates for each candidate direction the given
attraction, as defined in Equation 1. In case that there is a tie between attractions, the best candidate direction is chosen
randomly. The third procedure, move, sends the selected direction to the navigation control thread.
The fourth thread will send the goal to the Navigation Stack package and keep track of it. Then, the robot will move a
distance uniformly chosen between 0.7m and 1.3m, with this variation it is expected that the robots will be less prone
to fall into navigation loops. Figure 12 shows a schematic of the process.

Figure 12: Schematic of the algorithm steps. All dots represent tags, yellow dots new tags and orange dots previously read tags. The red and black
mark is an obstacle and the green lines divide the space in the four considered directions. Firstly the robot senses the environment, then it is divided
in four possible directions. Each direction is assessed given their tags and obstacles. Finally the robot moves towards the more attractive direction.

5.2. Environment description

The experiments with real hardware are set up in the first floor of university library11. Figure 13 shows the
blueprint of the test area. The dimensions delimit the area where the robots move freely (around 280m2), the areas at
the top and the bottom of this central zone are not accessible and the side zones have tables and chairs so robots can
not go through. The bookshelves are 4.5 meters long and the space between them is 1 meter wide. Two different areas
of the library are created in order to constrict the space for the experiments and to test the capacity to filter by zone.
All the bookshelves on the right side of Figure 13 form a group named block 1, including the three bookshelves fully
tagged. The bookshelves on the left side of the central aisle of the library are grouped as the block 2.
The first floor has a total of more than 35,000 books, around 6,300 of these books have RFID tags. More than 4,100
tags are placed at each of the third shelf (starting from the bottom) of all the bookshelves of the library. The mentioned
shelf is at 1 meter from the floor, which is the same height of the RFID antennas (see subsection 5.1.1). Furthermore,
there are around 2,200 tags placed in the shelves named in Figure 13 as fully tagged shelves, so in these shelves tags
can be found at any possible height. In any case, the evaluation of the stigmergic algorithm will only focus on the
RFID labels placed at the third row. The design of the robot is enhanced to be able to read labels at this altitude and we
are aware that with height the accuracy figure might be lower, nevertheless, our main goal is to assess the feasibility of
an inventory robot that it is map-less, and therefore, completely autonomous. Assessing the requirements of antennas
with respect to the height is left for future work.
In Figure 14 the robot is in the middle of an aisle reading the surrounding tags, in this case, only the third row of the
bookshelves starting from the floor contains books with tags.
The presented set up however has some challenges. Firstly, all the labels are at the last page of the book (inside the

11Universitat Pompeu Fabra -UPF- Campus Poblenou
(https://www.upf.edu/campus/en/comunicacio/)
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Algorithm 2 Stigmergic stock counting pseudo-code
1: Start threads: RFID management, Update environment, Main loop, Navigation Control
2: procedure RFID MANAGEMENT(New identification data)
3: loop
4: Receive data from tag
5: if Tag-id 2 Database then
6: if Tag-counter = 0 then
7: Set tag as new
8: else
9: Update tag value

10: Update environment knowledge
11: Send Tag-data to Main loop
12: Send Tag-data to others
13: procedure UPDATE ENVIRONMENT(Tag-data)
14: loop
15: if Received Tag-data from others then
16: Update environment knowledge
17: procedure MAIN LOOP
18: loop
19: procedure GET CANDIDATE DIRECTIONS
20: if Tag-data is received then
21: for all tags do
22: Get their relative position to the robot
23: Group tags according to their relative position
24: Get costmap from Navigation thread
25: Candidate directions f ( Tag-groups & costmap)
26: Return: Candidate directions
27: else
28: Return: NULL
29: procedure GET ATTRACTION(Candidate directions)
30: if Candidate directions 6= NULL then
31: for all Candidate direction do
32: Compute attraction
33: else
34: Attraction NULL
35: Return: Attraction
36: procedure MOVE(Attraction)
37: if Attraction = NULL then
38: Send random to Navigation
39: else
40: Best direction argmax(Attraction)
41: Send Best direction to Navigation
42: procedure NAVIGATION CONTROL(Direction)
43: if Direction is not random then
44: Move robot towards direction
45: else
46: Randomly move the robot
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Figure 13: Blueprint of the first floor of the library used for testing. Dimensions are in meters. The bookshelves on the right side of the central aisle
are the block 1, and the bookshelves on the left side of the main aisle are the block 2

Figure 14: The robot in the middle of a library aisle

book) as seen in Figure 15, therefore the relative orientation is not optimal, because when the robot is at the closest
point with respect to the tag, the surface of the closer antenna and the tag are orthogonal. Secondly, paper contains
a lot of water, so the RF signal is partially absorbed. Thirdly, the bookshelves are metallic so they increase the
effects of multi-paths, occlusions and collisions. Finally, tests are performed during periods when the library is open,
and therefore, people are constantly moving around, picking and leaving books from shelves, etc. Nevertheless, the
environment is completely valid to perform the experiments and, in addition, as it is a non controlled environment, it
provides more realistic and relevant results.
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Figure 15: An RFID label in a library book.

5.3. Evaluation methodology

A library, like any shop, requires to keep track of its stock. In this library, counting all the items, with almost no
mistake, is something that it is done at most a couple of times per year, meanwhile the inventory record diverges from
the real stock due to thefts, logistic mistakes, lost items, etc. Therefore, the ground truth of books provided by the
librarians has a small but not negligible deviation with respect to reality. When the RFID tags were applied to the
books, a new inventory record was created however, there was a time gap between the inventory record and the start
of the experiments so some deviation is considered. In addition, the day-to-day life of the library involves students
borrowing or returning books, taking them from their shelves to consult them in another place, etc. Therefore, along
with the ground truth measured by us when the RFID tags were added, the librarians give us a list with the borrowed
books at a certain time to improve our evaluation.
In the case of real experimentation, because of the difficulty to set a finishing condition based on accuracy and
because the time needed to finish the task depends on the size of the area, the metric to evaluate the performance
is the accuracy of the count with respect to the ground truth provided. In addition, some considerations are needed.
Firstly, each repetition lasted a different amount of time, and it was stopped when the values of attraction obtained
were considerably low and the robot(s) had moved through most of the aisles. Secondly, given the characteristics of
the environment, the set of tags read by the robot was evaluated against the provided daily list of available books at
the library, however, two sets of books were removed from this list. One composed by the first book of every shelf due
to the metallic plate situated at the beginning of each shelf, which blocks the RFID waves and does not allow RFID
readings. The other removed set is the one formed by the books that, during all the repetitions of a single experiment,
are never found. We assume that the RFID tag for these books does not work properly. Removing these two sets from
the provided list resulted in an average increase of 1.15% of the stock counting accuracy.

5.4. Experiments with real robots

Three different experiments have been performed to assess the algorithm in a real environment with a multi-robot
system.
The first experiment consisted of a single robot counting all the books placed in block 2, see subsection 5.2 for
reference on the specific area. This experiment is repeated 14 times and the initial position of the robot changes at
each repetition.
Then, a multi-robot system composed by two robots has to perform the same task, again, in block 2. For this case 11
repetitions are carried out, the initial position of the robots also changes at each run.
Finally the 2-robot system has to count the entire library, but filtering out the books of the block 1 that are not placed
at the third row of any bookshelf. Figure 16 shows the two robots at the starting of an experiment. This test is repeated
10 times with different initial positions at every repetition. Figures 17 and 18 summarize the results obtained with a
box-plot for each of the three experiments.
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Figure 16: The robots reading tags at the start of an experiment

Figure 17: Results obtained at the experiments with real robots, the box-plots shows the time at which the task is stopped.

5.5. Discussion

From Figures 17 and 18 it is possible to extract some key conclusions. Notice that for each test, repetitions have a
symbol which is the same in both figures.

Firstly, all the obtained results in accuracy are between 97% and 99.5%, which are better than the manual inven-
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