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a b s t r a c t

Recently, a lot of attention has been focused on the incorporation of 3D data into face analysis and its
applications. Despite providing a more accurate representation of the face, 3D facial images are more
complex to acquire than 2D pictures. As a consequence, great effort has been invested in developing
systems that reconstruct 3D faces from an uncalibrated 2D image. However, the 3D-from-2D face
reconstruction problem is ill-posed, thus prior knowledge is needed to restrict the solutions space.
In this work, we review 3D face reconstruction methods proposed in the last decade, focusing on
those that only use 2D pictures captured under uncontrolled conditions. We present a classification of
the proposed methods based on the technique used to add prior knowledge, considering three main
strategies, namely, statistical model fitting, photometry, and deep learning, and reviewing each of
them separately. In addition, given the relevance of statistical 3D facial models as prior knowledge, we
explain the construction procedure and provide a list of the most popular publicly available 3D facial
models. After the exhaustive study of 3D-from-2D face reconstruction approaches, we observe that the
deep learning strategy is rapidly growing since the last few years, becoming the standard choice in
replacement of the widespread statistical model fitting. Unlike the other two strategies, photometry-
based methods have decreased in number due to the need for strong underlying assumptions that limit
the quality of their reconstructions compared to statistical model fitting and deep learning methods.
The review also identifies current challenges and suggests avenues for future research.

© 2021 The Authors. Published by Elsevier Inc. This is an open access article under the CC BY-NC-ND
license (http://creativecommons.org/licenses/by-nc-nd/4.0/).
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1. Introduction

Facial analysis has been widely exploited in many different
pplications, including human–computer interaction [1,2], secu-
ity [3,4], animation [5,6], and even health [7–10]. A recent trend
n this field is to incorporate 3D data to overcome some of the
ntrinsic problems of the ubiquitous 2D facial analysis. Due to
he 3D nature of the face, a 2D image is insufficient to accurately
apture its geometry, as it collapses one dimension. Furthermore,
D imaging provides a representation of the facial geometry that
s invariant to pose and illumination, which are two of the major
nconveniences of 2D imaging.

The advantages brought by 3D facial analysis systems come at
he price of a more complex imaging process, which can often
imit their scope. 3D facial information is usually captured using
tereo-vision systems [11–13], 3D laser scanners [14] (e.g. Nex-
Engine and Cyberware), or RGB-D cameras (such as Kinect). The
irst two capture high quality facial scans but require controlled
nvironments and expensive machinery. In contrast, RGB-D cam-
ras are cheaper and easier to use, but the resulting scans are of
imited quality [15,16].

An appealing alternative to capturing a 3D scan of the face is
o estimate its geometry from an uncalibrated 2D picture [17–
9]. This 3D-from-2D reconstruction alternative aims to combine
he simplicity of capturing 2D images with the benefit of a 3D
epresentation of the facial geometry.

Even though this approach is attractive, it is an inherently ill-
osed: the individual facial geometry, the pose of the head and its
exture (including illumination and colour) have to be recovered
rom a single picture, which leads to an underdetermined prob-
em. As a consequence, there are ambiguities in the solution of
he 3D-from-2D face reconstruction since a single 2D picture can
e generated from different 3D faces, and it is hard to determine
hich one corresponds to the true geometry.
Recent methodological progress has helped to achieve re-

arkably convincing reconstructions, making it possible to use
D-from-2D face reconstruction in a wide variety of fields [20–
4]. Some methods are even able to recover local details, such as
rinkles, or to reconstruct the 3D face from images viewed under
xtreme conditions, such as occlusions or large head poses [17,
8].
2

A key to the success of 3D-from-2D reconstruction methods
is the addition of prior knowledge to resolve ambiguities in the
solutions. In the last decade, we can distinguish three strategies
for adding this prior information, namely, statistical model fitting,
photometric stereo, and deep learning. In the first one, prior
knowledge is encoded in a 3D facial model, built from a set of 3D
facial scans, which is fitted to the input images. In the second one,
a 3D template face or a 3D facial model is combined with pho-
tometric stereo methods to estimate the facial surface normals.
Approaches under this strategy generally use information from
multiple images, which further constrains the problem. In the
third one, the 2D–3D mapping is implemented by means of deep
neural networks that, given the appropriate training data, can
learn the priors necessary to relate the geometry and appearance
of faces.

In this work, we review the recent research on 3D face recon-
struction from one or more uncalibrated 2D images. For each of
the three main strategies described above (i.e., statistical model
fitting, photometric stereo, and deep learning), we summarise,
compare and discuss the most relevant approaches proposed
in the last decade. We also introduce a common mathemati-
cal framework to all the proposed methods whose notation is
summarised in Appendix A.

Although there are other reviews of the field [25–30], none
of them provides a in-depth and up-to-date study of the state-
of-the-art research on 3D-from-2D face reconstruction. Stylianou
and Lanitis [26] presented a survey on 3D face reconstruction
from 2D images, but they only covered works up to 2009. The
rapid expansion of the field over the last decade and the emer-
gence of the deep learning techniques make this work obsolete.
Also, Levine and Yu [25] presented a review of this topic, but nar-
rowed it to reconstruction from single images, focusing on model
fitting approaches for face recognition. More recently, Zollhöfer
et al. [29] presented another review on 3D face reconstruction
from single images, but they focused only on optimisation-based
approaches, also missing methods based on deep learning and
photometric stereo. This last work was updated in 2020 by Egger
et al. [30], who presented a very extensive survey especially
focused on statistical facial models, reviewing 3D data acqui-
sition, 3D facial model construction, and 2D image generation.
Even though they included 3D face reconstruction, it is only
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eviewed as an application of the 3D facial models and they fo-
used on single-image reconstruction (both RGB and RGB-D) and
odel fitting, discussing briefly methods based on deep learning.
ther surveys of 3D face reconstruction, such as Suen et al. [27]
nd Widanagamaachchi and Dharmaratne [28], study the general
trategies, discussing their strengths and drawbacks, but without
roviding an in-depth review of the most relevant works within
ach of them. Thus, our review complements the existing ones
y providing an updated, comprehensive and complete review of
D-from-2D reconstruction methods.
The remainder of this survey is organised as follows: in Sec-

ion 2, we first introduce the most popular way of constructing a
tatistical 3D facial model and list the publicly available models
hat have been most used for 3D-from-2D face reconstruction.
n Section 3, we review methods based on statistical model fit-
ing. In Sections 4 and 5, we review the photometry-based and
eep learning approaches, respectively. Section 6 groups methods
hat use other machine learning approaches, such as regression.
inally, in Section 7, we review the main applications of 3D
ace reconstruction from uncalibrated images, and in Section 8
onclusions are provided.

. Background: Statistical 3D facial models

As stated in the introduction, 3D-from-2D face reconstruc-
ion is an ill-posed problem, thus it requires some kind of prior
nowledge to resolve the otherwise underdetermined solution.
Statistical 3D facial models are the most popular way of adding

his prior information since they encode the geometric variations
f the face, possibly in conjunction with the appearance. These
odels consist of a mean face along with the modes of variation
f its geometry and appearance. Fitting a 3D facial model to a
hotograph is done by estimating, apart from the model param-
ters, the 3D pose and illumination such that the projection into
he image plane of the resulting 3D face produces an image as
imilar as possible to the given picture.
In this section, we explain how the 3D facial models are built

nd provide a list of the most popular ones that are publicly
vailable (see Table 1). We refer to [30] for a detailed review on
tatistical facial models.

.1. Construction of a 3D facial model

The most widespread statistical models of 3D faces are the
D Morphable Models (3DMM), which were introduced to the
ommunity by Blanz and Vetter [31]. A 3DMM consists of a
hape (i.e., geometry) model and, optionally, an albedo (a.k.a
exture or colour) model, separately constructed using principal
omponent analysis (PCA). In this work, we use texture, albedo or
olour indistinctly, and we explicitly indicate when the lighting is
odelled separately from raw colour.
Let M be the number of 3D faces in the training set and N the

umber of vertices in each mesh. Let x = (x1, y1, z1, . . . , xN , yN ,

N ) ∈ R3N be the shape vector of a mesh, and c = (R1,G1, B1, . . . ,

N ,GN , BN ) ∈ [0, 1]3N the albedo vector that contains the R (red),
(green), and B (blue) values of the RGB colour model for each
f the N vertices. The idea behind the 3DMM is that, if the set of
D faces is sufficiently large, one can express any new textured
hape as a linear combination of the shapes and textures of the
raining 3D faces:

new =

M∑
m=1

amxm, cnew =

M∑
m=1

bmcm

ith am, bm ∈ R ∀m = 1, . . . ,M .
Thus, we can parametrise any new face by its shape xnew =

T T
a1, . . . , aM ) and albedo cnew = (b1, . . . , bM ) . However, this

3

parametrisation gets more complicated when the number of
shapes in the training set M is large. PCA helps compressing
the data, performing a basis transformation to an orthogonal
coordinate system defined by the eigenvectors φi and ψi of the
covariance matrices computed over the shapes and albedos in the
training set. In the orthogonal basis given by PCA,

xnew = x +

M−1∑
i=1

αiφi = x + Φα, (1)

cnew = c +

M−1∑
i=1

βiψi = c + Ψβ, (2)

with x =
1
M

∑M
m=1 xm the mean shape, α = (α1, . . . , αM−1)T ∈

RM−1 the shape parameters of the model, and Φ = (φ1, . . . ,
φM−1) ∈ R3N×(M−1) the shape basis matrix of the model; c, β and

are analogously defined for the texture. The probability of the
hape parameters p(α) is given by

(α) ∝ exp

[
−

1
2

M−1∑
i=1

(
αi

σαi

)2
]

(3)

where σ 2
αi

are the eigenvalues of the corresponding eigenvec-
tors φi. The probability of the albedo parameters p(β) is defined
nalogously.
Finally, the shape model of the 3DMM is defined by the mean

hape, x, the eigenvectors of the shape covariance matrix, Φ, and
the corresponding eigenvalues, {σ 2

αi
}
M−1
i=1 . Similarly, the albedo

model is given by c, Ψ, and {σ 2
βi
}
M−1
i=1 .

However, some of the variation modes (eigenvectors φi, ψi)
may have very small variance (eigenvalues σ 2

αi
, σ 2

βi
), thus they

re dispensable. Keeping only the directions that represent most
f the variance of the training set allows us to reduce the di-
ension of the data, which is very useful when M is large.
ssuming the eigenvalues σ 2

ξi
(denoting either σ 2

αi
or σ 2

βi
) are

rdered in descending order, the M̃ first eigenvectors with higher
igenvalues

˜ = argmin
1≤m≤M−1

{
m∑
i=1

σ 2
ξi

≥ ηVtotal

}
.

eep the 100η% of the total variance Vtotal.
Although most of the existing 3D statistical facial models are

ased on the procedure explained above, this method has two
imitations that have been noted by several researchers. Firstly,
CA estimates basis vectors that globally model the input data, so
ubtle information, such as wrinkles, is not captured, and thus re-
onstructing facial details by fitting a 3DMM becomes a hard task.
ome works [32–36] highlighted the importance of modelling
acial deformations locally and proposed different approaches to
o so. Neumann et al. [32] and Ferrari et al. [35] proposed to
ecompose the matrix of the training shapes by imposing sparse
omponents. Brunton et al. [33] applied a wavelet transform
o every training shape, obtaining a multi-scale decomposition
f the surface, and computed localised multilinear models on
he estimated wavelet coefficients. Jin et al. [34] applied non-
egative matrix factorisation (NMF) since it decomposes a shape
nto localised features. And, finally, Lüthi et al. [36] modelled
hape variations using Gaussian processes, which provide a way
f adding local models to global models, thus combining the
nformation at multiple scales.

The second drawback of 3DMMs was noted by [37–39], who
rgued that facial shape variations are not perfectly linear and
hus cannot be modelled accurately using linear models. Their
pproach consists in learning a latent space of facial deformations
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Fig. 1. SFM dataset age distribution.

sing a mesh-to-mesh autoencoder. Ranjan et al. [37] and Bourit-
as et al. [38] modelled all the shape variations in a single la-
ent space, as opposed to Jiang et al. [39], who estimated two
eparated latent spaces, one corresponding to identity-related
eformations and the other one corresponding to expression-
elated deformations. Whereas Ranjan et al. [37] and Jiang et al.
39] used spectral convolutional operators, Bouritsas et al. [38]
roposed a spiral convolution that uses anisotropic filters, which
llow a one-to-one mapping between the neighbours of a vertex
nd the parameters of the local filter.

.2. Available 3D facial models

In the last decades, several 3DMM have been built and made
ublic, some of which are summarised in Table 1. Blanz and
etter [31] constructed a morphable model with 200 laser scans
f heads of young adults (100 males and 100 females). They put
he 3D faces of the training set in point-to-point correspondence
sing an optical flow algorithm based on the flattening of the 3D
aces to a UV-space in 2D. Each 3D face is associated to a 2D
ylindrical parametrisation by a bijective mapping. Notice that
stablishing a dense correspondence between two UV images
mplicitly establishes a 3D-to −3D dense correspondence (due to
he bijection). Paysan et al. [40] constructed the well-known Basel
ace Model (BFM) by applying the nonrigid iterative closest point
NICP) algorithm [41] to compute these dense correspondences
irectly between 3D faces. The BFM was built also with 100
emale and 100 male subjects between 8 and 62 years old, with
n average of 24.97 years old. One technical improvement of
he BFM with respect to the 3DMM of Blanz and Vetter is the
canner, which is able to capture the facial geometry with higher
esolution and precision in shorter time. The BFM was extended
y Gerig et al. [42] who, instead of using NICP, established dense
orrespondence with a Gaussian process deformation model tak-
ng as mean deformation the zero function and as deformation
asis the multi-scale B-spline kernel, introduced in Opfer [43].
Huber et al. [44] presented the Surrey Face Model (SFM). It was

uilt from 169 subjects, very diverse both in age (see Fig. 1) and
n ethnicity (60% Caucasian, 20% Eastern Asian, 6% Black African
nd 14% of other ethnicities comprising South Asian, Arabic, and
atin). The scans were put in dense correspondence using the iter-
tive multi-resolution dense 3D registration method [45], which
egisters two 3D faces in three stages (global mapping, local
atching, and energy minimisation) in a coarse-to-fine manner.
o build the texture model, the 2D images captured by the cam-
ra system that generated the 3D scans were mapped to the
egistered 3D faces, obtaining in this way textured 3D faces.
hese textures were mapped back to 2D through a mapping that
reserves the geodesic distances. The texture model was built
rom these resulting 2D representations.
4

Fig. 2. LSFM dataset age distribution.
Source: Extracted from [48].

Booth et al. [48] and Dai et al. [49,50] proposed fully auto-
mated pipelines to construct a 3DMM, both consisting mainly of
an automatic detection of landmarks, the computation of a shared
triangulation across all the meshes and the model construction.
To locate a set of 3D landmarks in the facial meshes, Booth et al.
[48] detected 2D landmarks on multiple 2D renderings of each
mesh using a state-of-the-art landmark detector. These 2D land-
marks were mapped to the 3D face by inverting the rendering.
Then, dense correspondences were established by deforming a
predefined template mesh to fit the facial shapes using the NICP
algorithm. From an initial PCA model of all fittings, erroneous
correspondences can be identified by the corresponding shape
vectors that behave as outliers. The final model was then obtained
by applying PCA on the training set after excluding the outliers.
With this pipeline, they presented the largest 3DMM until now,
the Large Scale Facial Model (LSFM), built from 9,663 individuals
covering a wide variety of ages (Fig. 2), gender (48% male), and
ethnicity (82% White, 9% Asian, 5% mixed heritage, 3% Black
and 1% other ethnicities). The size of this dataset allowed the
construction of smaller models from shapes of a specific age range
and ethnicity.

The pipeline presented by Dai et al. [49,50] is similar to the
one in [48]; however, rather than rendering images from the
3D scans to detect landmarks in 2D, Dai et al. [49,50] used the
2D image captured by the image system, like Huber et al. [44].
The dense correspondences were also established by deforming
a 3D facial template to each facial shape, but instead of using
NICP, they used an approach based on the coherent point drift
algorithm [51] and refined the correspondences using optical flow
for the texture channel. In their subsequent work [50], before the
dense morphing of the template, they first personalised the input
template to better align with the scan, allowing them to obtain
better correspondences. Finally, the facial model was built from
the meshes in dense correspondence using PCA. They built a 3D
model of the whole head, the Liverpool-York Head Model (LYHM),
with 1,212 3D scans of subjects from a wide range of ages (Fig. 3)
and balanced in gender.

In contrast to all the previous models, which capture geo-
metric variations due to shape only, other works [33,37,46,47]
modelled the facial deformations related to expression varia-
tions separately from identity. Cao et al. [46] constructed the
FaceWarehouse model from depth maps of 20 expressions of
150 individuals aged between 7 and 80 years old. In order to
obtain meshes in dense correspondence, the Blanz and Vetter face
model [31] was fitted to the depth maps. Then, a bilinear face
model was built by applying higher-order singular value decom-
position (HOSVD) to the 3-rank data tensor (vertices × identi-
ties × expressions) constructed from the vectorised meshes. A
ery similar approach was proposed by Brunton et al. [33], who
lso constructed a bilinear facial model by applying HOSVD to
eparate identity from expression facial variations, and using a
raining set of facial scans from 99 subjects with 25 expressions
ach. However, Brunton et al. [33] applied HOSVD to the wavelet
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Table 1
Characteristics of the most popular available 3DMMs.
3DMM # Citesa # Subjects % Males Age (years old) Ethnicity Expression

BlanzVetter 1999 [31] 4824 200 50 ‘‘young adults’’ – ×

BFM 2009 [40] 840 200 50 8–62 ‘‘most Europeans’’ ×

FaceWarehouse [46] 612 150 – 7–80 ‘‘various’’ ✓

SFM [44] 165 169 – Fig. 1 60% Caucasian ×

CoMA [37] 159 20466 meshes
from 12
subjects

– – – ✓

FLAME [47] 156 3800 48 ‘‘wide range’’ ‘‘wide range’’ ✓

LSFM [48] 126 9663 48 Fig. 2 82% White ×

BFM 2017 [42] 85 200 50 – – ✓

LYHM [49,50] 67 1212 50 Fig. 3 – ×

Multilinear Wavelet model [33] 59 99 – – – ✓

aNumber of cites extracted from Google Scholar on 22th February 2021.
Fig. 3. LYHM dataset age distribution.
Source: Extracted from Dai et al. [49].

oefficients extracted from the training shapes, instead of directly
o the training shapes. The wavelet transform decomposes the
acial surfaces in a multi-scale manner, allowing them to model
oarse-scale shape variations separately from localised fine de-
ails. Dense correspondences were established in the training set
y registering a 3D facial template using [52].
In contrast, Li et al. [47] proposed a pipeline that jointly builds

he facial model and refines the registration of the template
y fitting it to the training scans. Then, they applied PCA to
he meshes in dense correspondence with neutral expression to
uild the shape model. The expression model was constructed by
pplying PCA to the expression deformation fields obtained by
emoving the neutral face mesh from the expressive faces.

Differently from all the other works, Ranjan et al. [37] used
eep learning to build a non-linear facial model. They trained an
utoencoder architecture to learn a latent space from the 3D facial
cans by forcing the network to reconstruct the original mesh
rom the estimated latent representation. They captured 3D facial
cans from 12 individuals for a range of 12 facial expressions,
hich in total makes a training set of 20,446 meshes.

. Statistical model fitting methods

Using a statistical model to encode the prior knowledge of the
D facial structure allows for a reconstruction of a new 3D face
rom one or more photographs by finding the linear combination
f the model bases that best fits to the given 2D image(s). Essen-
ially, fitting a 3D facial model to 2D images implies optimising
5

a non-linear cost function, although other approaches have also
been explored, such as the linearisation of the cost function or a
probabilistic formulation.

Reconstructing the 3D facial geometry and appearance of a
person from a single in-the-wild picture is much more challeng-
ing than using multiple images. This is why most works have
mainly focused on 3D face reconstruction from a single image.
Even so, some researchers have considered multiple images to
improve the reconstruction accuracy by observing the subject’s
face under different poses and illumination conditions. In the
same line, others have proposed to use 2D video sequences as
a simple way of obtaining a set of pictures from the same person.
However, when using a video, the temporal relation between
frames has to be taken into account.

In this section, we summarise and compare the most rele-
vant proposed approaches to fit a 3D facial model to one or
more 2D images presented in the last decade. We review the
three different approaches that we have identified among the
3DMM fitting works: non-linear optimisation of a cost function
(Section 3.1), linear approaches (Section 3.2), and probabilistic
approaches (Section 3.3). Finally, in Section 3.4, we explain how
some researchers have proposed to fit a 3DMM in a local manner
by dividing the face into subregions. The reviewed works are
compiled in Tables 1 and 2, and main conclusions are summarised
in Section 3.5.

3.1. Optimisation of a non-linear cost function

Blanz and Vetter [31] not only introduced the 3DMMs to the
community but also proposed a method to fit them to a single
facial image, indicating a way of extending it to many images,
that inspired many others. Their fitting procedure was based on
a simple idea: if the input image and the image rendered from
the fitted 3D face are similar, the 3D reconstruction is faithful to
the input image. Specifically, they optimised the shape α and the
albedo β parameters alongside with a set of rendering parameters
ρ (including intrinsic camera parameters, projection parameters
as well as illumination parameters) such that they produced
an image Imod as close as possible to the input Iin; i.e., they
minimised the sum of the Euclidean distance between each pixel
(x, y) of the input and the reconstructed images:

EI(α,β, ρ) =

∑
∥Iin(x, y) − Imod(x, y)∥2

2 . (4)

x,y
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T
3

p

able 2
D-from-2D face reconstruction approaches based on 3DMM fitting.
Reference Images Features used to

fit
Fitting

Camera
parameters

Shape Texture Illumination
model

Aldrian and Smith [53] Single Landmarks Linear Maximise
posterior

Colour
channels ratios

Lambertian

Aldrian and Smith [54] Single Landmarks Linear Maximise
posterior

Minimise error Lambertian +
specular

Aldrian and Smith [55] Single Landmarks Linear Maximise
posterior

Minimise error Lambertian +
specular

Aldrian and Smith [56] Single Landmarks Linear Maximise
posterior

Minimise error Lambertian +
specular

Schönborn et al. [57] Single Render image,
landmarks

Minimise error Maximise
posterior

Maximise
posterior

Spherical
harmonics

Shi et al. [58] Video Landmarks Minimise error Minimise error – –

Ding et al. [59] Single Landmarks Linear Maximise
posterior

– –

Qu et al. [60] Multiple Landmarks Minimise error Minimise error – –

Qu et al. [61] Single Landmarks Minimise error Minimise error – –

Huber et al. [62] Single Features around
landmarks

Cascaded
regression

Cascaded
regression

– –

Zhu et al. [63] Single Landmarks Minimise error Minimise error – –

Zhu et al. [64] Single Features around
landmarks

Cascaded
regression

Cascaded
regression

– –

Bas et al. [65] Single Landmarks,
texture edges

Minimise error Minimise error – –

Piotraschke and Blanz
[66]

Multiple Render image,
landmarks

Minimise error Minimise error Minimise error Phong

Garrido et al. [67] Video Render image,
landmarks

Minimise error Minimise error Minimise error Lambertian

Thies et al. [68] Single,
video

Render image,
landmarks

Minimise error Minimise error Minimise error Lambertian

Hu et al. [69] Single Render image,
landmarks

Minimise error Minimise error Minimise error Phong

Hernandez et al. [70] Video Image features
around projected
3D vertices

Minimise error Minimise error – –

Booth et al. [71] Single Render image,
landmarks

Minimise error Minimise error Minimise error Image features

Jin et al. [34] Two Render image,
landmarks

Regression
model

Minimise error Minimise error Phong

Booth et al. [17] Single,
video

Render image,
landmarks

Minimise error Minimise error Minimise error Image features

Jiang et al. [72] Single Render image,
landmarks

Minimise error Minimise error Minimise error Lambertian

Gecer et al. [73] Single Render image,
landmarks &
image features

Minimise error Minimise error Minimise error Phong

Liu et al. [74] Single Landmarks Minimise error Minimise error – –

Sariyanidi et al. [75] Mutliple Render image,
landmarks

Minimise error Minimise error Minimise error Phong

Koujan and Roussos [76] Mutliple Subset of 3D
vertices

Minimise error Minimise error – –

Ferrari et al. [35] Single Landmarks Linear Minimise error – –
i
t
i

a
s
V
p

Imod was rendered using the Phong reflectance model [77] and a

erspective projection defined by PPP : R3
→ R2

PPP(v, ζ) =
f
v′
z

(
v′
x

v′
y

)
+

(
ox
oy

)
where

⎛⎝v′
x

v′
y
′

⎞⎠ = Rv + τ

(5)
vz

6

for a point v ∈ R3. The projection parameters ζ = {R, τ, f , o}

nclude the rotation matrix R and the translation τ of the face,
he focal length f and the coordinates of the optical axis in the
mage plane o = (ox, oy)T.

However, only by minimising the distance between the input
nd the rendered images, a face-like surface is not guaranteed
ince the minimisation is ill-posed. To solve this issue, Blanz and
etter added to the cost function a regularisation term for the
arameters using the prior probabilities of the model coefficients
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Eq. (3)) and an ad-hoc prior for the rendering coefficients:

reg(α,β, ρ) =

M̃x∑
i=1

α2
i

σ 2
αi

+

M̃c∑
i=1

β2
i

σ 2
βi

+

∑
j

(ρj − ρ̄j)2

σ 2
ρj

. (6)

Later, in [78], they extended their work by adding another
erm that enforces a fixed set of facial feature points (land-
arks) in the reconstructed facial shape, {ℓ 3D

i }
L
i=1, to be such that

heir projections, ℓ̂ 2D
i , lie over the corresponding set of manually

nnotated landmarks in the input image, ℓ 2D
i ,

lmk2D(ζ) =

L∑
i=1

ℓ 2D
i − ℓ̂ 2D

i

2
2
. (7)

This 3DMM fitting approach based on the minimisation of the
ifference between the input and the rendered image has been
ollowed by many others [17,34,58,60,61,63,65–68,70–72,74,75].
n particular, Piotraschke and Blanz [66] used the method pro-
osed by [78] to obtain single-image reconstructions from several
ictures of the same person. Then, they combined them to obtain
single 3D face. Thies et al. [68] also used [78] but aiming at face
eenactment. They fitted a 3DMM to the source and the target
mages and then transferred the estimated expression from the
ource image to the target image.
In contrast, other works [61,63,70,74] used only one of the

rror terms proposed by [31], either the image error (Eq. (4))
r the landmarks error (Eq. (7)). On the one hand, Hernandez
t al. [70] proposed a multi-view 3D face reconstruction method
ocusing on ensuring photometric consistency between the input
nd the rendered images, but also taking advantage of the input
ideo sequence by imposing photometric consistency between
onsecutive frames. Specifically, they minimised a local repre-
entation F around the projection over consecutive frames, t and
+ 1, of the 3D vertices, i = 1, . . . ,N of the estimated 3D faces
or each frame, xt = x(αt ) and xt+1

= x(αt+1):

E =

∑
t

N∑
i=1

F(P(xti , ζ
t )) − F(P(xt+1

i , ζt+1))
2
2 ,

where xti represents the ith vertex of xt , P(xti , ζ
t ) is the projec-

tion of the vertex xti according to the projection parameters of
frame t , ζt , and F is the local feature extraction function (image
colour, image intensity, complex image features, etc.). On the
other hand, [61,63,74] used only the landmark term (Eq. (7)),
including the contour landmarks, so as to further constrain the 3D
face reconstruction problem. Specifically, Qu et al. [61] separated
the in-face and the contour landmarks in two terms. Since the
contour landmarks are not well defined in non-frontal poses,
treating contour landmarks separately allowed them to define the
2D contour landmark in a softer manner: a 2D contour landmark
corresponding to a 3D contour landmark is the nearest landmark
in the image to the projection of the 3D landmark. Similarly, Liu
et al. [74] iteratively updated the 2D contour landmarks while
estimating the shape and projection parameters. This update
consisted in taking as new landmarks the nearest points on the
2D contour line to the projected 3D contour landmarks. In this
way, the contour landmarks’ correspondence is improved, helping
to better estimate the 3D face. Contrary to [61,74], Zhu et al. [63]
jointly estimated the 3DMM parameters, the projection param-
eters, and the position of 3D contour landmarks on the 3DMM
given the 2D landmarks on the image. They observed that the
pose parameters and the contour landmarks depended on each
other; thus, they proposed to iteratively estimate first the shape
and pose parameters and then update the position of the contour
landmarks.

Koujan and Roussos [76] also used only a set of corresponding
3D–2D points to fit the 3DMM to images but, contrary to [61,
7

63,74], they established dense correspondence between the input
images and the 3D face. They used a video sequence to estimate
the 3D facial geometry of a person by first computing optical
flow from a reference frame to all the rest, and then finding
correspondences between the set of moving 2D points identified
by the optical flow algorithm and the 3D vertices of the facial
shape, which was previously initialised using only landmarks.
Also, instead of incorporating the 3DMM as a hard constraint by
estimating its parameters, they penalised solutions that deviate
much from the 3DMM space. This soft constraint allowed them
to obtain reconstructions that capture details that cannot be
represented by the face model.

3.1.1. Redefining the image error
Differently from the works above, which measured the Eu-

clidean distance between the input and the rendered images as
in Eq. (4), [17,71,73,75] completely redefined the image error:
whereas the former [75] used the gradient of the images to com-
pute the image error, [17,71,73] measured the difference between
the images in a feature space. In particular, Sariyanidi et al. [75]
computed the gradient correlation [79] between the input and the
rendered images, EI = ∇IinT ∇Imod, which they argued is more
robust against illumination variations and occlusions. However,
their main contribution is a regularisation of the model parame-
ters based on adding inequality constraints to the minimisation
problem, whose upper and lower bounds are extracted from the
3DMM. The authors highlighted that adding a regularisation term
to the cost function (Eq. (6)) may lead to unsatisfying results,
either because of an oversmoothed 3D face or the opposite, since
the weight of the regularisation on the minimisation problem is
controlled by a parameter that is chosen ad-hoc.

On the other hand, Booth et al. [17,71] constructed a texture
model using a dense feature-based representation, instead of
using the per-vertex RGB values of the 3D face. The training
samples used to build the texture model (Eq. (2)) were image
feature vectors, fi, that were obtained by applying a dense feature
extraction function to each of the images in the training set. Then,
assuming known shape parameters α (thus, known 3D facial
shape, x(α)) and projection parameters ζ for each training image,
they computed the projection of the 3D faces x(α) according to ζ
into the image plane P (x(α), ζ), and sampled the feature vectors
on the location of the projection of the 3D faces. Therefore, for
each training image, they obtained a vector fi composed of the
feature vectors on the location of the corresponding projected 3D
face, and the image error EI was redefined as

EI(α,β, ζ) = ∥F(P(x(α), ζ)) − f(β)∥2
2 , (8)

where F is the function that extracts the features from the pixels
in the input image corresponding to the location of the projected
reconstructed 3D face P(x(α), ζ), and f(β) is the instance of the
feature-based texture model corresponding to the parameters β.

With a similar idea, Gecer et al. [73] extracted image features
from Iin and Imod using the ArcFace network [80], which is a
network trained for face recognition. Therefore, by minimising
the cosine distance between the feature vectors and the Eu-
clidean distance between features from intermediate layers, the
authors forced the estimated 3D face to have the same identity
as the input image, thus obtaining more faithful reconstructions.
In addition, and differently from the other works, Gecer et al.
[73] trained a generative adversarial network (Section 5.2.4) to
estimate a refined texture UV-map from the texture parameters
estimated by minimising the cost function.
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.1.2. Multi-stage optimisation
The works studied above [17,61,66,68,70,71,73] jointly opti-

ised the shape, texture, and projection parameters by minimis-
ng a single cost function. However, other approaches [34,58,60,
2,64,65,67,72] proposed to reconstruct the 3D facial shape by
inimising a cost function in different stages. Some researchers

34,58,60,65,67] proposed to reconstruct the 3D face in stages
here each progressively added details to refine the previous one,
thers [62,64] trained a cascaded regressor, and [72] split the
D facial reconstruction process into the estimation of the facial
eometry of the subject and the estimation of the appearance,
ncluding the illumination.

In the coarse-to-fine category, Qu et al. [60] refined the single-
mage reconstruction obtained by minimising the landmarks er-
or (Eq. (7)) using multiple images. In contrast, [34,58,67] divided
he fitting process into a global and a fine-scale reconstruction
tages. Jin et al. [34] and Shi et al. [58] obtained the coarse 3D
ace by minimising only the landmarks error (Eq. (7)). Then, they
eparted from the 3DMM and iteratively recovered facial details
y refining the surface normals using the image error (Eq. (4))
nd adding a term that enforced the refined shape to be similar
o the coarse one. The refinement of the surface normals allowed
hem to obtain detailed reconstructions with notable accuracy.
lthough both works [34,58] followed very similar approaches,
he main difference lies on the type of model used: whereas Shi
t al. [58] used a PCA-based model, Jin et al. [34] used a fa-
ial model based on non-negative matrix factorisation, which,
ccording to the authors, allows for a local decomposition of the
hape variations (see Section 2.1). On the other hand, Garrido
t al. [67] proposed a 3-stage reconstruction method, where the
oarse shape was obtained by minimising the image error and the
andmark error. Then, medium-scale corrections were estimated
s a 3D deformation field modelled by manifold harmonics [81],
hereas the fine-scale deformation field was estimated by in-
erse rendering optimisation such that the synthesised shad-
ng gradients matched the gradients of the illumination in the
orresponding input image as good as possible. With this ap-
roach, Garrido et al. [67] obtained highly detailed 3D faces,
mproving the results from [58].

Similarly to the coarse-to-fine scheme, Huber et al. [62] and
hu et al. [64] trained a cascaded regressor to jointly optimise
he camera ζ and the shape α parameters given an initial feature
ector. The feature vectors they used were SIFT features extracted
rom patches of the input image Iin around the projections of the
D-landmarks into the image plane ℓ̂ 2D. Hence, at each step t ,
iven the parameters θt = {ζt ,αt} estimated by the previous

weak regressor Rt−1, the 3D-landmarks in x(αt ), {ℓ 3D
i (αt )}Li=1,

ere projected into the input image plane P(ℓ 3D
i (αt ), ζt ) =

ℓ̂ 2D
i (αt ), and image features were extracted from patches of Iin

centred at ℓ̂ 2D
i (αt ),

{
fit = f(θt , ℓ̂ 2D

i (αt ))
}L
i=1. Each weak regressor

Rt inputted a vector of features ft = [f1t , . . . , fLt ] and outputted
an optimal parameter update ∆θt such that θt+1 = θt + ∆θt .

Contrary to [34,58,67], who split the reconstruction process
into the estimation of a global facial shape and the recovery
of geometric details, Bas et al. [65] followed the coarse-to-fine
strategy by first estimating the shape and projection parameters
in a linear manner and then refining it with a non-linear cost
function. In the linear stage, the shape α and projection ζ =

{R, τ, s} parameters are estimated by solving the linear system
of equations

pi = P(vi, ζ) (9)

for a set of corresponding vertices in the 3D face vi ∈ R3 and
pixels in the image pi ∈ R2, where P(v, ζ) is the weak-perspective
projection of v ∈ R3 into the image plane according to ζ. To
8

further constrain the reconstruction, they computed correspon-
dences between texture edges and the occluding boundary of the
3D face, defined as the set of vertices that lie on the mesh edge
whose adjacent mesh faces have a change of visibility. In this way,
the global structure of the face is recovered more accurately due
to the dense correspondences obtained in the facial boundary.
However, fine details are hardly captured since the landmarks
used in the inner face constitute a sparse set, not being sufficient
to capture subtle details.

As stated above, in contrast to the coarse-to-fine strategy, Jiang
et al. [72] divided the 3D-from-2D face reconstruction prob-
lem into the estimation of the geometry and the estimation of
the texture. They estimated the geometry by minimising the
landmarks error (Eq. (7)), which was used in the photometric
stage to estimate the albedo and illumination parameters by
minimising the image error EI. However, they took advantage
of the estimated texture to refine the reconstruction resulting
from the geometric stage by reestimating the surface normals. To
further improve the reconstruction of fine geometric details, they
reestimated the surface normals by minimising the difference in
intensity gradients between the input and the rendered images.

3.2. Linear approaches

All the previously mentioned works exploit the optimisation
of a non-linear error function, similarly to the approach pre-
sented originally by Blanz and Vetter [31,78]. However, Aldrian
and Smith [53] observed that the optimisation problem proposed
by Blanz and Vetter [78] is highly complex, computationally
expensive and prone to be stuck on local minima due to its ill-
posed nature. To avoid that, they proposed an alternative: to
fit the 3DMM in a linear manner, separately for the projection
parameters, the facial geometry and the texture. Unlike [65], who
refined in a non-linear manner the reconstruction resulting from
the linear stage, Aldrian and Smith [53] proposed a completely
linear approach that was later further explored [35,54–56,59].

Specifically, Aldrian and Smith [53] estimated the projection
parameters by solving the linear system of equations from Eq. (9)
for a set of corresponding 3D-2D landmarks, and assuming an
affine camera model, which allowed them to rewrite Eq. (9) into

pi = Cvi,

where C ∈ R3×4 is the camera projection matrix. Then, they
estimated the shape model parameters by maximising the pos-
terior probability over the shape parameters α given the set of
2D-landmarks in the image L2D, p(α|L2D), which is differentiable
and leads to a linear system of equations for α. Finally, to estimate
the texture, they assumed a white illumination and a Lambertian
reflectance model (diffuse-only reflectance). These assumptions
allowed them to compute the texture by imposing the ratios
between pairs of colour channels in the input image to be equal
to the ratios of texture in the corresponding vertices of the 3D
face. A very similar approach was followed by Ferrari et al. [35]
but, instead of maximising the posterior probability like [53],
they linearised the landmarks error (Eq. (7)). In this way, they
obtained a closed-form solution for the shape parameters, since
the projection parameters were estimated in a previous step.

Whereas linearising the fitting process results on an increased
computational efficiency, the resulting reconstruction are not
very accurate and strong assumptions are required. Consequently,
Aldrian and Smith, in their following works [54–56], imposed less
restrictive assumptions on the illumination model of the face.
Whereas in [53] they assumed a Lambertian reflectance model,
thereafter they adopted a dichromatic reflectance model, which
is a more realistic model since it comprises additive diffuse and
specular terms. In [54,55] they proposed different approaches to
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stimate the texture and illumination parameters, which are later
ummarised in [56].
In [55], they proposed to use a specular-invariant representa-

ion of the texture so that the diffuse reflectance could be esti-
ated independently from the specular reflectance. This
pecular-invariant representation is the SUV colour space [82],
hich is a rotation of the RGB colour space such that one of
he axes is aligned with the direction of the colour of the light
ource. Therefore, the representation of the input image in the
UV colour space depends only on the diffuse term. Even though
he image-formation model adopted in [55] was more realistic
han their earliest work [53], to be able to construct the specular
nvariant space, they assumed that all light sources had the
ame fixed known colour. This strong assumption was further
elaxed in their latter work [54] by considering an unconstrained
llumination, and assuming non-specular reflectance to estimate
he diffuse part.

Ding et al. [59] argued that the approach proposed by Aldrian
nd Smith [53,54,55,56] to linearly estimate the geometry has
wo main drawbacks: first, in the camera projection matrix es-
imation, they do not take into account the orthonormal nature
f the rotation matrix, and second, estimating the camera and
he shape parameters separately, in a two-step manner, does
ot guarantee to reduce the cost function in each step. To solve
he first drawback, Ding et al. [59] proposed to rescale and or-
hogonalise the camera projection matrix resulting from Aldrian
nd Smith’s algorithm to enforce orthonormality of the rotation
atrix. The second disadvantage was solved by jointly estimating

he camera projection matrix and the shape parameters.
Although Ding et al. [59] improved the results from [53–56],

hey all assumed an affine camera model, which cannot model
erspective effects. This limitation was highlighted by Hu et al.
69], who adopted a perspective camera model to estimate the
rojection parameters. Also, differently from [53–56,59], they
plit the reconstruction process into geometric and photometric
tages, iterating them in turn a few times to refine the solution,
nd assumed a Phong’s reflectance model, which is more realistic
hat the dichromatic model adopted by [54–56]. This allowed
hem to obtain more accurate results.

.3. Probabilistic approach

A very different approach for fitting a 3DMM was proposed
y Schönborn et al. [57] where they reformulated the process
f fitting a 3DMM as a probabilistic inference problem. Their
pproach is based on drawing samples from the posterior dis-
ribution over the set of all the parameters θ - containing the
DMM’s parameters (shape α and texture β), the illumination and
he projection parameters ζ - given the input image Iin, p(θ|Iin).
Although the use of the posterior probability was also exploited
by others [53–56,59], Schönborn et al. [57] reinterpreted the
model fitting procedure. They used the Metropolis–Hastings algo-
rithm to draw samples of the parameters θ distributed according
the posterior distribution p(θ|Iin) by stochastically accepting or
rejecting samples. Such posterior distribution was computed by
applying the Bayes’ theorem, p(θ|Iin) ∝ p(Iin|θ)p(θ). The first term,
p(Iin|θ), is a Gaussian distribution where each pixel is treated
independently, considering different distributions for foreground
and background pixels. The background distribution is trained
on all the background pixels of the input image and the fore-
ground distribution is known from the 3DMM. In the second
term, p(θ), they integrated all sources of information to estimate
a distribution of the parameters. Basically, they observed that,
given a completely automatic pipeline where a face detector and
a landmark detector are needed; both detectors are forced to
make an early decision that might be unreliable due to strong
9

pose and illumination variations. Thus, they included the results
of the face and landmark detectors as detection maps, assigning
each pixel in the image the likelihood of having a face (or a
specific landmark) in that position. In this way, for each detected
face boxi, p(θ) is biased with the position and size of the box
and with the landmark detection map of the box Li, p(θ|boxi,Li).
Then, all these candidate distributions (one per detected face) are
combined constructing a global distribution p(θ|allboxes,L) by
computing the mean of the face box-distributions, which includes
the knowledge about all the detections.

3.4. Local approaches

Most of the proposed techniques to reconstruct the 3D face of
a person approach the problem in a global manner, fitting the
whole facial model to the image(s). However, Ding et al. [59]
and Piotraschke and Blanz [66] addressed the fitting procedure
in a local manner considering subregions of the face, although in
slightly different ways. The former [59] reconstructed each of the
subregions locally from the same input image by ensuring that
each of them was optimally fitted, without taking into account
the other regions. In contrast, Piotraschke and Blanz [66] recon-
structed global 3D faces from different input images, and then
fused the reconstructions with a criterion based on the accuracy
of each of the subregions.

Specifically, Ding et al. [59] obtained K shape parameter vec-
tors αk, each of them individually optimised for one of the K
subregions. Then, the shape parameter vectors were linearly com-
bined with blending weights that depended on the vertices: x =

x +
∑K

k=1 wk (Φαk), with
∑K

k=1 wkj = 1, ∀ vertex j. In this way,
they increased the flexibility of the 3DMM and ensured that each
of the regions were optimally fitted, obtaining more accurate
reconstructions.

On the other hand, as stated above, Piotraschke and Blanz [66]
used multiple in-the-wild pictures of a person and reconstructed
individual 3D shapes from each of them using [78]. Each of them
was evaluated locally, obtaining a quality measure for each of
the subregions of each 3D face. These measures were used to
obtain a single reconstruction of each subregion by computing
a weighted linear combination of the best ones, which were
finally merged into a single 3D face. Thus, the main contribution
of [66] was the pipeline that provides a more accurate 3D face
by combining several sub-optimal 3D facial reconstructions based
on their quality, which was computed without the need of the
ground truth face.

3.5. Take-home message

Fitting a 3DMM to 2D images basically consists on finding the
linear combination of the model bases that produce a 3D face
that best resembles the person image of the input picture(s). To
do so, the community has used different input modalities and
proposed different approaches. Whereas the most widespread
input is a single image, which is the most challenging scenario,
some researchers have fitted a 3DMM to a collection of im-
ages from the same person or even video sequences, which pro-
vide more information by observing the subject from different
poses and illuminations. Also, most of the proposed works used
a set of corresponding landmarks to drive the fitting process,
but other features such as texture edges [65] or complex image
features [62] have also been adopted.

We have identified three main approaches to fit a 3DMM to
images: the optimisation of a non-linear cost function, which is
the most widespread one, the linearisation of the cost function,
and a probabilistic formulation. Although all three approaches are
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ifferent in the way they optimise the model parameters, the fit-
ing process is guided by the same main elements: the landmarks
r corresponding 2D-3D points, the rendered image, and statisti-
al regularisation. The set of 2D-3D correspondences guides the
itting by imposing the known 2D location of the 3D points when
rojected to the image plane. The rendered image does so by
mposing some similarity measure between the rendered appear-
nce and the input images. And, finally, plausible reconstructions
re ensured by imposing the statistical regularisation defined by
he 3DMM.

Whereas the optimisation of a non-linear cost function allows
ncorporating many different (complex) terms easily, it may get
tuck on local minima or even diverge, and it can be slower than
esired due to its computational cost. In contrast, the linearisa-
ion of the cost function avoids most of these issues given its
impler nature, but it is harder to incorporate complex terms
o the optimisation problem, and usually strong non-realistic
ssumptions are required. Finally, probabilistic approaches favour
he modelling of uncertainties thanks to the probabilistic infer-
nce framework, however, the process of drawing samples from
posterior distribution may be very slow.
On the other hand, even though a wide range of different

pproaches have been proposed, all of them are limited by the
ind of information included in the fitted 3DMM. For example,
pproaches based on generating a synthetic image cannot be
sed to fit a 3DMM that does not model appearance, such as the
aceWarehouse [46]. In such cases, the community has exploited
he information of additional geometric features, such as con-
our landmarks and occluding boundaries. Similarly, if the fitted
DMM does not model expressions, the accuracy of the method
ay be reduced given that expression-related shape variations
an be misinterpreted as identity-related variations.

. Photometric methods

Photometric 3D-from-2D face reconstruction methods esti-
ate the lighting parameters and surface normals from a set of

mages usually assuming a Lambertian reflectance model, which
efines each pixel (x, y) in an image I as

(x, y) = A(x, y)lTn(x, y) (10)

here A(x, y) is the albedo of the pixel (x, y), n its surface normal
nd l the light source vector. This model can be approximated
sing spherical harmonics basis functions, Y(n), as

(x, y) ≈ A(x, y)γTY(n) (11)

here γ are the coefficients of the spherical harmonics functions.
This approach to reconstruct the 3D geometry of a surface

ased on photometry was originally introduced by Woodham
83] who proposed to estimate the surface normals from several
D images by observing the object under different lighting con-
itions. However, Woodham’s work assumed a rigid geometry
f the object, fixed Lambertian reflectance, fixed camera pose,
nd uniform albedo. These assumptions have been relaxed by
ubsequent works to adapt to more realistic settings.
As stated above, the 3D-from-2D face reconstruction prob-

em is ill-posed when considering a single image, and additional
onstraints are needed to adequately constrain the space of so-
utions. Some approaches, like Woodham [83], did so by using
nly a collection of images of the same subject [84–87] (Sec-
ion 4.1), whereas others also used template shapes [88,89] or 3D
acial models [90] (Section 4.2). The reviewed works on 3D-from
2D face reconstruction based on photometry are summarised in

able 3, and main conclusions are outlined in Section 4.3.
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4.1. Multiple image methods

Kemelmacher-Shlizerman and Seitz [84] reconstructed the 3D
facial shape of a subject given a collection of in-the-wild photos.
They proposed to decompose the matrix M ∈ Rn×d of the n vec-
torised and frontalised images into a matrix Γ ∈ Rn×4 containing
the lighting coefficients and a matrix S ∈ R4×d containing the
albedo (first row) and the surface normals. The initial estimation
of Γ and S was computed using singular value decomposition
and taking the rank-4 approximation. However, this produced 3D
facial reconstructions with insufficient details, thus they proposed
an additional step to iteratively refine the matrix S: for each
pixel, they selected the images whose decomposition error was
small in that pixel, and used them to recalculate the normal
vector (the corresponding column of S). Although with this ap-
proach, Kemelmacher-Shlizerman and Seitz [84] were able to
reconstruct detailed 3D faces, a large amount of photos of the
same person is needed, which is not always available.

The above work inspired many others [85–88]. Specifically,
[85,86] used the method proposed by [84] as a part of their
reconstruction pipeline: the former [85] to reconstruct the whole
head of a person from a collection of photos, and the latter [86]
to build a personalised reference shape, which was later refined.
To reconstruct the whole head from a set of images, Liang et al.
[85] clustered it according to the yaw angle of the face, and used
the frontal cluster to initialise the reconstruction, which covered
a limited part of the face. Thus, to recover the rest of the head,
the remaining clusters were used to progressively extend the
reconstruction. On the other hand, the goal of Suwajanakorn et al.
[86] was to reconstruct a 3D shape for each frame of a video
sequence, hence, they deformed the personalised template shape
build with [84] to match each frame. These deformations were
estimated via a proposed 3D optical flow approach combined
with shading cues. This 3D optical flow algorithm computed
dense correspondences between the 3D personalised shape and
each frame, making possible to deform the mesh to fit the image.

In contrast to [85,86], Snape et al. [87] and Roth et al. [88]
extended the work proposed by [84]: the former [87] by including
several identities in the input photo collection, and the latter [88]
by using non-frontal images. In particular, Snape et al. [87] pro-
posed to decompose a matrix formed by vectorised images but
not restricting the collection of input photos to a single subject.
Thus, they proposed to decompose M into (Γ ∗ C)S, where ∗

denotes the Khatri–Rao product and C is a matrix containing the
shape coefficients, related to identity. This allowed them to re-
cover normals for multiple subjects at the same time, unlike [84],
who only recovered the facial geometry of one individual. On
the other hand, Roth et al. [88] argued that non-frontal images
are very useful for 3D face reconstruction, in contrast to [84],
who used near-frontal images. To obtain facial regions for each
of the input images, they wrapped a template mesh to each
of them, obtaining individual projection parameters. Then, the
matrix M built from the facial regions was decomposed into
Γ and S following [84]. With this approach, they obtained less
noisy faces than [84] while capturing more accurate fine details.
However, in their subsequent publication [90], Roth et al. noticed
that their former approach [88] had two limitations: on the one
hand, the facial template used has a specific ethnicity and thus
may fit poorly to other ethnicities; and, on the other hand, their
method fails when the number of images is small and limited
pose variations are included. They overcame these shortcomings
by building a personalised template using 3DMM fitting as [63].
Also, instead of following [84] to reconstruct the 3D face, they
proposed to minimise an energy function consisting of a term
that penalised the difference between each image pixel and its
estimated value (according to Eq. (10)), and another one that pe-

nalised the distance between the ground truth and the estimated
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Table 3
3D-from-2D face reconstruction approaches based on photometry.
Reference Images Prior Illumination model

Kemelmacher-Shlizerman and Seitz [84] Multiple Collection of images Lambertian

Kemelmacher-Shlizerman and Basri [91] Single Template mesh Lambertian

Lee and Choi [92] Single Illumination-shape model Lambertian

Lee and Choi [93] Single Illumination-shape model Lambertian

Lee and Choi [94] Single Illumination-shape model Lambertian

Suwajanakorn et al. [86] Video Collection of images Lambertian

Snape et al. [87] Multiple Collection of images from multiple subjects Lambertian

Roth et al. [88] Multiple Collection of images and template mesh Lambertian

Roth et al. [90] Multiple Collection of images and 3DMM Lambertian

Liang et al. [85] Multiple Collection of images Lambertian

Zeng et al. [89] Three Collection of reference meshes Lambertian

Cao et al. [95] Single 3DMM fitting Lambertian

Li et al. [96] Single 3DMM fitting Lambertian

Rotger et al. [97] Single 3DMM fitting Lambertian
surface normals. Finally, they used a coarse-to-fine scheme to first
fit the overall face shape and later adapt the coarse estimation to
the details present in the collection. With this modifications, they
were able to reduce the reconstruction errors with respect to [88].

Differently from the works above, Zeng et al. [89] proposed
o use only three images (one frontal and two profile ones)
nd a set of reference meshes as prior knowledge. First, an ini-
ial estimation of the shape was computed using a single-image
econstruction method [91]. This initialisation was refined by
inimising an energy function with three terms: a shading term

hat penalised dissimilarity between the initial and the new esti-
ates; a multi-view consistency term that forced projections of

he same 3D point onto neighbouring views to be similar for all
he reference shapes; and finally a smoothness term that ensured
mooth transitions in depth. According to Zeng et al. [89], using
set of reference meshes, contrary to using a single template
esh, helps increasing the probability of finding the most similar
andidate for the input face.

.2. Single image methods

Differently from the works studied above, [91–97] recovered
he 3D face of a person from a single image, thus additional prior
nowledge has to be included in the reconstruction process. We
ave identified three different ways of incorporating such prior
nformation: the first one is using a pre-designed template mesh
hat is fitted to the input image [91], the second one is by training
model that integrates illumination and shape information [92–
4], and the last one is by fitting a 3DMM to obtain a coarse 3D
ace estimation that is later refined [95–97].

In the first category, Kemelmacher-Shlizerman and Basri [91]
sed a template face, for which the albedo, surface normals, and
epth map were known; and recovered each of the elements
ndividually by fixing the rest. More precisely, the proposed re-
onstruction scheme consisted in: (1) recovering the spherical
armonic coefficients γ by fitting the reference shape to the input
mage and fixing the normals and albedo of the template, (2)
stimating the depth map for the input image given the estimated
and the albedo of the template, and (3) recovering the albedo
ith the estimated spherical harmonic coefficients and depth
ap. However, this method is highly dependent on the image and

he template used, obtaining geometries that vary significantly
mong reconstructions of the same subject.
The works on the second category Lee and Choi [92,93,94] re-

ormulated the estimation of the 3D shape as a photometry-based

odel fitting problem. Whereas the above approaches vectorised

11
the images to build 2D matrices, Lee an Choi kept the 2D nature of
the images and worked with tensors. They assumed a Lambertian
reflectance model and approximated it using spherical harmonics
such that

I = F ×3 lT

where I ∈ Rnx×ny is an image, F ∈ Rnx×ny×nl is the 3rd-order
tensor related to surface characteristics (albedo, normals), and
l ∈ Rnl is the light source vector. In [92], Lee et al. proposed
to parametrise F as a function of a personal identity vector ι by
decomposing it similarly to 3DMM (see Section 2.1) and using N-
mode singular value decomposition so that F = F̄+T×4 ι, where
F̄ ∈ Rnx×ny×nl is the mean of F, T ∈ Rnx×ny×nl×nid is formed by the
bases functions, and ι ∈ Rnid . Thus, an image Inew is reconstructed
by finding the l and ι vectors that minimise the reconstruction
error between Inew and (F̄ + T ×4 ι) ×3 lT.

In [93], Lee et al. proposed a method to estimate an image
depth by fitting a model that considers cast shadows. Similarly
to [92], they first reduced the dimension of the training images by
building a subspace with tensor decomposition techniques. The
representations of the training examples in that subspace were
transformed to hyperspherical coordinates to simplify the prob-
lem. Finally, a linear mapping was learnt to estimate the depth
from these hyperspherical coordinates. Although with this ap-
proach they obtained slightly less accurate reconstructions than
with their previous work [92], the computational cost was re-
duced about 10 times. The contributions presented in [92,93] was
compiled in [94].

Finally, in the third category, [95–97] included a 3DMM to
ensure global plausibility of the reconstructions. In fact, they only
used photometry-based methods to refine a coarse 3D face that
was estimated by fitting a 3DMM. The idea behind these works is
to refine the coarse 3D face estimating per-vertex displacements,
which result from the minimisation of an image error

EI =
Iin − AγTY

2
2

where A, γ , and Y are as in Eq. (11).
Rotger et al. [97] estimated per-vertex displacement ∆vi to

account for wrinkles in Iin, which were detected as changes of
the facial texture according to the partial derivatives in both
horizontal and vertical directions. Thus, the updated vertices vi +
∆vi were obtained by minimising

EI =

n∑Iin(i) − Aiγ
TY(n[vi + ∆vi])

2
2

i=1



A. Morales, G. Piella and F.M. Sukno Computer Science Review 40 (2021) 100400

w
u
b
i

t
T

T

here n[vi + ∆vi] denotes the normal vector estimated at the
pdated vertex vi + ∆vi, Y(n) denotes the spherical harmonic
asis functions computed for n, and n is the number of pixels
n Iin. Although this method is able to recover fine details from
the input image, it fails in dealing with facial tattoos and beards
because of the way the wrinkles are modelled, and also the
reconstructions can be noisy.

In contrast, Li et al. [96] and Cao et al. [95] directly updated
he normals, instead of estimating displacements for each vertex.
he former [96] added the shadows, B, that cannot be explained

by a Lambertian model to their image formation equation:

I = AγTY + B. (12)

hey iteratively estimated A and B by minimising the difference
between both sides of Eq. (12), keeping the surface normals
fixed to those from the coarse 3D reconstruction. In a following
step, they fixed A and B, and estimated the normals. Thus, by
adopting a more complex reflectance model and an iterative
procedure, Li et al. [96] were able to recover facial details very
accurately, enhancing the results from [97], however, their recon-
structions were still noisy and facial hair was misinterpreted as
shape variations.

Differently from [96,97], Cao et al. [95] considered a near point
light model, instead of distant directional light sources, whose
computational cost is lower since it only requires a subset of
key pixels and light sources. They modelled the near point light
model by changing the light source vector l in Eq. (10) for the
scaled directions e, which depend on the light positions and
brightness. Thus, they jointly estimated the albedo A, the normals
update, and the light positions and brightness, by minimising the
difference between the input and the modelled image. However,
unlike [96,97], they added a final step in the reconstruction
process to denoise hairy regions, which allowed them to obtain
more realistic and less noisy 3D faces than Li et al. [96].

4.3. Take-home message

3D-from-2D face reconstruction methods based on photom-
etry try to recover the surface normals from one or more 2D
images, generally, by assuming a Lambertian illumination model
that decomposes an RGB image into albedo, lighting and normals.
However, since the images are unconstrained, the light source is
unknown and so is the pure albedo. Therefore, additional prior
knowledge has to be added to the reconstruction problem in
order to constrain it.

The type of prior knowledge used in the proposed works
clearly separates them into two groups: the ones that constrain
the reconstruction by taking a collection of images from the same
subject under different lighting conditions, poses, expressions,
etc., and the ones that use a single image but add 3D constraints
in the form of 3DMMs or 3D facial templates.

Essentially, the approaches that use a collection of images
are based on the decomposition of the matrix formed by the
vectorised images into two matrices, one containing the lighting
information and the other one containing the albedo and surface
normals. Although these methods are able to capture fine details,
the amount of images needed is generally large and the resulting
reconstructions are rather noisy, since they lack a geometric prior
to constrain the solution to be a plausible face.

On the other hand, the single-image approaches are more
heterogeneous. For example, some works constructed an illumi-
nation-shape model that is then fitted to the image, whereas
others refined the coarse 3D face obtained with 3DMM-fitting
by minimising the difference between the input image and the
image obtained with the Lambertian model using the estimated
refined normals. This last category of methods based on 3DMM
12
is the most promising since, by combining the prior knowledge
of the global facial shape encoded in the 3DMMs and the fine
details that can be captured by photometry-based approaches,
they are able to reconstruct realistic 3D faces that are highly
detailed without neglecting global plausibility.

5. Deep learning methods

The 3D-from-2D face reconstruction methods from Sections 3
and 4 use models to embody prior knowledge: statistical model
fitting methods include a geometry (and usually texture) model,
and photometric methods model the reflectance of the face. In
contrast, deep learning methods directly learn the mapping be-
tween the 2D image and the 3D face, encoding prior knowledge
in the weights of the trained network.

Although deep learning has shown to be a very powerful tool
in many different applications, its direct application in 3D-from-
2D face reconstruction is hampered by the lack of ground truth
3D facial scans. However, researchers have proposed different
approaches to generate and learn from realistic representative
training data, circumventing the obstacle of the lack of ground
truth data.

In this section, we present and compare the most relevant
works in 3D-from-2D face reconstruction that use deep learning
as the main tool. Among the many elements that are involved
in the learning process, we consider three representative ones,
namely, (1) the training set used to train the network, (2) the
learning framework, and (3) the training criterion. We organise
this section according to these items.

Tables 4, 5, and 6 summarise the main characteristics of each
of the reviewed deep learning works according to the above
items. The training set column indicates whether the network was
built by fitting a 3DMM to real images or by rendering synthetic
images from a 3D face (or both). In the learning framework, four
attributes are specified: the network type, the number of layers,
whether skip connections are used, and whether the learning
process is iterative. The number of layers is indicated as A ×

B if the network consists of A networks of B layers each, and
B1//B2// · · · //Bn if there are n networks arranged in parallel
with B1, . . . , Bn layers respectively. Finally, the training criterion
column indicates if the loss function is computed in a parameters
space, the 3D space, and/or the 2D space.

5.1. Training data set

As we have mentioned above, the biggest obstacle when ap-
plying deep learning to 3D-from-2D face reconstruction is the
lack of training data, since obtaining a huge number of 3D facial
scans together with their corresponding 2D pictures required by
deep learning algorithms is impractical. To overcome this limita-
tion, researchers have proposed techniques for building synthetic
training sets, taking advantage of pre-built 3DMMs to obtain 3D
faces in a much more accessible way.

We can distinguish three main strategies to build synthetic
training sets. We refer to the first one as Fit&Render, and it
consists in fitting a 3DMM to real images and then rendering
synthetic images using the estimated 3D faces. The second one,
Generate&Render, is generating 3D faces by randomly sampling
from a 3DMM and then, again, rendering synthetic images using
the generated 3D faces. On the other hand, a new strategy is rais-
ing in the last few years that consists in self-supervised training,
avoiding the need of paired 2D-3D data and thus the need of
building synthetic datasets. The proposed approaches based on
these three main strategies are reviewed in Sections 5.1.1–5.1.3
, respectively. However, there have been other works that used
synthetic training dataset built with both Fit&Render and Gener-
ate&Render, or that used real data. These works are summarised
in Section 5.1.4.
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able 4
D-from-2D face reconstruction approaches based on deep learning - part I.
Reference Synthetic training Learning framework Training criterion

Fit Render Network type # Layers Skip connect. Iterative Param. space 3D space 2D space

Song et al. [98] – Encoder 3 No No xDecoder 3 No No

Zhu et al. [99] x x CNN 6 No Yes x

Richardson et al. [100] x Residual 18 Yes Yes x

Jourabloo and Liu [101] x CNN 6 No Yes x

Jourabloo and Liu [102] x CNN 5 No No x xCNN 6 No Yes

Bhagavatula et al. [103] x x CNN 8 (16)a No No xFC #lmks//4//4 No No

Dou et al. [104] x CNN 16 No No xCNN 19 Yes No

Güler et al. [105] x x Residual 101 Yes No xFC 4 × 1 No No

Jackson et al. [106] x x Encoder 6 Yes No xDecoder 5 Yes No

Richardson et al. [107] x Residual 19 Yes Yes x xCNN 16 No No

Sela et al. [108] x Encoder 8 Yes No xDecoder 8 Yes No

Tewari et al. [109] x x CNN 8 No No x

Jourabloo et al. [110] x CNN 24 Yes No x

Trigeorgis et al. [111] x x Residual 50 Yes No x

Tran et al. [112] x Residual 101 Yes No x

Tran et al. [19] x
Residual 101 Yes No

xEncoder 8 Yes No
Decoder 8 Yes No

Liu et al. [113] x Encoder 21 No No xDecoder 2 × 1 No No

Liu et al. [114] x Encoder 21 No No xDecoder 2 × 1 No No

Kim et al. [115] x x CNN 8 No Yes x

Tran and Liu [116] x x Encoder 14 No No xDecoder 15 // 17 No No

Sengupta et al. [117] x
CNN 3 No No

x xResidual 2 × 10 Yes No
CNN (2 × 3) // 2 No No

Tewari et al. [118] x x CNN 8 No No x

Feng et al. [119] x x Encoder 21 Yes No xDecoder 17 No No

Guo et al. [18] x
Residual 18 Yes No

xEncoder 10 Yes No
Decoder 9 Yes No

Genova et al. [120] x Encoder 22 No Yes xDecoder 3 No Yes

Tewari et al. [121] x x CNN 8 No No x

Zhu et al. [122] x x CNN 6 // 7 No Yes x

Tran and Liu [123] x x Encoder 14 No No xDecoder 15 // 17 No No

Tran et al. [124] x x Encoder 14 No No xDecoder 15 // 17 No No

Zhou et al. [125] x x Encoder 11 // 4 No No x xDecoder 4 No No

Sanyal et al. [126] – Residual 50 Yes No x xFC 3 No Yes

Galteri et al. [127] x x Generator 19(enc)+19(dec)b No No xDiscriminator 19 No No

Galteri et al. [128] x x Generator 19(enc)+19(dec)b No No xDiscriminator 19 No No

Deng et al. [129] x x Residual 50 Yes No x x

aBhagavatula et al. [103] compare two different CNNs, one with 8 layers and the other with 16.
bGalteri et al. [127,128] proposed a generator with an encoder–decoder architecture, with 19 layers each.
13
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able 5
D-from-2D face reconstruction approaches based on deep learning - part II.
Reference Synthetic training Learning framework Training criterion

Fit Render Network type # Layers Skip connect. Iterative Param. space 3D space 2D space

Wu et al. [130] x x CNN 19 No No x xFC 2 × 2 No No

Yi et al. [131] x x

Encodera 6 Yes No

x xDecodera 5 Yes No
CNN 5 No No
FC 3 × 1 No No

Piao et al. [132] x

Generatorb 8(enc)+8(dec)b Yes No

x xDiscriminatorb 6 No No
Encoder 20 No No
Decoder 5 No No

Yoon et al. [133] x

Encoderc 19 No No

x xEncoderc 5(enc)+6(dec)d Yes No
FC 2 × 4 No No
Decoder 10 No No

Wang et al. [134] – CNN 28 No No x

Savov et al. [135] – CNN 7 No No x

Ramon et al. [136] – CNN 16 No No xMLP 4 No No

Zeng et al. [137] x x
Encoder 10 Yes No

x xDecoder 9 Yes No
CNN 9+16e Yes No

Bai et al. [138] x Residual 49 Yes Yes x xResidual 16 Yes Yes

Chinaev et al. [139] x CNN 28 No No x x

Chaudhuri et al. [140] x CNN 25 No No x xFC 3 × 1 No No

Chaudhuri et al. [141] –
Residual 18 Yes No

x x xEncoder 8 Yes No
Decoder 8 Yes No

Zhang et al. [142] x x CNN 4 No No x xFC 3 × 3 No No

Guo et al. [143] x x CNN 28 No No x x xFC 2 × 1 No No

Lin et al. [144] – Generator Mixedf Mixedf No x x xDiscriminator 6 No No

Shang et al. [145] x x Residual 50 Yes No x x

Koizumi and Smith [146] – Encoder 8 Yes No x xDecoder 8 Yes No

Lattas et al. [147] –

Encoderg 19 No No –Decoderg 19 No No
CNN 1013 Yes Yes

xGenerator 24 + (3 × 24) Yes No
Discriminatorg 3 × 4 No No

Wang et al. [148] x x
Residual 18 Yes No x
Enc-Dec 4(enc)+4(dec)h Yes No x
Enc-Dec 4(enc)+4(dec)h Yes No x x

Tewari et al. [149] –
CNN 5 No No

xCNN 5 No No
CNN 7 No No

Chai et al. [150] x x

Encoder 16 No No

x x
Decoder 2 × 5 No No
FC 2 No No
CNN 16 No No
CNN 16 Yes No

Fan et al. [151] x CNN 52 Yes No xMLP #verts × 1 No No

aYi et al. [131] stacked two encoder–decoder networks, followed by two CNNs.
bPiao et al. [132] considered a CycleGAN composed of two stacked GANs. The generators are encoder–decoder networks with 8 layers each.
cYoon et al. [133] used two parallel encoders for the same decoder.
dOne of the encoders used by Yoon et al. [133] is an hourglass network, which has an encoder–decoder architecture with 5 and 6 layers, respectively.
eZeng et al. [137] trained separately two CNN with skip connections, one that refines the output of the other.
fLin et al. [144] used a mixed generator composed of a CNN, a residual network and three GCN, two of them with skip connections.
gLattas et al. [147] used as generator the pre-trained network from Gecer et al. [73]. They also adopted the GAN architecture from Wang et al. [152] that has three
discriminators.
hWang et al. [148] trained two encoder–decoder networks separately for different tasks.
14
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able 6
D-from-2D face reconstruction approaches based on deep learning - part III.
Reference Synthetic training Learning framework Training criterion

Fit Render Network type # Layers Skip connect. Iterative Param. space 3D space 2D space

Li et al. [153] x Encoder 18 // 50 Yes No xDecoder N/A No No

Tu et al. [154] x x Generator 50 Yes No xDiscriminator 6(CNN)+4(FC) No No

Wang et al. [155] x x
Residual 18 Yes No

x xEncoder (#images+1)×4 No No
Decoder 5 No No

Zhu et al. [156] x x Encoder 21 Yes No xDecoder 17 No No

Chen et al. [157] –
CNN 16 No No x x
Encoder 8 Yes No x xDecoder 8 Yes No

Gao et al. [158] x x Generator Mixeda Mixeda No x xDiscriminator N/A No No

Shu et al. [159] x x
CNN N/A Yes No x
Encoder 8 Yes No x xDecoder 8 Yes No

Lee and Lee [160] x x
Encoder 64 Yes No

x xDecoder 8 Yes No
Decoder N/A Yes No

aThe generator used by Gao et al. [158] is composed of a residual network, four parallel fully connected layers and three GCN, one of them with skip connections.
3
r
e
a
l
a

5.1.1. Fit&Render strategy
As stated above, the Fit&Render strategy is based on fitting a

DMM to real images. Then, to enlarge the variability of the set
f 2D pictures corresponding to a 3D face, synthetic images are
reated using the estimated 3D face. Even though this strategy
llows having realistic 2D images in the training set, which helps
he network to perform better at test time, it is not without
eaknesses. One drawback is that the accuracy of the trained
eep learning method is highly determined by that of the 3DMM-
itting algorithm used to reconstruct the ground truth 3D faces.
n other words, since the deep learning method is taught to
econstruct the estimated 3D faces, it will learn to reproduce
he results obtained with the 3DMM-fitting algorithm. Also, one
f the advantages of deep learning, which is its ability to learn
on-linearities from the training data, is restricted by the linearly-
odelled 3D data with which it is trained. Some works have

ried to overcome these obstacles by, for example, including real
atasets, reconstructing from multiple images, or by refining the
oarse 3D facial reconstruction.
The Fit&Render strategy was first introduced by Zhu et al. [99].

hey proposed a face profiling technique that is used to generate
mages across larger poses, creating the 300W-LP (300 W large
oses) database. They first estimated a 3D mesh over the given
ace image by fitting a 3DMM using [63,161] over the background.
hen, the 3D mesh was rotated and projected to the image
o generate a synthetic image similar to the original one but
ith a larger pose. This 300W-LP database has been used by
any other authors [103,105,106,116,119,122–124,131,142,143,
45,154,158–160] since it includes realistic and challenging facial
mages with the ground truth 3DMM and projection parame-
ers. Galteri et al. [127,128] also followed the Fit&Render strategy
to augment the FRGC dataset [162] by generating images with
novel poses similarly to Zhu et al. [99].

Guo et al. [18] noticed the shortcomings mentioned above and
proposed a pipeline for constructing a training set with detailed
3D faces and photo-realistic 2D images. To do so, they estimated
per-vertex displacements from the coarse facial shape obtained
with a 3DMM-fitting method, and then blended the albedo esti-
mated by the 3DMM so as to obtain a rendered image as close to

the original image as possible. Once all the rendering components

15
are estimated, they varied them to generate more realistic 2D
images.

Closely related to the Fit&Render strategy, some other works
proposed to fit a 3DMM to images without rendering after-
wards [19,101,102,110,112,113,133,139,140,153]. Jourabloo and
Liu [101,102], Jourabloo et al. [110], Chinaev et al. [139], Chaud-
huri et al. [140] and Li et al. [153] estimated the 3DMM param-
eters independently for each training image, whereas Liu et al.
[113] and Tran et al. [19,112] combined parameters extracted
from multiple images of the same person. Liu et al. [113] fitted a
3DMM to multiple images enforcing common shape parameters
to all the images of the same subject and estimating indepen-
dently for each image the shape deformation due to expressions.
In contrast, Tran et al. [19,112] computed a weighted average of
the shape and texture parameters estimated from the pictures of
the same person. The resulting parameters were considered the
ground truth for all the images of that subject. Differently from
all the other works, Yoon et al. [133] used the non-linear face
model created by [163], who used an autoencoder network to
learn a non-linear representation of textured 3D faces, and took as
training set the images fitted by [163] in their training phase. This
training dataset consists of 2D videos (i.e. consecutive 2D images)
from different angles and the corresponding model parameters.

5.1.2. Generate&Render
The Generate&Render strategy consists in sampling from a

DMM to obtain ground truth 3D faces and then creating cor-
esponding 2D images by rendering the 3D faces under differ-
nt conditions (poses, lighting, etc.). This strategy avoids using
n auxiliary 3DMM-fitting algorithm, and thus the network’s
earning capability is not limited to that of the reconstruction
lgorithm. However, unlike in the Fit&Render strategy, the 2D

images are not realistic because the rendering process is fully
synthetic, with synthetic backgrounds, lighting conditions, pro-
jection parameters, etc. Also, this strategy does not overcome
the shortcoming of learning from linearly-modelled data, since
still a 3DMM is used to create the ground truth 3D faces. Aware
of these drawbacks, the works that follow the Generate&Render
strategy propose different approaches to overcome them, such as
including real data, adding synthetic deformations to the 3D faces,
or adopting more complex training frameworks.
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The Generate&Render strategy strategy was used by Richardson
t al. [100], proposing a weak perspective projection and the
hong reflectance model [77] to render the synthetic images. This
pproach was strictly followed by some [104,107,108]. Richard-
on et al. [107] and Sela et al. [108] trained their networks using
nly the dataset generated by [100], unlike Dou et al. [104], who
lso used publicly available 3D face databases, namely, the FRGC2
atabase [164], the BU-3DFE database [165], and the UHDB31
atabase [166].
Similarly to Richardson et al. [100], Piao et al. [132] followed

he Generate&Render strategy to build their training set. However,
hey added small free-form deformations to the nose and chin of
ome of the generated 3D faces. According to the authors, this
llowed them to synthesise more realistic facial shapes, since real
aces may not be completely captured by a linear model.

Sengupta et al. [117] and Genova et al. [120] trained their
etworks in a two stage manner. Sengupta et al. [117], in the
irst stage, trained a simple network over synthetic data extracted
sing the Generate&Render technique. In the second stage, they
sed the pre-trained simple network to obtain normal, albedo and
ighting estimates for a set of real images. The training data set
as composed of synthetic 3D-2D data and 2D real images with
he estimated normals, albedo and lighting, whose goal was to
revent the network to produce trivial solutions. In contrast, Gen-
va et al. [120] trained the network with different training sets
n each stage. In the first stage, they used synthetic 3D-2D data
enerated following the Generate&Render strategy, whereas in
he second stage, they used only unlabelled images within an
utoencoder architecture.

.1.3. Self-supervision
Given the lack of real ground truth 3D-2D paired data and

he drawbacks of training with synthetic sets, a new strategy –
elf-supervision – is gaining attention. The main idea is that the
ata itself provide the supervision by adding a rendering layer at
he end of the network [109,116,118,121,123–125,129,130,135,
41,144,146,148–150,157,160]. This rendering layers takes the
extured 3D face and the rendering parameters estimated by
he main network and renders a synthetic image. This enables
o train the network end-to-end without the need of ground
ruth 3D faces by minimising the difference between the input
nd the rendered images. Some works [109,116,118,121,123–
25,129,130,148,150] trained their network with synthetically
odified images to enlarge the variability in illumination, pose,
tc., whereas others only used real images [135,141,144,146,149,
57,160].
In addition, Zhou et al. [125] used a set of real 3D facial scans

o train an autoencoder network, whose decoder is used in the
mage-to-mesh encoder–decoder network, and Wu et al. [130]
re-trained their network in a fully supervised manner using
he 300W-LP dataset generated by Zhu et al. [99]. Sanyal et al.
126] and Wang et al. [134] also trained their network in a self-
upervised manner, but instead of rendering a synthetic image,
hey projected only the landmarks position onto the image plane.

Liu et al. [114] and Tu et al. [154] used self-supervised train-
ng without a endering layer. Liu et al. [114] trained a 3D-to
3D autoencoder network to use the decoder in the 3D face
econstruction process, similarly to [125], but they also included
ynthetic 3D faces generated using a 3DMM to also train it in a
upervised manner (having dense correspondence). On the other
and, Tu et al. [154] combined images with ground truth 3DMM
nd pose parameters, with images without supervision. In this
ay, the network estimates parameters for the images without
round truth from the conditional distribution learnt from the
mages with ground truth.
16
.1.4. Others
The two main strategies, Fit&Render and Generate&Render,

ere combined by Trigeorgis et al. [111], Zeng et al. [137] and Kim
t al. [115]. Trigeorgis et al. [111] constructed their training
ataset using the ICT-3DRFE database [167] and the Photoface
atabase [168] to generate synthetic images varying the illumina-
ion. They followed the Fit&Render strategy using the LSFM [48]
s 3DMM and adding expressions with the FaceWarehouse model
46]. With the same models, they randomly generated synthetic
D faces, which were aligned to in-the-wild images to provide
ealistic backgrounds to the rendering. Zeng et al. [137] built
heir training set in a similar way, using both strategies, although
hey also added images from the CACD dataset [169] without
orresponding 3D faces to train their network in a self-supervised
anner. In contrast, Kim et al. [115] built an initial training set
sing Generate&Render, which was used to pre-train the network.
hen, during iterative training, they followed the Fit&Render

strategy using the pre-trained network to estimate the model
parameters from real images. Gaussian noise was added to these
estimated parameters before rendering synthetic images, which
were used to train the network in the next iteration.

Although most of the works built training sets following one
of the three main strategies, there are others that followed none
of them. Song et al. [98], Bai et al. [138], Fan et al. [151], Ramon
et al. [136], Lattas et al. [147], Wang et al. [155] and Zhu et al.
[156] trained their network using only real data. The first au-
thors obtained the 2D-3D pairs from the BU-3DFE database [165],
whereas Bai et al. [138], and Fan et al. [151] used the Stirling/ESRC
3D face database and the FRGC v2.0 database, respectively. The
first authors enlarged the training set by rendering 2D images
from the textured 3D scans, whereas [151] fitted a 3DMM to
2D images and then non-rigidly registered them to the trian-
gulated depth images to obtain ground truth 3D faces with the
same triangulation. In a similar way, Zhu et al. [156] also fitted
a 3DMM but to RGB-D images and the non-rigid registration
was conducted by finding correspondences based on geome-
try and texture. Differently, Ramon et al. [136], Lattas et al.
[147], and Wang et al. [155] built the training set themselves.
The first [136] captured 2D images and 3D faces from more
than 6,000 subjects, and the second [147] captured 3D faces
and reflectance maps of over 200 individuals under 7 different
expressions. Since Wang et al. [155] estimated the 3DMM pa-
rameters, they constructed a dataset by refining, with known
photometric parameters, the coarse shape extracted by fitting a
3DMM to three images captured under different lighting condi-
tions. In addition, they enlarged the training set by following the
Generate&Render approach but transferring the albedo from the
captured images. They also rendered synthetic images from 3D
faces obtained by non-rigidly registering the mean of the 3DMM
to the 3D faces in the Light Stage [170] database and, again,
transferring the albedos from the captured images.

5.2. Learning framework

The core part of a deep leaning algorithm is the network
itself, in terms of its architecture and how it learns its weights.
The most straightforward learning framework is a single neural
network that is trained in a single pass (Section 5.2.1). Alter-
natively, some authors trained their networks in an iterative
manner (Section 5.2.2) and/or exploited the potential of more
complex architectures composed of multiple networks, such as
encoder–decoder architectures (Section 5.2.3) or generative ad-
versarial networks (Section 5.2.4). Also, some researchers trained
each of the multiple networks to perform specific sub-tasks (Sec-
tion 5.2.5).

Even though the most widespread way of representing 3D
facial data is with a triangular mesh, most works rely on other
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epresentations, such as depth maps and 3DMM parameters.
his is due to the inability of the classical 2D convolution-based
etworks to process non-Euclidean data, such as meshes. Never-
heless, a recent research field named geometric deep learning
tudies how to extend convolutional networks to non-Euclidean
nputs, allowing to directly dealing with 3D facial meshes. In
ection 5.2.6, we include a brief technical background on this field
nd summarise how it has been used to solve the 3D-from-2D
ace reconstruction problem.

.2.1. Single network with single-pass training
Convolutional neural networks (CNNs) have shown impressive

esults when dealing with 2D images, encouraging researchers
o use CNNs to reconstruct the 3D face from uncalibrated 2D
mages [109,118,121,130,134,134–136,139,140,143].

Tewari et al. [109,118,121] and Savov et al. [135] trained a
NN based on the AlexNet [171] to regress the 3DMM parameters
shape, expression, and texture) together with the rendering pa-
ameters (projection and illumination parameters) from a single
mage. In Tewari’s et al. early work [109], the resulting recon-
tructions were coarse, and facial details were not captured.
ater, Tewari et al. [118,121] refined the coarse face resulting
rom the AlexNet by estimating displacements for each vertex as
oefficients from a generative model that is learnt directly from
he training data. Besides, Savov et al. [135] used the 3D face
econstruction to obtain a robust age estimation adding another
lexNet to regress the age of the person. They employed a soft-
eights sharing strategy [172] between both networks, which
onsists in adding layers that linearly combine activations from
nalogous layers from both networks. In the training stage, the
eights of the linking layers are learnt jointly to the rest of both
lexNets, and thus the network learns which weights to share.
In contrast, Wu et al. [130] and Ramon et al. [136] used

he CNN to extract image features that were then processed
y several parallel layers to regress the 3DMM and projection
arameters separately. They used the VGGNet [173] as feature
xtractor, which is a deeper network than the AlexNet [171] and
hus is able to extract more meaningful features, but it is also
lower. In addition, both works considered multiple images as
nput with the aim of obtaining more faithful 3D faces, given
hat multi-view reconstruction is more accurate than single-view
econstruction. Wu et al. [130] extracted features from three
mages of the same subject (frontal, left, and right views) and
rocessed them by two separated fully-connected layers: one of
hem regressed the projection parameters for each image, and
he other one regressed common 3DMM shape and expression
arameters of the subject. Ramon et al. [136] proposed a very
imilar approach, however, they aimed at building a network
hat could reconstruct a 3D face from both single and multiple
mages. Therefore, instead of regressing a single shape from the
GG-features extracted from the input images, they estimated
ll parameters individually for each of the input images using
3-layer perceptron as the regressor. Then, the resulting shape
arameters are combined with another multilayer perceptron to
utput a single shape.
Similarly to [109,118,121,135], Chinaev et al. [139], Guo et al.

143] and Wang et al. [134] directly regressed all the parameters
3DMM, rendering and projection) with a CNN. However, they
sed the MobileNet [174] which, according to all the authors,
s a fast and compact network, and therefore allows for real-
ime processing of the input images, even on mobile devices.
hereas Chinaev et al. [139] only estimated the above mentioned
arameters, [134,143] noticed that it was not sufficient and tried
o improve the accuracy obtained with the MobileNet by estimat-
ng additional features. Guo et al. [143] found that estimating the
D landmarks locations as a separated regression task, instead of
17
using the projection of the estimated 3D landmarks, improved
the results. On the other hand, Wang et al. [134] compensated
the limitations of the 3DMM by training the MobileNet to also
output middle-level corrections, which were represented as a
3D deformation field modelled by linear manifold harmonics
basis functions [81]. These corrections allowed them to obtain
lower error than [143] in the landmarks on the AFLW2000-3D
dataset [99].

With the same idea of real-time applications, Chaudhuri et al.
[140] built a CNN with Fire Modules from the SqueezeNet [175]
and squeeze-and-excite modules [176], which were designed
with the aim of reducing the model size and complexity without
compromising the accuracy of the results. With this architecture,
they achieved comparable results to those of Wang et al. [134]
on the AFLW2000-3D dataset [99].

Differently from the above works, [110–112,129,145] used
residual CNNs. These architectures make it possible to train very
deep CNNs by adding skip connections (connections between
non-consecutive layers). This increase in the complexity of the
model, with respect to non-residual CNNs, allows learning more
representative features, although it also requires much more time
to train.

Jourabloo et al. [110] aiming a better pose estimation for face
alignment, added two fully-connected layers at the end of each
residual block to estimate a visualisation mask, which measured
how much each surface normal was pointing towards the camera.
This visualisation mask was passed to the next residual block
through an additional input channel so that the next block can
correct the errors of the previous one.

On the other hand, [111,112,129,145] used the ResNet archi-
tecture [177] without modifying it, the first one with 101 layers
and the latter three with 50 layers. The work presented by Trige-
orgis et al. [111] was based on the classical shape-from-shading,
where the facial normals are estimated by assuming, generally, a
Lambertian reflectance model (Eq. (11)). They estimated the facial
normals with the ResNet and then retrieved the 3D facial surface
using [178].

Tran et al. [112], Deng et al. [129] and Shang et al. [145] ex-
ploited multiple views similarly to [130,136]. The former aimed at
face recognition and thus trained the ResNet to be discriminative
by using a training set with the same 3D face corresponding
to several images of the same subject. Deng et al. [129] recov-
ered the final reconstruction by linearly combining the single-
image reconstructions according to confidence scores estimated
by a second network. This way, a more accurate reconstruction
contributed more to the final reconstruction, which resulted in
better results compared with averaging the shapes. Different
from [129], Shang et al. [145] exploited the multiple views to
further drive the reconstruction process. They reconstructed the
3D face corresponding to a target image from two adjacent views
by imposing multi-view consistency, which allowed them to tune
the final reconstruction using the three images at the same time.
However, this approach forces the authors to train their network
with adjacent images, whereas Deng et al. [129] could train their
networks with ‘‘non-related’’ set of images.

5.2.2. Iterative training
In contrast to the single pass training adopted by the works

in the previous section, other authors proposed to train their
networks in an iterative manner. We can distinguish two different
approaches: one is based on iteratively improving the synthetic
training set, and the other on iteratively refining the result of the
previous iteration.

Kim et al. [115] followed the first approach. They updated
the training set in each iteration by adding synthetic images that
were rendered using parameters (after adding a Gaussian noise)
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stimated from real images by the trained network up to the
urrent iteration. Thus, in each iteration, the network was trained
ver a training set generated by the ‘‘previous’’ network. In this
ay, the training data distribution is more similar to the real
istribution, alleviating the bias effect of the synthetic data in the
raining process.

The second approach follows a similar idea to that of a cas-
aded regressor: each regressor estimates an update of the in-
ut parameters, which are estimated by the previous regressor,
uch that they are closer to the ground truth. Most of the pro-
osed works used the same architecture for all the iterations [99,
00,122,126,138,142], but [101,102] alternated regressors that
stimated updates for different parameters.
Richardson et al. [100] and Sanyal et al. [126] proposed a

etwork based on the ResNet architecture [177]. The former
rained the ResNet to estimate the 3DMM parameters (the pose is
re-computed using [179]) and then refined the resulting 3D face
y reconstructing fine details using [180]. In contrast, Sanyal et al.
126] estimated the pose together with the 3DMM parameters.
hey trained their network in a multi-view manner by imposing
he distance between shape parameters of different subjects to be
arger than the distance between parameters of the same person.

Zhu et al. [99,122] and Zhang et al. [142] focused their work on
arge-pose face alignment, i.e. the detection of facial landmarks,
y 3D face reconstruction. Zhu et al. [99,122] trained iteratively
6-layers CNN to output the update of the pose, shape and

xpression parameters. In their early work [99], they fed the
etwork with the 2D image and a feature representing the current
stimated 3D face, namely, the projected normalised coordinate
ode. This feature is computed as the projected 3D face with the
ormalised coordinates (to [0, 1]) as its colourmap, and allowed
hem to (1) pass to the next iteration the estimation of the
revious one, (2) reflect the fitting accuracy of the current esti-
ate, and (3) apply the convolution operation. In their extended
ork [122], they proposed a two-stream network whose outputs
re combined by a fully-connected layer. One of the streams
s that of [99] and the other one inputs the location of the
rojection of sampled 3D points. This architecture allowed them
o separately process two different sources of information that
omplement each other, thus improving the results from [99]. In
ontrast, Zhang et al. [142] used as additional input the patches
f the image centred at the projection of the 3D landmarks.
hey highlighted that these features are much faster than the
rojected normalised coordinate code proposed by [99,122] or
he projection of 3D points used by [101].

Bai et al. [138] estimated an update of the previously regressed
D face, instead of estimating the parameters update. The authors
rgued that existing 3DMMs are limited in their representation
ower and thus proposed to learn an adaptive basis Φadap at each
teration to model the updates. Then, the final reconstruction is
omputed as x = x + Φα+

∑3
i=1 Φ

i
adapα

i
adap.

Differently from all the above works, Jourabloo and Liu [101,
02] alternated two different regressors: one that estimated the
DMM parameters updates, and another that estimated the up-
ate of the projection parameters. Whereas in [101] they used a
ingle CNN, in [102] they used a Siamese network [181], which
as two branches with shared weights to process at the same
ime the input image and its mirrored image. With this ar-
hitecture they could enforce the update of the 2D landmarks
projection of the 3D landmarks) for the input image and the
irrored image to be similar, which further constrains the face
lignment problem, leading to better reconstructions.
18
5.2.3. Encoder-decoder
The encoder–decoder architecture partitions the network in

two parts: the encoder, which extracts representative features
of reduced dimensionality from the input face image, and the
decoder, which estimates a reconstruction of the input data from
the features estimated by the encoder. This reconstruction may be
a 3D face whose geometry corresponds to that of the face from
the input image, parameters of a facial model with which the 3D
face can be recovered, or a synthetic 2D image resembling the
input one, among others.

Although all the works presented in this section used an
encoder–decoder architecture to recover the 3D facial geometry
from 2D images, we have categorised them in 3 groups according
to how they apply this architecture. Firstly, there are works [106,
108,119,131,146,156] that considered the encoder and the de-
coder as a single network, without paying attention to the output
of the encoder. Others, in a second category, [98,120,125,133,141,
160] used the encoder to extract meaningful image features from
the 2D picture that help the decoder to estimate the 3D repre-
sentation. And, finally, the third category consists of works [113,
114,116,123,124,153] in which the encoder was trained to esti-
mate descriptive parameters, such as parameters related to shape
(identity), expression, texture, etc., which were then used by the
decoder to estimate the 3D face.

Within the first category we find the works by Sela et al. [108]
and Koizumi and Smith [146] who adopted the U-Net [182] with
skip connections between corresponding layers in the encoder
and the decoder. Both works used this network to estimate a
depth map and a correspondence map from each pixel of the
image to a vertex of a reference mesh. Sela et al. [108] used as
reference a template mesh, which they non-rigidly registered to
the estimated depth map using the correspondence map. They
refined the resulting coarse mesh by estimating a displacement
map from local variations in the image colours [12]. With this
method, they obtained very detail 3D faces, although could not
cope with low resolution images. On the other hand, Koizumi
and Smith [146] used the mean shape of a 3DMM as refer-
ence mesh, thus, with the depth and correspondence maps, they
solved a least squares problem to estimate the 3DMM shape and
texture parameters and the rendering parameters. Unlike [108],
they trained the network end-to-end by adding the least squares
layer and a rendering layer (see Section 5.1), which allowed
unsupervised learning.

Differently from the other works in the first category, Jackson
et al. [106] stacked two hourglass networks [183] to refine the
output of the first network with the second one. The hourglass
network is an encoder–decoder that uses residual modules and
skip connections between corresponding layers in the encoder
and the decoder, similarly to the U-Net [182]. However, the
skip connections in the hourglass network further process the
information with a residual module, which allows capturing in-
formation at every scale. With this architecture, Jackson et al.
[106] reconstructed a volumetric representation of the face that is
defined as a 3D binary discrete volume. According to the authors,
this representation simplifies the learning since it can be treated
as the probability of a voxel containing part of the face, and the
training 3D faces do not need to have a fixed number of vertices.
However, the resulting reconstructions are of low resolution. In
the same line, Yi et al. [131] used [106] to obtain a first estimation
of the 3D facial geometry, but constrained it using a 3DMM.
More specifically, they estimated the projection parameters and
the 3DMM shape and expression parameters from the volumetric
representation using a CNN. Since both networks were jointly
trained, the entire framework benefited from purely geometric
supervision and from the 3DMM.

Still within the first category, Feng et al. [119] proposed a
different 3D representation: they estimated a UV position map
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ontaining the XYZ coordinates of the estimated shape in the
V space. This representation allowed them to infer the invis-
ble parts of the face, thus directly predicting the complete 3D
ace. However, unlike the depth map [108,146] or the volumetric
epresentation [106,131], the UV coordinates in [119] need to be
ased on a 3DMM to maintain the semantic meaning of points
ithin the UV map. This work was extended by Zhu et al. [156],
ho employed the 3D representation and the network from [119]
o estimate a shape update from an initial shape estimation x0
btained with [122]. More specifically, they input the vertex
ositions and the texture of x0 as UV-maps (like [119]). The

texture UV-map is weighted by an attention map extracted from
the visibility of the vertices in the input image and the final
reconstruction is obtained by adding the estimated update to x0.
his approach allowed Zhu et al. [156] to obtain more detailed 3D
aces than [122] by estimating a shape update, and more accurate
esults than [119] by constraining the coarse shape using the
DMM-based approach from [122].
As stated above, a second category of works used the encoder

s a complex feature extractor. Genova et al. [120] used the
aceNet network [184] and passed its output to a decoder that
stimated the 3DMM parameters. Their core contribution was
training method that avoided the need of 2D-3D data pairs

nd, unlike many other works, did not rely on a rendering layer
o minimise the difference between the synthetic and original
mage (see Section 5.3.1 for more details). Yoon et al. [133] used
he VGGNet [173] and the hourglass network [183] to extract
eatures from the input image, but, unlike [120], they used the
eatures extracted by intermediate layers from both encoders.
hey concatenated these features and processed them by two
eparate networks [185] that estimated separately the pose pa-
ameters and the parameters of the deep appearance face model
f Lombardi et al. [163]. This model was constructed as a 3D
utoencoder, thus, to recover the textured 3D face from the
odel parameters, they used the pre-trained decoder from Lom-
ardi et al. [163]. However, this method requires a pre-built
erson-specific deep appearance face model to be used as input.
Unlike the above works that focus on estimating parameters

f a pre-built model, Chaudhuri et al. [141] approached the 3D
ace reconstruction problem as the construction of personalised
odels. To do so, they estimated shape and albedo corrections

rom a pre-built model taking as input a collection of frames from
video of a subject. They jointly trained a residual network that
stimated the pose, expression, and illumination coefficients for
ach of the input images, and an encoder–decoder that estimated
hape and albedo corrections with respect to the input model.
he encoder extracted features from the frames, and two separate
ecoders processed them to estimate the shape and the albedo
orrections, respectively. In this way, they could alleviate the
onstraints of pre-build facial models by estimating personalised
odels with more accurate basis, and thus more accurate 3D

aces.
Song et al. [98] and Zhou et al. [125] used the 3D face as

nput to drive the reconstruction process. The former [98] trained
wo radial basis function networks to extract the same intrinsic
eatures from the 2D image and the 3D geometry, respectively.
n this way, a 3D face can be reconstructed from a 2D image
y estimating the features with the 2D-network (encoder) and
rocessing them by the inverted 3D-network (decoder). In con-
rast, Zhou et al. [125] jointly trained an image-to-mesh encoder–
ecoder and a 3D autoencoder, which share the decoder, using
ecent graph convolutional networks (GCNs) (see Section 5.2.6).
his allowed them to jointly train the decoder (1) in a fully
upervised manner for the mesh-to-mesh stream; and (2) in a
elf-supervised manner for the image-to-mesh stream by adding
final rendering layer that creates a synthetic image from the

esulting 3D face.
19
Lee and Lee [160] also used a GCN to directly regress a 3D
facial mesh from image features (see Section 5.2.6), although their
main contribution is the non-deterministic feature-extractor.
They argued that the 3D face should be reconstructed with high
specificity from confident features and with high generalisation
ability from uncertain features. Therefore, to account for such
objectives, they pre-trained a network to estimate the uncertainty
of a feature by maximising the log-likelihood of features extracted
from images of the same subject. Then, the estimated feature
distributions were passed to a GCN to estimate the shape and
to the network proposed by [186] to estimate a UV texture map.
According to the authors, adding uncertainty to the image feature
acts as a regulariser, controlling generality for global shape and
specificity for details.

Finally, the third category of works trained their encoder to
estimate descriptive parameters. Most of them [113,114,116,123,
124] followed a similar approach: they extracted identity and
non-identity features from the input image with a single encoder,
and decoded each of them with separate networks. Liu et al.
[113] trained the decoders to output identity-related ∆xid and
xpression-related ∆xexp updates from a template 3D face xT,
hus reconstructing the final 3D face as x = xT + ∆xid + ∆xexp.
n a subsequent work, Liu et al. [114] followed a similar idea to
hat of [125] and used pre-trained decoders. These decoders were
rained within a mesh-to-mesh autoencoder architecture, which
an be used as a dense correspondence network, in a supervised
anner. In contrast, Tran and Liu [116] trained the encoder to
stimate shape (including identity and expression), texture and
rojection parameters, and directly regressed the 3D face and the
exture with the decoders. In their subsequent works [123,124],
hey estimated separately the lighting from the albedo, instead of
stimating jointly all the texture-related features, and revised the
egularisation scheme (see Section 5.3.3) to obtain more plausible
nd detailed textured 3D faces.
Differently from the above works, Li et al. [153] argued that

xpression and identity features extraction are two separate tasks
nd thus cannot be carried out with the same encoder. Therefore,
hey trained two parallel encoder–decoder networks in an end-
o-end manner to estimate separately identity and expression
eatures by taking global and local perspectives, respectively. To
o so, the identity network inputs the cropped face from the
nput image, whereas the expression network inputs different
ocal regions of the input facial image, both detected using [187].
ccording to the authors, decomposing identity and expression
ttributes, allowed them to reconstruct facial details and micro-
xpressions that are not captured by other works, obtaining much
ower reconstruction errors.

.2.4. Generative adversarial networks
Generative adversarial networks (GANs) allow learning the

istribution of the ground truth 3D faces by jointly training
wo separate networks, the generator and the discriminator, to
ompete with each other. The generator G : X → Y maps
the input data x ∈ X to a (possibly) different space y ∈ Y ,
(x) = y. The discriminator estimates the probability of a data
oint y ∈ Y being ground truth data and not being synthetically
enerated by G. In this framework, the discriminator is trained
o correctly distinguish between real and synthetic data, whereas
he generator is trained to fool the discriminator by generating
ata resembling real data. This approach has been used to refine
coarse 3D face [127,128,144] and to obtain more accurate 3D

aces [132,154,158].
Lin et al. [144] and Galteri et al. [127,128] pointed out the

imited power of the 3DMMs to recover fine details. Whereas Lin
t al. [144] focused on refining the texture obtained by a 3DMM-
ased reconstruction network [129], Galteri et al. [127,128] aimed
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t recovering fine geometric details to refine 3D shapes obtained
ith [35,112].
Specifically, Lin et al. [144] refined the per-vertex texture with

GCN [188,189] and extracted facial details from the input image
sing FaceNet [184], which were decoded with another GCN. The
nformation obtained with the GCNs was combined with a single
raph convolutional layer to obtain a 3D face with high-fidelity
exture.

On the other hand, Galteri et al. [127,128] refined the coarse
hape using a conditional GAN, taking the input coarse shape
s a condition in the estimation of the probability. This condi-
ional GAN was trained using the procedure proposed by Karras
t al. [190], which is based on progressively and simultaneously
rowing the dimension of the generator and the discriminator.
ccording to the authors, this way of training the GAN model
llows learning finer details progressively as the resolution of the
nput increases. Also, since processing 3D meshes is harder than
rocessing 2D images, Galteri et al. [127,128] converted the 3D
aces into 2D images by projecting them to the image plane but,
nstead of projecting the (x, y, z) coordinates, they extracted 3
features from each vertex. Galteri et al. [127] used the depth (i.e. z
coordinate) and the azimuth and elevation angles of the normal
vector. In a subsequent work, Galteri et al. [128] experimentally
found that the azimuth angle did not add relevant information,
and thus replaced it by the mean curvature of the surface at
the given vertex, which encodes the local variability of the face.
However, since the coarse reconstruction process is not included
in the framework, the architecture has to be trained from scratch
if the input coarse face is changed.

Differently from the above works, Tu et al. [154] and Gao
et al. [158] used the GAN architecture to regress more realistic
reconstructions: the former focused on regressing more accurate
3DMM parameters, whereas [158] used the discriminator to train
a decoder network to output more realistic 3D facial geometries.
Specifically, Tu et al. [154] proposed a conditional GAN where the
discriminator determines whether the estimated 3DMM param-
eters, given the input image, follow the conditional distribution
learnt from images with ground truth parameters. In other words,
the discriminator determines if the estimated parameters relate
to the input image in the same way as ground truth parameters
relate to their corresponding 2D images. In this way, according
to the authors, the generator is trained to regress more precise
and robust parameters. However, this approach cannot recover
facial deformations not captured by the 3DMM, and thus, the
reconstruction is limited by the facial model obtaining facial
surfaces that are excessively smooth to be realistic.

Gao et al. [158] proposed an encoder–decoder architecture
very similar to that of [123,124], where the encoder learns the
pose and lighting parameters and identity- and expression-
related features. Unlike Tu et al. [154], the identity and expression
are not modelled by a 3DMM, but decoded by 2 GCNs: one that
estimated the 3D face from both features and the other one
that used only the identity to estimate the albedo. As mentioned
above, Gao et al. [158] used the discriminator to force the ‘‘shape
decoder’’ to produce faces that follow the distribution of real 3D
faces. However, this distribution is learnt from 3D faces sampled
from a 3DMM, which limits the reconstruction ability to that of
the 3DMM, as in [154].

In contrast, Piao et al. [132] argued that, on the one hand,
training the network directly on 2D-3D synthetic pairs hinders
dealing with real images. On the other hand, training the net-
work in a self-supervised manner is likely to overfit. To over-
come this, Piao et al. [132] used a cycle-consistent GAN (Cycle-
GAN) [191] to transform realistic 2D images to synthetic-style
20
images. The CycleGAN consists of two GANs, {Gr,Dr} and {Gs,Ds},
that are concatenated forming a cycle:

Ir
Gs

Gr
Is. (13)

Gr : S → R maps a synthetic image Is to a real image Ir, and
Gs : R → S is its inverse. Then, an encoder–decoder network
inputs the synthetic-style image and estimates position UV-maps
of the 3D face, similarly to [119] (see Section 5.2.3). Therefore,
the whole end-to-end trainable network is:

Ir
Gs

Gr
Is

Enc-Dec
−−−−−−→ Facial position UV-map. (14)

According to the authors, mapping the realistic images to a
synthetic-style facilitates the shape estimation process of the 3D
face reconstruction network. However, they performed similarly
to other state-of-the-art methods, and the reconstructions were
not sufficiently detailed.

5.2.5. Multiple networks for different tasks
In this section, we group the approaches that use multiple

networks, where each one is trained for different tasks. These
approaches can be divided into three main blocks: (1) multi-
stage systems, (2) coarse-to-fine systems, and (3) networks with
ultiple-branches.
(1) In a multi-stage system, multiple networks are trained to

stimate different parameters in a sequential manner. For exam-
le, Sengupta et al. [117], Bhagavatula et al. [103] and Tewari et al.
149] used a CNN to extract features from the input image(s) and
onsidered multiple networks to estimate different parameters
rom the CNN’s output. Sengupta et al. [117] used two differ-
nt residual blocks to learn to separate low and high frequency
ariations into normals and albedo. Then, the output of the two
esidual blocks and the input image were jointly used to learn
he lighting parameters. Bhagavatula et al. [103] estimated the
arping parameters from a template to the input image and the
rojection parameters using different fully connected networks.
ince they aimed at face alignment, they refined the projection
f the resulting 3D landmarks into the image with an additional
etwork. On the other hand, Tewari et al. [149] used a Siamese
NN to extract features jointly from sets of four video frames.
hese features are fed into another CNN that averages them
nd estimates the shape and albedo parameters, common to all
he frames. The estimate for each of the input frames is further
efined by computing its own pose, illumination, and expression
arameters, using yet another Siamese CNN. However, the main
ontribution of [149] is that the shape and albedo models were
earnt in the training stage from in-the-wild Internet videos of
ver 6,000 subjects, obtaining in this way facial models that
eneralise well. Then, in the test step, only the model parameters
re regressed.
Unlike the above works, where each network regresses dif-

erent features from the input image, Shu et al. [159] proposed
main network that estimated a depth map and two additional
etworks that helped regularise the output of the main network.
iven that estimating depth from a single image is an ambiguous
ask, they used a pre-trained 3DMM-fitting network that helped
onstrain the space of possible solutions by taking depth maps
imilar to the 3D face obtained by the 3DMM. Also, aiming for
good generalisation to unseen real images, they trained the
ain network not only with labelled images (in which the depth
ap is known), but also with pairs of unlabelled images taken
t the same time instance from different viewpoints. However,
ccording to the authors, ensuring photo-consistency directly on
he multi-view images is not possible since the same anatomical
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oint may have different pixel colours in both images due to
ighting variations. For this reason, they trained another network
o predict the suitability of each pixel to be used in the multi-view
hoto-consistency loss, giving more weight to those pixels whose
olours do not change much between the images.
(2) A coarse-to-fine system is typically composed by two net-

orks connected in cascade and trained to estimate a coarse 3D
ace and the fine-level details, respectively. This approach was
ollowed by [18,19,107,137,147,148,151,155,157]. Fan et al. [151]
irst estimated a personalised template and then refined it by
stimating an update using a network based on the 50-layer
esNet [177]. The personalised template is initially estimated
y fitting a 3DMM to the input image and then each vertex is
efined by different 1-layer multi-layer perceptron (MLP) net-
orks. These MLPs take into consideration not only the vertex in
uestion but also a neighbourhood, together with their colours
xtracted by projecting the template into the input image.
Wang et al. [155], Richardson et al. [107], Guo et al. [18], Tran

t al. [19] and Chen et al. [157] estimated the coarse 3D face
y regressing parameters of a 3DMM, and refined it by adopting
ifferent alternative representation of the coarse faces.
For the fine network, Wang et al. [155] converted the 3DMM

arameters into a coarse normal map that was refined using the
eatures extracted from it and from the input image(s). These
wo sets of features were decoded to obtain a refined normal
ap. In contrast, Richardson et al. [107] converted the 3DMM
arameters into a depth map that was refined by a network
ased on the hypercolumn architecture [192]. According to the
uthors, this architecture generates a pixel-wise feature map that
ncorporates structural and semantic data, and it is able to capture
ine details in the input image. This work inspired Guo et al.
18] to apply the coarse-to-fine framework to videos instead of
ingle images. To do so, they included a coarse tracking network
hat predicted the next frame’s coarse parameters. On the other
and, Tran et al. [19] and Chen et al. [157] represented the fine
etails as a displacement map from the coarse face, and both used
he image-translation network proposed by Isola et al. [193]. Tran
t al. [19] trained their fine network with a supervised setting,
hus, they required ground truth displacements maps, which they
orrowed from Or-El et al. [180]. The drawback of this strategy
s that reconstruction power of their fine network is inherently
imited by the accuracy achievable with Or-El et al. [180]. To avoid
his, Chen et al. [157] added a rendering layer to train the network
n a self-supervised manner. More specifically, the fine network
rom [157] inputs two UV-texture maps, one extracted from the
nput image and the other extracted from the albedo estimated
ith the coarse network, thus obtaining a displacement map.
Differently from the above works, based on two networks,

eng et al. [137], Wang et al. [148] and Lattas et al. [147] stacked
hree different networks. Zeng et al. [137] trained each of them
o refine the depth map estimated by the previous network by
aking into account also the input image. The first two networks
ere trained in a fully supervised manner and, thus, their perfor-
ance was limited by the synthetically generated data. The third
etwork was trained in a self-supervised manner and designed
o that the input image is integrated not only in the input layer
ut also in several intermediate layers, which, according to the
uthors, helps to gradually correct the depth map locally.
Instead of refining directly the geometry, Wang et al. [148]

nd Lattas et al. [147] reconstructed photo-realistic 3D faces by
efining the texture estimated by a 3DMM fitting-based approach.

Wang et al. [148] used the first two networks to refine the
DMM-fitted texture, inputted as a UV map, and the third net-
ork to refine the 3D geometry using the refined texture. Specif-

cally, the first network separated the input texture into albedo

nd lighting, which were used to train the second network to

21
translate the texture UV map into a refined albedo UV map.
Finally, the third network estimated per-vertex displacements
using the refined UV albedo map. Similarly, Lattas et al. [147]
refined the output obtained with the 3DMM-fitting method pre-
sented by Gecer et al. [73] by inferring the diffuse and specular
albedo and normals, which are then used to improve the recon-
structed 3D face. First, the texture UV map estimated by [73] is
enhanced with a super resolution network [194], then an image-
to-image network [152] is trained to estimate the diffuse albedo
by removing the illumination from the enhanced UV texture map.
Finally, another 3 image-to-image networks [152] are trained to
infer the specular albedo, and the specular and diffuse normals.

(3) Finally, the third block is composed of approaches whose
architectures have multiple parallel networks that process the
input image to estimate different attributes. For example, Güler
et al. [105] and Dou et al. [104] attached different branches to
a main network where each of them estimates different param-
eters. Güler et al. [105] proposed to add branches at the end of
a ResNet-based network [177] to separately estimate the U- and
V-coordinates of an UV-map. In contrast, the network proposed
by Dou et al. [104] has a ‘‘sub-CNN’’ that combines features from
intermediate layers of the VGG-Face network [195]. This sub-CNN
estimates expression-specific features while the main network,
the VGG-Face, estimates the identity-specific features. Both types
of features are then combined to form a 3D face.

On the other hand, Chai et al. [150] proposed to process the
input image by two streams that separately estimate the shape
and the texture. The shape stream is composed of an encoder
that extracts image features, and two separate decoders that
estimate identity and expression attributes, which are combined
to construct the final 3D shape. In addition, the features extracted
by the encoder are passed through two fully-connected layers to
estimate the pose, illumination, and 3DMM albedo parameters.
The texture stream basically consists of a style transfer network,
where the style of the input image is transferred to the estimated
3DMM albedo in order to obtain a realistic skin-style texture
map.

5.2.6. Geometric deep learning
The most common way of representing a 3D facial surface is

with a mesh, i.e., an undirected graph whose vertices lie in R3.
owever, classical convolutions cannot deal with non-Euclidean
omains (such as meshes, graphs, manifolds, etc.), which is why
any researchers have used alternative representations compli-
nt with the Euclidean setting. As we have already mentioned
bove, some have used depth maps [108,146,159] or volumetric
epresentations [106,131], and others have projected the 3D face
nto a 2D space, such as the input image space [99,101,122] or
he UV space [105,119,156]. Still, the parametric representation
rovided by the 3DMMs is the most widespread [100,109,118,
20,121,130,135,136,150,154], since the 3DMMs model the shape
ariations with an Euclidean subspace, in which a 3D face is
escribed by the model parameters.
An emerging recent research field called geometric deep learn-

ng [196] has focused on generalising deep learning methods to
on-Euclidean data. In particular, Bruna et al. [197] proposed a
echnique to extend classical convolutions to graphs using spec-
ral filters. More specifically, given a mesh with a set of N vertices

⊂ R3 and an adjacency matrix A ∈ {0, 1}N×N , its normalised
graph Laplacian is defined as

L = IN − D−
1
2 AD−

1
2

where D is a diagonal matrix whose entries are the degree of each
vertex, Dii =

∑N
j=1 Aij, and IN is the N×N identity matrix. Since L

is real symmetric, there exists an orthonormal matrix U ∈ RN×N

and a diagonal matrix Λ ∈ RN×N such that L = UΛUT. The
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igenvectors of L, i.e., the columns of U, form an orthonormal
asis of RN analogous to the Fourier basis in the Euclidean space,

and the projection of a signal x ∈ RN into this space, F(x) =
Tx ∈ RN is called its graph Fourier transform. In this new basis,
he graph convolution operation ∗G of a signal x ∈ RN with a
ilter g is defined as a product in the spectral domain:

∗G g = F−1 (F(x) ⊙ F(g))
= U

(
UTx ⊙ UTg

)
here ⊙ is the Hadamard product, and F−1(x) = Ux is the

nverse graph Fourier transform (due to the orthonormal property
f U). Therefore, if we denote gw = diag(UTg) ∈ RN×N , which can
e interpreted as the coefficients of a filter in the spectral domain,
he graph convolution is simplified as

∗G gw = U
(
gwUTx

)
. (15)

Thus, the convolution on the non-Euclidean graph domain on
he left-hand side of Eq. (15) becomes a straight-forward product
n the spectral domain, which is related to the graph domain
y simple matrix operations. This construction of the spectral
raph convolution is followed by all the works that extended the
uccessful CNNs to undirected graphs, called graph convolutional
etworks (GCNs), differing in the choice of the filter gw. We
efer to a recently published survey on GCNs presented by Wu
t al. [198] for a more detailed overview of these networks.
evertheless, we outline the most used filter among the works
resented in this section, which is parametrised by a truncated
xpansion of the Chebyshev polynomials:

w =

K∑
k=0

wkTk(Λ̃)

here Tk(·) is the Chebyshev polynomial of order k,w = (w0, . . . ,
K ) ∈ RK+1 are the weights that are learnt by the network in
he training phase, and Λ̃ = 2Λ/λmax − IN , with λmax the max-
mum eigenvalue of L. Therefore, the spectral graph convolution
Eq. (15)) is written as

∗G gw = U

((
K∑

k=0

wkTk(Λ̃)

)
UTx

)
.

Denoting L̃ = UΛ̃UT
= 2L/λmax − IN , it is easy to prove that

k (̃L) = UTk(Λ̃)UT, thus the spectral graph convolution becomes

∗G gw =

K∑
k=0

wkTk (̃L)x,

hich simplifies the computations since the Chebyshev polyno-
ials are defined recursively, and the eigendecomposition of the
raph Laplacian L is avoided.
The introduction of GCNs allows directly processing the 3D

acial meshes, without the need of intermediate representations,
hus keeping its topological structure. In addition, the number
f parameters in GCNs is small, which translates to reduced
omputational complexity.
Motivated by the advantages of GCNs, in the past few years

here have been researchers that have used this type of networks
o build non-linear 3D facial models [37–39]. By training a mesh-
o-mesh autoencoder, they are able to learn a low-dimensional
atent space that models facial shape and expression variations.
hen, after training, the encoder serves as a model fitting system
nd the decoder as a 3D facial mesh regressor.
Also, very recently, some of the proposed works on 3D face

econstruction from uncalibrated 2D images have used GCNs to
egress directly a 3D facial mesh. With a very similar idea to
22
those works that construct non-linear 3D facial models [37–
39], Zhou et al. [125] trained an architecture composed of a mesh
autoencoder and an additional encoder that extracts features also
from 2D images (see Section 5.2.3). By jointly training the whole
architecture, both encoders learn the same latent representation
from both images and meshes, which are then directly decoded
into a 3D facial mesh. Lee and Lee [160], Gao et al. [158] and Lin
et al. [144] used GCNs to decode image features into 3D fa-
cial meshes. Whereas the former regressed the 3D shape from
uncertainty-aware features extracted from the input image (see
Section 5.2.3), Gao et al. [158] extracted identity- and expression-
related features and used two GNCs to separately regress the
3D facial shape and the per-vertex texture. In contrast, Lin et al.
[144] used GCNs to refine the per-vertex texture obtained with
a 3DMM-fitting scheme. Therefore, the features xi in Eq. (15) are
he RGB colours at each vertex, instead of their XYZ coordinates.

.3. Training criterion

Another decisive element for the learning is the training cri-
erion, i.e the loss function (also called cost or error function)
inimised by the network in the training process. Evidently,

his loss function depends directly on the output of the network
ince, roughly, the weights of the network are learnt to minimise
he error between the estimated output and the ground truth.
ccordingly, we group the errors computed in the parameters
pace in Section 5.3.1, and the ones computed in the 3D space
n Section 5.3.2. Also, as stated above, many works have trained
heir networks with unlabelled data, thus we review the losses
sed to carry out self-supervised training in Section 5.3.3. In
ection 5.3.4, we show the losses used to train the proposed
enerative adversarial networks, and, in Section 5.3.5, losses that
annot be categorised in any of the above groups.

.3.1. Loss functions in the parameters space
Most of the presented works estimate the parameters of a

DMM from the input image. Among them, a popular term in-
luded in the cost function is the error between the estimated
nd the ground truth parameters, θ and θgt, respectively. Some of
hese works [101,102,117,130,133,140,150,159] simply computed
he Lp norm of the difference between θ and θgt (raised to pth
power),

Ep-norm(θ, θgt) =
θ − θgt

p
p =

K∑
i=1

|θi − θ
gt
i |

p
, (16)

whereas others [99,110,115,120,122,143,154] used a weighted pa-
rameters distance cost, which computes the Euclidean distance
between θ and θgt, but with weighting factors for each parameter
to balance their global importance,

Ewpdc(θ, θgt) = (θ − θgt)TW(θ − θgt). (17)

All the works that used Lp norms to compute the parameters
error either used the L1 [140], or the L2 [101,102,130,133,150,
159]. In addition, to regularise the reconstruction, Wu et al.
[130], Yoon et al. [133] and Shu et al. [159] minimised the
distance between the landmarks on the input image and the pro-
jection of the landmarks of the estimated 3D face. Moreover, Shu
et al. [159] ensured consistency in the parameters estimated from
images taken simultaneously but from different viewpoints by
minimising their difference. Jourabloo and Liu [102] used the
mirrored version of the input image to regularise the results
by including a term that ensured that the landmarks on the
input face were similar to those on the mirrored image (with a
reordering), thus minimising L2 norm of the difference between
the projected landmarks over the original image and over the
mirrored image.
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Differently from the above works, Sengupta et al. [117] used
oth the L1 and the L2 norms, depending on the parameters. The
rror over the lighting parameters γ was computed using a L2
orm, whereas the error over the surface normals n, the error
ver the 3DMM texture parameters β, and the image error were
omputed using the L1 norm:

γ (γ, γgt) =
γ − γgt


2 ,

n(n,ngt) =
n − ngt


1 , (18)

β(β,βgt) =
β − βgt


1 ,

On the other hand, the works that used the weighted pa-
ameters distance cost (Eq. (17)) have proposed different weight-
ng matrices, which is the main difference between them. The
eight matrix used by Jourabloo et al. [110] is a diagonal matrix
ith the inverse of the standard deviations of each parameter,
= diag

(
1
σ1

, . . . , 1
σK

)
, which normalises the importance of each

lement in the loss function.
As described in Section 5.2.2, Zhu et al. [99,122] used a cas-

aded regressor approach to iteratively estimate the parameters
pdate ∆θk to move the initial parameters θ0 closer to the θgt.

Thus, the cost function in Eq. (17) is slightly modified to

Ewpdc(∆θ,∆θgt) =
(
∆θ − ∆θgt

)T W (
∆θ − ∆θgt

)
where ∆θgt = θgt − θ0. In both works, the weight matrix is a
diagonal matrix W = diag(w), w = (w1, . . . , wK ). Zhu et al. [99]
defined the weights wi, i = 1, . . . , K proportional to the squared
error of model projections on the 2D image:

wi =

P (x(θ̃[i]
)

, θ̃
[i]
)

− P
(
x
(
θgt
)
, θgt

)
2∑K

k=1 wk
. (19)

ere, θ̃
[i]

defines the vector of parameters where the ith element
omes from the estimated parameter θ̃

[i]
i = θi, whereas the rest

ome from the ground truth θ̃
[i]
j = θ

gt
j , ∀j ̸= i. x(θ) defines the

D facial shape built with the shape and expression parameters
rom θ, and P(x(θ), θ) defines the projection of x(θ) according to
he projection parameters in θ. In a subsequent work, Zhu et al.
122] enhanced this formulation to optimise the weights at each
teration

∗
= argmin

w

P(x(θ̌), θ̌)− P
(
x(θgt), θgt

)2
2

+ λ
diag(w)(θ − θgt)

2
2

s.t. 0 ≤ wi ≤ 1, ∀i

where θ̌ = θ + diag(w)(θ − θgt) and λ ∈ R≥0. According to
the authors, adding the weighted updated diag(w)(θ − θgt) to
the current estimated parameters θ allows estimating a new face
closer to the ground truth face, thus improving the final result.

A similar approach was used by Tu et al. [154] and Guo
et al. [143], who proposed weighting matrices based on that
from [99] (Eq. (19)). Whereas the former [154] only computed
the projection of the landmarks, rather than projecting the whole
facial reconstruction x(θ), Guo et al. [143] computed the distance
between the 3D faces directly and normalised the weights by
their maximum value:

wi =

x(θ̃[i]
)

− x
(
θgt
)

2

max {wk}
K
k=1

.

In contrast, Genova et al. [120] and Kim et al. [115] used a
ommon weight for all the parameters of the same space, i.e., one
eight for the shape parameters and another one for the texture
arameters. Additionally, Gecer et al. [73] used other two terms:
23
identity loss and batch distribution loss. The first one ensures
that the identity features f extracted from a real input image and
from the image rendered using the parameters estimated by the
decoder are similar, and it is computed based on cosine similarity:
Eid(fi, fj) = fi · fj. The batch distribution loss is a regularisation
term applied at a batch level rather than to the whole training
set, which enforces that the estimated parameters match the
zero-mean standard normal distribution, assumed by the 3DMM.

Finally, Tran et al. [19,112] and Sanyal et al. [126] also used
losses in the parameters space, but adopted none of those ex-
plained above. Tran et al. [19,112] highlighted that the Euclidean
loss, i.e. L2, favours reconstructions closer to the mean, resulting
in less detailed faces. To avoid this, they used the asymmetric
Euclidean loss, which decouples the over-estimation and under-
estimation errors (first and second terms in Eq. (20), respectively),
favouring reconstructions further away from the mean:

Easym(θ, θgt) =

= w1
abs(θgt) − max(abs(θ), abs(θgt))

2
2 +

w2
abs(θ) − max(abs(θ), abs(θgt))

2
2 , (20)

where abs(·) and max(·) are defined for each element of θ and
θgt. The weights w1, w2 ∈ R≥0 control the trade-off between the
over- and under-estimation errors. In addition, in their subse-
quent work [19], they included a loss function to learn to predict
the bump map Γ (x, y), defined as a displacement for each pixel
x, y) in the input image, which refines the 3D face estimated
y [112]. This bump loss computes the error of the estimated
ump map, including the difference between the gradient of
he estimated and ground truth bump maps to favour smoother
urfaces

bump(Γ , Γ gt) =
Γ − Γ gt


1 +

∂Γ

∂x
−

∂Γ gt

∂x


1
+∂Γ

∂y
−

∂Γ gt

∂y


1
.

On the other hand, Sanyal et al. [126] proposed to feed the
etwork with subsets of R images during training, where R − 1
f these images were of the same person and the Rth image
elonged to a different person. This subset of images allowed the
uthors to impose shape consistency among the reconstructions
f the same person, while enforcing them to be different from the
econstruction of the ‘‘other person’’, basically following a similar
dea to the popular triplet loss [184]. This shape consistency
onstraint was mathematically expressed asαi − αj

2
2 + η ≤ ∥αi − αR∥

2
2 (21)

or all i, j = 1, . . . , R − 1, i ̸= j and some η ∈ R≥0, where αi are
he estimated 3DMM shape parameters for the ith image. They
translated Eq. (21) into the loss function:

E =

R−1∑
i,j=1

max
(
0,
αi − αj

2
2 + η − ∥αi − αR∥

2
2

)
.

.3.2. Loss functions in 3D space
Another loss function that has been used is the Euclidean dis-

ance between the reconstructed and the ground truth 3D faces.
lthough, as mentioned above, several representations have been
sed and thus the loss function may differ across representations.
mong the works that have computed the error in 3D space, some
egressed directly the 3D coordinates of the 3D face [103,113,
14,138,142,151,153,156,160], others estimated 3DMM parame-
ers [100,104,107,131,139,143,155,158], or a depth map [106,108,
31,137,145,159] used a volumetric representation.
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The works that estimated the 3D face directly, simply compute
he Lp norm (p = 1 or 2) of the difference between the estimated
D face, x, and the ground truth face, xgt,

rec
(
x, xgt

)
=
x − xgt


p .

pecifically, Fan et al. [151] and Zhu et al. [156] estimated an
pdate ∆x from a template face xT, therefore they minimised
∆x − ∆xgt


2, where ∆xgt = xgt−xT. Liu et al. [114] and Bai et al.

138] included two additional losses: a cosine distance between
ormals of the estimated 3D face ni, and normals of the ground
ruth ni,gt:

n
(
n,ngt)

=

∑
i

(
1 − cos

(
ni · n

gt
i

))
. (22)

nd an edge loss that forces each pair of adjacent vertices (xi, xj)
o be at the same distance as the corresponding vertices in the
round truth 3D face, (xi,gt, xj,gt):

edge
(
x, xgt

)
=

1
|E|

∑
(i,j)∈E

⏐⏐⏐⏐⏐
xi − xj


2xi,gt − xj,gt

2

− 1

⏐⏐⏐⏐⏐ .
where E is the set of edges in the estimated 3D face. According
to [138], these two losses improve the smoothness of the surface
while preserving high-frequency details.

To also train the network on face recognition, Liu et al. [113]
added a softmax loss that served as a face identification error.
Similarly, Li et al. [153] added the cross-entropy loss to obtain
more robust identity features. Finally, Bhagavatula et al. [103]
aimed at face alignment, thus added an Euclidean loss over the 2D
regressed landmarks so that the network also learned to estimate
the 2D landmarks over the input image.

Other works [100,104,107,131,139,143,155,158] estimated the
parameters of a 3DMM, thus, to apply the Euclidean loss to the
3D faces, first the 3D geometry (and texture in some cases) had
to be recovered by multiplying the model basis by the estimated
parameters,

Erec
(
θ, θgt

)
=
x (θ) − x

(
θgt
)

2 .

where θ are the corresponding model parameters, and x(θ) is the
recovered face from the 3DMM. In addition, Chinaev et al. [139]
included the L2 norm between the projection to the image plane
of the ground truth and the reconstructed 3D faces, and Wang
et al. [155] added the normal cosine distances (Eq. (22)).

Unlike the other works, Yi et al. [131] separated the influence
of the shape parameters α and the expression parameters δ to the
final facial geometry, x(α, δ),

Erec = wα

x(α, δgt) − x(αgt, δgt)
2
2 +

wδ

x(αgt, δ) − x(αgt, δgt)
2
2 ,

where αgt and δgt are the ground truth shape and expression
parameters, respectively. Similarly, Gao et al. [158] added a term
to train the network to disentangle the identity features from
the expression features. To do so, they minimised the differ-
ence between the 3D face reconstructed from known 3DMM
parameters, x(αgt, δgt), and the corresponding 3D face regressed
by the decoder from identity and expression features, fid, fexp,
estimated by the encoder, x(fid, fexp). Specifically, this term swaps
the identity and the expression of two input images IA and IB from
different subjects,

E =
x(αA,gt, δB,gt) − x(fAid, f

B
exp)


1

where αgt,A are the known shape parameters from IA, δB,gt the
known expression parameters from IB, and similarly, fAid and fBexp
the identity and expression features estimated by the encoder
24
from IA and IB, respectively. Also, to ensure smooth reconstruc-
tions, the difference between each vertex in the reconstruction xi
and its first order neighbours Ni is compared to that of a template
xi,T (the mean of the 3DMM):

Esmooth(x, xT) =

∑
i

⏐⏐⎛⎝xi −
1

|Ni|

∑
j∈Ni

xj

⎞⎠−

⎛⎝xi,T −
1

|Ni|

∑
j∈Ni

xj,T

⎞⎠⏐⏐.
Other works [108,137,145,159] estimated a depth map from

he input 2D image and, therefore, their reconstruction loss is
he difference between the predicted and the ground truth depths
aps. Zeng et al. [137] and Sela et al. [108] also included the L1

error between the normals as in Eq. (18) to avoid over-sharpened
estimations produced by the L1 loss in the depth error func-
tion. Shu et al. [159] also added a normals error but further
regularised the output depth map with a 3DMM by minimising
the difference between the estimated depth map and the depth
map obtained from a 3DMM-reconstruction estimated with a pre-
trained network. In contrast, Shang et al. [145] used the depth
error as an additional multi-view consistency loss to ensure depth
consistency across the three input images.

Jackson et al. [106] and Yi et al. [131] represented the recon-
structed 3D faces as binary volumes (see Section 5.2.3), thus they
minimised the sigmoid cross-entropy loss,

Evol
(
V , V gt)

=

∑
w

∑
h

∑
d

V gt
whd log (Vwhd) +(
1 − V gt

whd

)
· log (1 − Vwhd) ,

where Vwhd is the estimated value of voxel (w, h, d) and V gt
whd its

ground truth value.
Differently to all the works presented above, Trigeorgis et al.

[111] based their facial representation on the surface normals,
thus they minimised the cosine distance between the estimated
and the ground truth normals, as in Eq. (22).

5.3.3. Self-supervised training
Recently, comparing the synthetic image that results from ren-

dering the estimated 3D textured face, Imod, with the input image
Iin has allowed many researchers to train neural networks with-
out the need of 2D-3D data pairs (see Section 5.1.3). Usually, the
rendered image Imod is modelled by the Lambertian reflectance
model, which is approximated using spherical harmonics as basis
functions Y(n),

Imod(x, y) = A(x, y)γ TY(n)

where (x, y) are pixel locations, A is the albedo, n are the surface
normals, and γ the spherical harmonics coefficients.

Many of the proposed works [107,116,123–125,125,129,141,
144,148,150,157] drove the learning in a self-supervised manner
by minimising the Lp norm (p = 1 or 2) of the difference between
Iin and Imod:

EI = ∥Iin − Imod∥p . (23)

However, this loss alone is not capable of accurately reconstruct-
ing 3D faces and thus additional losses are included to further
constrain the training. One of the most used losses exploits the
known correspondence of landmarks by forcing the projection of
the 3D landmarks, ℓ̂ 2D, to match the 2D landmarks of the input
image, ℓ 2D:

Elmk2D =

L∑ℓ 2D
i − ℓ̂ 2D

i

2
2
. (24)
i=1
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Another loss that is widely used [123,124,129,144,148,150,
57] is the perceptual loss that enforces similar feature represen-
ations of both the rendered and the input images as computed
y a feature extraction function ϕ. Some works computed this
imilarity as the L2 norm of the difference between features
xtracted from Iin and Imod [123,124,148,157]:

I,ϕ(Imod, Iin) =
1
|C|

∑
j∈C

ϕj(Imod) − ϕj(Iin)
2
2

WjHjCj
, (25)

here ϕj(I) is the activation of the jth layer of the feature-
xtractor network when processing I with dimension Wj ×Hj ×Cj
number of rows, columns and channels, respectively), and C is
the set of layers used to compute the similarity. Alternatively,
other works [129,144,150] computed the cosine distance between
the feature vectors:

EI,ϕ(Imod, Iin) = 1 −
ϕ(Iin)Tϕ(Imod)

∥ϕ(Iin)∥2 ∥ϕ(Imod)∥2
. (26)

s feature extractor ϕ, Tran and Liu [123],Tran et al. [124] and
hen et al. [157] used the VGG-Face network [195], Deng et al.
129] and Lin et al. [144] used the FaceNet [184], Wang et al. [148]
sed the VGG-16 network [173] and [150] the ArcFace [80].
In addition, Tran and Liu [123] used three regularisation terms:

lbedo symmetry, albedo constancy and shape smoothness within
neighbourhood. In their latter work [124], to promote high-

evel details, they proposed to transfer this strong regularisation
o auxiliary shapes and albedos, and apply a weak regularisation
o the original ones by maximising similarity between them.
n the other hand, since Wang et al. [148], Chen et al. [157],
nd Richardson et al. [107] refined the resulting reconstruction
y estimating per-vertex displacements, such displacements were
lso regularised to avoid artefacts and distortions. The former
inimised the L1 norm of the difference between the gradient
f the input and the rendered images, claiming that using image
radients forces the network to focus on geometric details, and
egularised them with two terms: one that ensured small values
nd another one that ensured similarity between displacements
f neighbouring vertices. These two terms were also used by Chen
t al. [157] to regularise their reconstructions, but only the image
rror was used to estimate the fine details. Richardson et al. [107]
lso used only the image error but, instead of ensuring similar
isplacements in a neighbourhood, enforced the refined shape to
e similar to the coarse one.
Chai et al. [150] trained their network to transfer the style

f the face region in the input image to the texture modelled
y a 3DMM, obtaining a realistic skin texture Tout. To ensure
he style transfer, they included another perceptual loss, which
enalises differences in content, and a style loss, which penalises
ifferences in style, that is, differences in colours, textures, etc.
his second perceptual loss was computed as in Eq. (25) but
etween the 3DMM texture and the output texture, and the style
oss was computed as

style
(
Tface
in , Tout

)
=

1
|C|

∑
j∈C

Gϕ

j (T
face
in ) − Gϕ

j (Tout)
2
F
,

here Tface
in is the visible facial region of the input image, ∥·∥F is

he Frobenius norm, and Gϕ

j (I) is the Gram matrix defined as

ϕ

j (I) =
ϕ̂j(I)Tϕ̂j(I)
WjHjCj

,

with ϕ̂j(I) the activation of the jth layer of ϕ (whose shape is
Wj × Hj × Cj) reshaped into a 2D matrix of dimension WjHj × Cj
for an input image I.
25
Although most of the researchers adopted the image error
as in Eq. (23), there are others that followed a slightly differ-
ent approach [109,118,121,130,135,146,149]. Instead of making
a pixel-wise comparison between the input and the rendered
images, they compared the input image and the estimated colour
for every vertex:

EI =

N∑
i=1

Iin(x̂i) − ci

2

where ci is the estimated colour of a vertex xi ∈ R3, x̂i ∈ R2 is
its projection onto the image plane, and I(x, y) the colour of the
pixel (x, y) in image I.

Whereas most of them [109,118,121,130,135,149] also in-
cluded the landmarks error (Eq. (24)) and some regularisation,
Koizumi and Smith [146] proposed a landmark-free approach
by estimating a correspondences map and a depth map (see
Section 5.2.3) that were used to estimate 3DMM parameters.
Therefore, to be able to train the network end-to-end, they in-
cluded the least squared residuals and some regularisation terms
for the 3DMM and the camera parameters.

Unlike the other works, Wu et al. [130] reconstructed the 3D
face of a subject from three images (frontal, left, and right views),
thus they had to adapt the image error to take into account the
difference between several pairs of images:

EI =
IBin − IA→B

mod

2
2 +

IBin − IC→B
mod

2
2 + (27)IAin − IB→A

mod

2
2 +

ICin − IB→C
mod

2
2

where IAin, I
B
in, and ICin are the three input images (right, frontal,

and left, respectively), and Ii→j
mod represents the estimated 3D face

coloured with image Iiin projected into Ijin. However, the authors
reported that using only the image error does not ensure good
alignment between the input and the rendered images, thus they
proposed an alignment term that minimised the optical flow
between them

Ealign

(
Iiin, I

j→i
mod

)
=

∑
p

[ Fo

(
Ij→i
mod(p), Iiin(p)

)2
2
+

Fo

(
Iiin(p), Ij→i

mod(p)
)2

2

]
where Fo(Ii(p), Ij(p)) is the optical flow from Ii to Ij at pixel p
estimated using [199]. This alignment error was computed for the
same pairs of images as in the image error (Eq. (27)).

Even though the image error has been widely used to drive
the 3D facial reconstruction in a self-supervised manner, there
have been works that included the image error as an additional
constraint even though the training was supervised [117,137,145,
158–160]. In addition, Gao et al. [158] used a loss that minimises
the difference in the gradients of the images, similarly to [148],
and Lee and Lee [160] computed the cosine feature loss (Eq. (26))
between the input image and rendered images with random pro-
jection parameters. Lee and Lee [160] claimed that using random
projections made their method robust to different viewpoints.

On the other hand, Shang et al. [145] and Shu et al. [159]
used the image loss to ensure photometric consistency across
the multi-view input images similarly to Wu et al. [130]. Shang
et al. [145] used two adjacent images, IA1in and IA2in , to improve the
quality of the reconstruction obtained with the input target image
ITin, by minimising

E(IAj→T
mod , ITin) = M ⊙

ITin − IAj→T
mod


1

(28)

where IAj→T
mod is the synthesised target image from the adjacent

image IAj , M is the occlusion mask to account for the common
in
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isible face region, and ⊙ the Hadamard product. Shu et al. [159]
ighlighted that the same anatomical point may not have the
ame pixel colour across the different images, thus, to account
or this issue, they multiplied the loss in Eq. (28) by a suitability
ap S(I) that encodes the suitability of each pixel to be used for
omputing the photo-consistency loss. This suitability map was
stimated from I by another network.

.3.4. Adversarial loss
As explained in Section 5.2.4, [127,128,132,144,154,158] used

ANs, which consist of a generator G and a discriminator D that
re jointly trained for D to discriminate between real and fake
ata and for G to fool D. Therefore, D is trained to maximise
og(D(ygt)) ∈ (− inf, 0], while G is trained to minimise log(1 −

(G(x))) ∈ (− inf, 0]. This is expressed mathematically as the
following minimax problem

min
G

max
D

Ladv(G,D)

where

Ladv(G,D) = E
[
log
(
D(ygt)

)]
+ (29)

E
[
log
(
1 − D(G(x))

)]
.

[X] expresses the expected value of a random variable X .
In particular, Tu et al. [154] used the GAN architecture to

mprove the estimation of 3DMM parameters by evaluating the
onsistency of the predicted 3DMM parameters with the input
mage. To do so, they took pairs consisting of a latent repre-
entation of an image and the corresponding 3DMM parameters.
herefore, Eq. (29) becomes

adv(G,D) = E
[
log
(
D([f, θ])

)]
+

E
[
log
(
1 − D([̃f,G(I)])

)]
here f is the latent representation of an image with ground truth
DMM parameters θ and f̃ is the latent representation of an image
with parameters G(I) synthesised by the generator.
Galteri et al. [127,128], Gao et al. [158] and Lin et al. [144]

rained a GAN where the discriminator had to distinguish real,
in, from synthetic images, Imod. They adopted the paradigm of Im-
roved Wasserstein GAN [200], which, according to the authors,
llows for a more stable training. In this paradigm, the adversarial
oss is defined as

adv(G,D) = E
[
D(Iin)

]
− E

[
D(Imod)

]
+ (30)

+ λE
[∇ÎD(Î)

]
here Î is uniformly sampled between pairs of points from the
istribution of real and generated images. Since Gao et al. [158]
sed the discriminator to distinguish real from fake 3D faces and
ot images, in Eq. (30), Iin is the real 3D face, Imod is the estimated
D face, and Î are 3D faces uniformly sampled between pairs of
D faces from the real and fake distributions.
In contrast, Piao et al. [132] used a CycleGAN to map the real

mages to synthetic-style images and vice-versa. The CycleGAN
s composed of two GANs concatenated forming a cycle (see
q. (13)) and it is trained following the same idea of the simple
ANs but, additionally, a cycle-consistency loss has to be taken
nto account. This loss function enforces both generators to be
ble to recover the original image after performing a cycle. That
s, let Gr : S → R and Gs : R → S be both generators, with R
nd S the space of the real and the synthetic images, respectively;
hen, the cycle-consistency loss is defined as

(G ,G ) = E
[G (G (I )

)
− I

 ]+
cyc s r r s r r 1 t

26
E
[Gs

(
Gr(Is)

)
− Is


1

]
here Ir,Gr(Is) ∈ R and Is,Gs(Ir) ∈ S. Also, Piao et al. [132]

noticed that the adversarial losses (Eq. (29)) for each GAN and
the cycle-consistency loss are not sufficient to avoid artefacts
and large deformations in the image domain-transfer results.
Therefore, to further constrain the image mapping between the
real and synthetic image spaces, they considered a landmarks
error defined as

Llmks(G1,G2) = E
[ℓ2DIs − ℓ2DGs(Ir)


2

]
+

E
[ℓ2DIr − ℓ2DGr(Is)


2

]
where ℓ2DI denotes the landmark coordinates estimated in the
image I.

5.3.5. Other losses
Whereas most of the used losses can be classified into one

of the above categories, other losses have been proposed. Wang
et al. [134] used exclusively the landmarks error (Eq. (24)) but
benefited from the variety of landmark databases to increase
the number of anchor points by developing a dataset fusion
method. Ramon et al. [136] and Guo et al. [18] extended the
widely used landmarks error to all the vertices in the 3D face,
computing the distance between the projection of the estimated
and the ground truth 3D faces:

Eproj 3D(α, ζ) =
P (x(α), ζ) − P(xgt, ζgt

)2
2 (31)

where P(x, ζ) represents the projection of a 3D face x according
to the projection parameters ζ, and x(α) is the recovered 3D face
from the estimated 3DMM shape parameters α. Since Ramon et al.
[136] used multiple images, their loss function was the sum of
the losses for each of the images. On the other hand, Guo et al.
[18] separated the error produced by incorrect geometries and by
incorrect projection parameters to be able to control their effect
individually, and also for better convergence:

E = wEproj + (1 − w)Egeo

where

Eproj =
P(x(θgeogt ), ζ) − P(x(θgeogt ), ζgt)

2
2 and

Egeo =
P(x(θgeo), ζgt) − P(x(θgeogt ), ζgt)

2
2 .

with θgeo the parameters corresponding to the facial geometry.
Feng et al. [119] and Güler et al. [105] adopted an UV-based

representation of the 3D face, and thus used an according loss
function. Specifically, the former [119] estimated position UV-
maps (see Section 5.2.3) by minimising the Euclidean distance
between the ground truth and the estimation, adding a mask
that assigns a weight to each pixel in the map to penalise errors
on the facial regions that have more discriminative features. In
contrast, Güler et al. [105] discretised each dimension of the UV-
space, therefore dividing each ground truth (u, v) location into
a discrete part, which is defined as the nearest lower integer,
and a residual part, which is defined as the difference between
the discrete part and the ground truth value. In this way, they
combined a classification problem to estimate the discrete part,
and a regression problem to estimate the residual part. For the
former, they used the softmax cross-entropy loss, and for the
latter the smoothed version of the L1 norm proposed by [201].

As explained in Section 5.2.3, Song et al. [98] trained two en-
oders to extract the same features from 2D images and 3D faces,
nd then used the ‘‘reversed’’ 3D-encoder to obtain a decoder
hat regresses a 3D face from the features estimated by the 2D-
ncoder. Therefore, they used a reconstruction loss that ensures

hat both networks can be stacked together by minimising the



A. Morales, G. Piella and F.M. Sukno Computer Science Review 40 (2021) 100400

d
A
s

f
m
i
i

5

i
t
n
h
f
l

o
p
o
m
b
o
r
o
a
t
l
n

i
s
t
r
f
s
s

d
m
o
S
u
b
o
f
t
t
a

r
r
s
t
d
w
i
g

a
p
o
c
e

t
i
3
c
t
r
t
b
r

m
t
p
3
a
[
f
t

m
l
o
l
o
o
m
e
t
f

ifference between the input of one and the output of the other.
lso, to reduce the space of possible solutions, they added a
moothness regularisation term and a feature consistency term.
Finally, Shang et al. [145] proposed an epipolar loss to account

or multi-view consistency. This loss is computed as the sym-
etric epipolar distance between the 2D landmarks of the input

mage and the corresponding 2D landmarks in the adjacent-view
mages.

.4. Take-home message

Deep learning has proven to be a very powerful tool applicable
n many different fields, gaining the attention of great part of
he research community, and 3D-from-2D face reconstruction is
ot an exception. In the last few years, a large amount of works
ave proposed to reconstruct the 3D facial geometry of a person
rom one or more images, or even video sequences, using deep
earning, as can be seen in Tables 4, 5, and 6.

However, deep learning has an important drawback: the need
f huge training sets, in this case, composed of corresponding
airs of 2D images and 3D faces. Since obtaining this amount
f ground truth 3D facial scans is not always feasible, the com-
unity has explored two strategies to overcome this limitation:
uilding synthetic training sets, and self-supervision. The first
ne focused on building synthetic data by fitting a 3DMM to
eal images [99] and/or rendering synthetic images from 3D faces
btained by sampling from the 3DMM [100]. Even though these
pproaches allow for the construction of large heterogeneous
raining sets, reconstructing 3D faces outside the distribution
earnt by the 3DMM may be a difficult task, given that the
etwork is not taught with anything but 3DMM-generated faces.
The second strategy, that is based on self-supervision, is grow-

ng very fast since it avoids the need of ground truth 3D faces. This
elf-supervised approach consists in adding a rendering layer at
he end of the network that renders a synthetic image from the
econstructed 3D face. Therefore, in the training phase, the dif-
erence between the input and the rendered images is minimised
o that the network learns to generate 3D faces that produce
ynthetic images identical to the input images.
Although this approach bypasses the need of paired 2D-3D

ata, it has two weaknesses. Firstly, the texture of the 3D face
ust be accurately recovered, which is a difficult task in its
wn and, in some applications, it is not necessarily of interest.
econdly, the training process has to be carefully regularised
sing additional features, since minimising only the difference
etween the images does not guarantee a correct reconstruction
f the 3D geometry, due to the ill-posed nature of the problem. In
act, many works have used 3DMMs as prior knowledge to restrict
he space of possible solutions obtained with the self-supervised
raining, thus suffering from similar limitations to those described
bove for works using synthesised training data.
In addition, regardless of the training strategy, the shortage of

eal ground truth 3D facial scans entails another limitation: the
econstruction of fine details. Such details are the ones respon-
ible of making each person unique, and therefore are essential
o recover an accurate 3D face. However, synthetic data is not as
etailed as real 3D facial scans, since it is generated with a 3DMM,
hile the self-supervised training strategy learns from real 2D

mages, which do exhibit facial details, but not in 3D, making their
eometric reconstruction very difficult.
As a result, the reconstruction of the fine details has become

nother big challenge for the community. Some works have ex-
lored the benefits of multiple views, and the iterative refinement
f the resulting face. Also, many works followed a ‘‘divide and
onquer’’ strategy by proposing architectures composed of sev-
ral networks where each of them estimates a single attribute
27
(identity, expression, albedo, lighting, pose, etc.). In this way, each
stream can focus on a single task, improving accuracy.

Nevertheless, current results suggest that the subtle details
have to be estimated separately from the coarse shape. Some
works have estimated the details using already presented meth-
ods based on shape-from-shading such as [12,180], whereas oth-
ers have integrated several networks sequentially where each of
them refines the output of the previous one. Also, very recently,
there have been researchers that have used generative adversarial
networks to force the generator to produce more accurate 3D
facial reconstructions.

Even so, the most promising lines of research depart from
the 3DMM either by estimating non-linear facial models, or by
adopting geometric deep learning methods. On the one hand,
the estimation of non-linear models has been widely explored,
mostly, by using encoder–decoder architectures. Under this ap-
proach, the network learns to regress parameters that are related
to different elements of the 3D face (shape, expression, albedo,
pose, etc.) from the input image, and then to recover the 3D face
from these parameters. Given the ability of neural networks to
capture non-linearities, with this approach facial details can be
modelled, and therefore reconstructed on the resulting 3D face.

On the other hand, geometric deep learning studies the adap-
tation of common mathematical operations in deep learning,
such as pooling or convolutions, to non-Euclidean data like 3D
facial meshes, thus allowing designing networks that address the
direct reconstruction of 3D facial meshes without the need for
alternative, and often limiting, representations of the 3D face.

6. Other machine learning methods

Although deep learning has been a widely used tool in 3D-
from-2D face reconstruction, other machine learning methods
have also been explored. Most of them approached 3D-from-2D
face reconstruction as a regression problem, either by learning a
single regressor [202–205] or a cascade of regressors [206–211].

Sánchez-Escobedo et al. [202] trained a regression matrix R
o estimate a 3D facial surface x from the contour of the input
mage c as x = Rc. To do so, they concatenated the M vectorised
D training shapes into the response matrix X ∈ RM×3N , and
oncatenated the pixel locations of the L 2D contours of the
raining images into the predictor matrix C ∈ RM×2L. Then, the
egression matrix was estimated by solving X = CR. Even though
his approach is very fast, its reconstruction power is limited
ecause only contours are used as facial shape information to
econstruct the 3D geometry.

On the other hand, Rara et al. [203] trained two regression
odels, one to recover the 3D face and another one to recover

he facial texture. More precisely, the shape regressor estimated
arameters of a PCA model built from the projection of a set of
D textured faces into the spherical harmonics space (Eq. (11)),
nd equivalently for the texture. With this method, Rara et al.
203] achieved low computational cost, however, they assumed
rontal poses and a Lambertian reflectance model, which limits
he reconstruction accuracy in unconstrained contexts.

Differently from [202,203], Rara et al. [204] built two statistical
odels; one that encoded the variation of the position of the 2D

andmarks in a face, and another one that encoded the variation
f the 3D landmarks. Thus, given the coefficients of the 2D-
andmarks-model, their proposed regressor estimated coefficients
f the 3D-landmarks-model, which were mapped back to R3. To
btain dense 3D shapes, they replaced the sparse 3D-landmarks-
odel with a model built from dense 3D shapes. Dou et al. [205]
xtended this work [204] by recovering the dense 3D face from
he landmarks with an additional coupled dictionary model built
rom corresponding pairs of sparse 3D landmarks and dense point
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ets. This additional step allowed Dou et al. [205] to obtain more
ccurate reconstructions than [204].
As stated above, a second group of works [206–211] proposed

cascade of linear regressors to estimate the 3D shape, instead
f a single regressor as the works above. Tian et al. [206] trained
cascade of regressors Rk to predict the shape update ∆xk

ccording to the difference between the 2D landmarks in the
nput image, ℓ 2D, and the 3D landmarks of the previous shape
rojected into the image ℓ̂ 2D,k−1, xk = xk−1

+ ∆xk = xk−1
+

k
(
ℓ 2D

− ℓ̂ 2D,k−1
)
. The regressors were trained by minimising

he Euclidean distance between the ground truth shape update
xkgt = xgt −xk−1 and the estimated shape update by the current

egressor over the M training pairs,

k
= argmin

R

M∑
m=1

∆xkm,gt − R
(
ℓ 2D
m − ℓ̂ 2D,k−1

m

)2
2
.

Although this method is able to exploit the information provided
from a variable number of input images and is robust to image
quality and expressions, it performs less accurately than state of
the art methods in case of large pose variations.

Contrary to [206], who takes as input the position of the
2D landmarks, Jeni et al. [207,208] and Liu et al. [209,210,211]
estimated the 2D landmarks in the input image along with the
3D shape. The former [207,208] used as input a 2D video, re-
constructing the 3D face for each frame. They trained a cas-
caded regressor to estimate a dense set of facial points in the
2D frame, which were in correspondence with the vertices of a
3D face model. Then, the 3D face model was fitted to the frame
by minimising the Euclidean distance between the projection
of the model vertices and the estimated 2D facial points. Un-
like [207,208], Liu et al. [209,210,211] trained a separate regressor
to estimate the 2D landmark locations, which was alternated
with the reconstruction of the 3D face. The landmarks regres-
sor updated the 2D landmarks from image features extracted
around the estimated 2D landmarks. Then, the shape regressor
estimated the update of the shape according to the landmarks
update. Whereas in their preliminary work [209,210] Liu et al.
estimated the face shape update jointly for the identity-related
and expression-related deformations, in their latter work [211],
they trained the shape regressor to estimate the identity and
the expression updates as separated elements such that xk =
k−1

+ ∆xkid + ∆xkexp. With this approach, Liu et al. [211] were
ble to substantially reduce the reconstruction errors.
Differently from all the previous works, Wang et al. [212]

ddressed 3D face reconstruction from an uncalibrated 2D video
s a minimisation problem based on dense optical flow. First,
personalised 3D template was obtained from the collection
f frames with [88], and the method by [213] was applied to
stimate a dense 2D optical flow of the video. With these two
lements, the following energy function was used to translate the
D optical flow to the personalised template,

(f, ρ) =

N∑
i=1

P(vi + f(vi), ρ
)

− Fo

(
P
(
vi, ρ

))
ϵ

where {vi}Ni=1 is the set of 3D vertices of the personalised 3D facial
template, P(v, ρ) is the projection of v according to projection pa-
ameters ρ, ∥·∥ϵ is the Huber loss, and f(v) = (∆vx,∆vy,∆vz) ∈

R3 is the per-vertex displacement estimated from the 2D optical
flow Fo. Further, two additional terms were added to ensure
local smoothness of the deformations f(·), and a fourth term to
regularise the deformations in the temporal domain. According to
the authors, the dense optical flow approach is able to improve
the reconstructions for large expressions, avoiding the need to

rely on the quality of pre-built facial models. t
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7. Applications

The possibility of reconstructing the 3D face of a person from
uncalibrated image(s) has granted a tool for many applications
to estimate 3D information from facial data, avoiding the need
for specialised machinery or controlled environments, which are
not always feasible. In this section, we show the impact of 3D-
from-2D face reconstruction by providing a brief review of some
of these applications.

Facial recognition. The goal of a facial recognition system is
to ‘‘recognise’’ a person from an image, that is, to match the
face from the picture against a database of faces. Traditionally,
this technology has been developed using 2D images, given the
simplicity of their acquisition. However, the facial appearance
of the same person may greatly vary across images, depending
on factors such as the pose in which the picture is taken, the
scene illumination and the expression of the person, making the
recognition task challenging. In contrast, the 3D facial geometry
is invariant to the pose and the illumination conditions, and
thus it can add robustness to the recognition. As a consequence,
and given that obtaining 3D facial data is not always feasible,
the community has explored facial recognition approaches based
on 3D face reconstruction from uncalibrated images by fitting
a 3DMM [78,214–217], using deep learning methods [112–114,
218], or training a cascaded regressor [211], among others.

Face alignment. Face alignment aims at locating facial land-
mark points in a 2D image. This field has been widely stud-
ied without the need of the 3D facial representation, obtaining
satisfactory results in frontal images. However, when the pose
deviates from the frontal view, not all landmarks are visible due
to self-occlusions. This obstacle has been overcome, to some ex-
tent, for moderate pose variations, where non-contour landmarks
are still visible, by changing the semantic meaning of contour
landmarks to silhouette landmarks [99]. However, for larger out-
of-plane rotations, where half of the face is occluded, this 2D
approach fails. As a result, many researchers have addressed face
alignment jointly with 3D-from-2D face reconstruction [99,101–
103,110,119,122,142,154,209]. By reconstructing the 3D facial ge-
ometry from the 2D image, out-of-plane rotations can be easily
estimated; thus, the location of the facial landmarks in the 2D
image can be determined by projecting the landmarks in the 3D
face into the image plane, as shown in Fig. 4.

Fig. 4. Face alignment examples extracted from [119]. First row: Visible facial
andmark points in the input image. Second row: 3D facial reconstruction
stimated from the input image.

Face animation. Reconstructing the 3D facial geometry and
he texture from a picture also enables the possibility of con-
tructing personalised avatars, which can be used in areas such
s gaming, movies, and virtual reality. Whereas some works fo-
used on obtaining high-fidelity textures [219], others focused on
econstructing subtle facial details [58,220], or on reconstructing
complete 3D head, including the hair [221,222]. Fig. 5 shows
ome examples of 3D animations obtained using 3D-from-2D face
econstruction methods.

Image editing. Estimating all the components participating in
he image formation process, such as the 3D facial geometry,
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Fig. 5. Examples of facial animations obtained using 3D-from-2D face recon-
struction. (a) Personalised avatar with high-fidelity texture extracted from [219].
(b) Highly detailed avatar extracted from [220]. (c) 3D avatar where the hair has
also been recovered, extracted from [222].

albedo, illumination, pose, etc. allows generating new synthetic
images by editing one or more of them. For example, face frontal-
isation is the task of generating a synthetic frontal image from
the estimated textured 3D face by modifying the pose to frontal
view [63,223–225]. Other examples of image editing are ma-
nipulation of the expression [226–228] and manipulation of the
illumination conditions [228]. These image editing methods are
widely used as data augmentation techniques, but also as pre-
processing procedures in other applications such as face recog-
nition. Examples of some of these image editing techniques are
shown in Fig. 6.

Facial reenactment. Facial reenactment, or facial motion re-
argeting, consists in capturing the facial appearance of a person
source) and transferring some of the estimated features (ex-
ression, pose, etc.) to another person (target). In this way, the
mage of the target subject is modified so that he/she exhibits
he chosen characteristic of the subject in the source image.
ransferring the expression (facial motion) allows modifying a
ideo sequence of a subject so that, for example, it matches the
29
Fig. 6. Examples of image editing applications using 3D-from-2D face recon-
struction. (a) Face frontalisation examples extracted from [225]. Left: Original
mage. Right: Frontalised image. (b) Synthesised facial expressions (right) from
he input image (left), extracted from [227].

ubbed audio [67,68,229]. It can also be used to animate an artist-
esigned 3D character [140,141], or to replace the face of the
arget subject with the face of the source subject [230]. Fig. 7
hows some examples of these applications.
Even though the applications introduced above are the most

xplored ones, the reconstruction of the 3D face from 2D im-
ges has also been used in other applications, such as anti-
poofing [231,232], age estimation [135], or craniofacial analysis
ith medical diagnostic purposes [23,24,233].

. Summary and conclusions

In this paper, we review the state-of-the-art of 3D-from-2D
ace reconstruction in the last decade, separating the different
roposed approaches into three main strategies: 3D facial model
itting (Section 3), photometric stereo (Section 4), and deep learn-
ng (Section 5). Fig. 8 illustrates the evolution of the field by
howing the cumulative number of published papers for each of
hese strategies.

Recovering the 3D face from uncalibrated 2D pictures is an
nderdetermined problem, that is, an infinite number of 3D faces
an generate the same 2D image if no additional information
s known a priori, such as the camera location or the lighting
onditions. Therefore, further constraints are needed to recon-
truct unequivocally the 3D facial geometry (and, in some cases,
he texture), either by making reasonable assumptions, or by
ncluding prior knowledge in the reconstruction process.

Traditionally, one of the non-invasive techniques that is used
o capture the 3D facial geometry is photometric stereo, where,
nder a completely controlled environment, the surface normals
re estimated by observing how different illumination conditions
ffect the appearance of the object. Given that these controlled
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Fig. 7. Examples of facial reenactment using 3D-from-2D face reconstruction. (a)
Video editing by transferring the expression, extracted from [68]. (b) Animation
of a 3D avatar transferring expression and pose, extracted from [140]. (c) Face
replacement extracted from [230].

environments are not always feasible, the community has de-
veloped a new branch within the photometric stereo field to
reconstruct the 3D face from uncalibrated images, i.e., from im-
ages obtained under uncontrolled conditions, a.k.a in the wild.
30
However, in this scenario, the reconstruction problem is again ill-
posed, hence additional constraints have to be added. A widely
explored approach to do so is the use of multiple images, which
allow researchers to have many samples of lighting conditions.
These methods are able to reconstruct highly detailed 3D faces,
although the assumptions they consider, such as Lambertian re-
flectance, are often too restrictive, and the estimated 3D faces can
show artefacts since no prior knowledge regarding the geometry
is included. Consequently, other works have proposed to restrict
the solutions by fitting a pre-designed 3D facial template, but
they are highly dependent on the characteristics of the cho-
sen template (age, gender, ethnicity, etc.), which can lead to
sub-optimal reconstructions. As a result, the photometric stereo-
based strategy has been barely explored in the last decade, as
shown in Fig. 8. Nevertheless, the most recent works have taken
advantage of the prior knowledge provided by statistical mod-
els to obtain a coarse reconstruction that is later refined with
photometric methods, obtaining impressive results.

Indeed, the use of statistical models has been widely explored
in the last decade (see Fig. 8), since they help obtaining plausi-
ble 3D faces by modelling the space of possible solutions, thus
avoiding artefacts or unrealistic 3D facial reconstructions. The
3DMMs are the most widespread statistical facial models, because
of their capacity of encoding the geometric (and possibly texture)
variations of the human face. Fitting a 3DMM to an image consists
in estimating the model parameters by minimising the difference
between the image and the projection of the 3DMM onto the
image plane, with the help of a set of corresponding 2D-3D
points. Most of the publications have approached the fitting as the
minimisation of a non-linear cost function, which allowed them
to easily incorporate as many terms as needed to further drive the
reconstruction process. However, this optimisation is prone to get
stuck in local minima and, generally, has a significant computa-
tional cost. These drawbacks have been identified by researchers
who have proposed linear approaches to avoid them, although
this often requires further assumptions, not always realistic. Fur-
thermore, it has been found that estimating the parameters of a
3DMM is not sufficient to recover fine facial details, since these
models usually encode global facial deformations. Thus, most
3DMM fitting approaches only reconstruct coarse shapes, and
they are not able to recover subtle geometric details that are still
important to achieve faithful reconstructions.

In the last few years, there has been a recent trend to explore
deep learning algorithms that is rapidly growing, as can be seen
in Fig. 8. These methods are especially well suited to learn non-
linearities and, thus, have the ability to recover subtle details of
each person, while keeping a realistic 3D face. Nevertheless, the
Fig. 8. Cumulative number of 3D-from-2D face reconstruction publications in the last decade within the different strategies: statistical model fitting (Section 3),
photometric stereo (Section 4), and deep learning (Section 5).
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ain drawback of deep learning methods is the huge amount
f data needed to train them. In the case of 3D-from-2D face
econstruction, the training dataset shall consist of pairs of 2D
acial images and the corresponding 3D facial geometry (option-
lly with texture), but obtaining a sufficiently large collection of
uch pairs is challenging. For this reason, early works exploring
eural networks for this purpose built synthetic training sets by
itting a 3DMM to real images and/or rendering synthetic images
rom randomly sampled faces (i.e. a kind of data augmentation).
ven though this allowed researchers to train complex neural
etworks, it has two main drawbacks. Firstly, using the recon-
truction from a 3DMM as ground truth limits the reconstruction
ower of the network to that of the 3DMM-fitting method. Sec-
ndly, training the network with synthetically generated images
ay lower its efficiency when dealing with real images.
As a consequence, the most recent works have reconsidered

he need to have 3D ground truth and have addressed the training
rocess in a self-supervised manner. To do so, they added a
endering layer at the end of the network that generates a syn-
hetic image from the estimated textured 3D face and rendering
arameters. This technique avoids the need of a large amount
f paired 2D-3D data by minimising the difference between the
nput real image and the one rendered by the network. However,
o be able to render a synthetic image from the estimated 3D face,
he texture must be accurately recovered, which is a challenging
ask in its own. In addition, the learning must be regularised
roperly to restrict the space of solutions, since only the image
rror is not enough to ensure the uniqueness of the solution.
On the other hand, the lack of real data also limits the learning

f fine details, which is currently a major concern of the com-
unity, since 3DMM-generated synthetic data is not as detailed
s the real one, and learning them from the input image is
reatly challenging. Empirical findings have shown that the best
econstruction of fine details is obtained when they are estimated
n a separate task from the global estimation of the 3D face.
s a consequence, many researchers followed a coarse-to-fine
pproach, which allowed them to recover accurately detailed 3D
aces, proving this strategy a promising research line.

Additionally, the community has begun to explore two other
pproaches just recently: GANs and GCNs. GANs have been ex-
lored from many different perspectives, since they allow train-
ng the 3D face reconstruction network to generate much more
ealistic 3D faces; however, given the lack of real 2D-3D paired
ata, how to adopt this type of architecture is still an open
uestion. On the other hand, some researchers have identified a
rawback common to all the presented works: 3D faces are usu-
lly represented by triangular meshes, which is a non-Euclidean
ata type, but classical deep learning operations can only deal
ith Euclidean data. Geometric deep learning is a recent research

ine that explores techniques to extend classical deep learning op-
rations to non-Euclidean data, such as triangular meshes, which
as motivated the appearance of a promising new approach to
irectly reconstruct 3D facial meshes from the input images.
Even though a wide range of different strategies has been

resented, a tool that is common to most of them is the 3DMM
ince it captures the highly complex variations of the human face
nto a linear subspace of reduced dimension. However, includ-
ng 3DMMs in the reconstruction process has two drawbacks.
irstly, the quality of the 3DMMs is highly dependant on the
ype of shape variations included in the training set, since facial
hapes can be very different between subjects of different ages,
ender, ethnicity, and even expressions. Secondly, 3DMMs model
acial deformations globally, which limits their ability to recon-
truct fine details. This limitation is also inherited by deep learn-
ng methods that employ 3DMMs either to generate synthetic

raining data or to constrain their internal (latent) representation.

31
For this reason, 3D facial models and 3D-from-2D face re-
construction are two closely related research fields that have
been developed cooperatively. 3D facial models allow ensuring
the plausibility of the 3D faces reconstructed from 2D images,
which boosted the field forward. On the other hand, 3D face re-
construction methods are limited by the representation provided
by facial models, leaving the reconstruction of fine details an open
problem. Therefore, improving the modelling power by means
of local or non-linear models may help obtaining more accurate
detailed 3D reconstructions.
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Appendix A. Notation

A.1. 3D facial model

M: number of faces in the model
N: number of vertices of the meshes

Shape model

x: shapes in 3D
M̃x: number of eigenvectors in the 3D facial shape model
φi ∈ R3N : eigenvectors of 3D facial shape model

Φ =

⎛⎜⎜⎝
...

...

φ1 · · · φM̃x
...

...

⎞⎟⎟⎠ ∈ R(3N)×M̃x

σ 2
αi

∈ R: eigenvalues of shape model
αi ∈ R: shape model parameters
α = (α1, . . . , αM̃x )
x(α): 3D face generated by α

exture model

c: albedo of a 3D face (a.k.a texture or colour)
M̃c: number of eigenvectors in the 3D facial texture model
ψi ∈ R3N : eigenvectors of texture model
Ψ ∈ R(3N)×M̃c

σ 2
βi

∈ R: eigenvalues of texture model
βi ∈ R: texture model parameters
β = (β1, . . . , βM̃c )
γd: diffuse lighting parameters
γ s: specular lighting parameters

A.2. 3D facial model fitting

Iin: input image
Imod: rendered image from reconstructed 3D face
L: number of landmarks
ℓ 2D: landmarks in the input image

3D
ℓ : landmarks in the 3D face
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R

ℓ̂ 2D: projection of landmarks in the 3D face ℓ 3D into the
image plane
ℓ̂ 3D: projection of landmarks in the image ℓ 2D into the 3D
face
κ: intrinsic camera parameters (depends on the camera
model, but usually focal length, principal point, . . . )
R: rotation matrix
τ: translation
ζ = {R, τ, κ}: projection parameters (intrinsic and extrinsic)
ρ: rendering parameters (including κ, R, τ and illumination
parameters)
P(v, ζ): projection of v ∈ R3 according to parameters ζ
EI: distance between Iin and Imod
Elmk2D: distance between ℓ 2D and ℓ̂ 2D

Elmk3D: distance between ℓ 3D and ℓ̂ 3D

Ereg: regularisation of the fitting parameters
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