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A B S T R A C T

This work proposes an efficient example-based photorealistic style transfer algorithm for video. Given a source
unprocessed video and a reference image color graded by an artist, we describe an automatic algorithm
to transfer the visual style of the reference onto the source footage. Our approach builds upon the color
transfer methods based on the statistical properties of images. These methods are fast and of low-complexity,
therefore suitable for real-time implementations. Our contribution is to adapt those methods to be used for
unprocessed video from cinema cameras, and optionally to incorporate regions of interest previously selected
by the user, affecting the final color transfer. The resulting videos are free from artifacts and provide an
excellent approximation to the intended look, bringing savings in pre-production, shooting and post-production
time. Results are free of spatio-temporal artifacts and the method outperforms diverse state-of-the-art methods
according to observer preference experiments.
. Introduction

Color plays a critical role in cinema as it greatly affects how we
erceive the film and the characters. It can build harmony or tension
ithin a scene, or bring attention to a key theme. If it is chosen

arefully, a well-placed movie color palette evokes mood and sets the
one for the film. Ideally, the intended color look would be conceived
eforehand, then implemented and carefully enhanced and rendered
y the colorist during post-production in a stage called color grading.
n the past, color grading was a photochemical process performed at

photographic laboratory, but nowadays it is generally performed
igitally in a color suite. Usually, in professional cinema, 3D look-
p tables (LUTs) are created under the supervision of the director of
hotography to set a look as well as to endow images with specific
ooks. Later on, these 3D LUTs along with the ungraded footage are
assed to the post-production stage, where the LUTs are used as a
tarting point for the final color grading of the movie. This whole
rocess is very costly in terms of budget and time and it may require a
ignificant amount of work from very skilled artists and technicians.

We propose a method that can ease the workload of cinematogra-
hers and colorists during shooting and post-production. In many cases,
he director wants to emulate the style and look present in a reference
mage, e.g. a still from an existing movie, a photograph, or even a
reviously shot sequence in the current movie. Given a reference image,
ur approach automatically transfers the style, in terms of tone, color
alette and contrast to the source ungraded footage: the algorithm is
pplied directly on the unprocessed images and it generates a display-
eady result that matches the style of the reference image. It is a low

∗ Corresponding author.
E-mail addresses: itziar.zabaleta@upf.edu (I. Zabaleta), marcelo.bertalmio@upf.edu (M. Bertalmío).

computational cost process that can be implemented in-camera, so the
lighting and scene elements can be adjusted on-set while seeing the
resulting image on the screen. While the method is proposed as a
substitute for some of the post-production tasks, it is compatible with
further refinements, both on-set and in post-production.

Contributions:

• Given a source unprocessed video and a reference image graded
by an artist, we describe an automatic algorithm to transfer the
visual style of the reference onto the ungraded source footage,
which can be encoded in any arbitrary linear or non-linear format.

• The style transfer procedure can take into account manual corre-
spondences selected by the user.

• The method is of low-complexity and amenable for real-time,
in-camera implementation.

• Results are free of spatio-temporal artifacts and the method out-
performs diverse state-of-the-art methods according to observer
preference experiments.

An earlier version of our work, with limited functionality and no
comparisons with other methods, was presented in [1].

2. Related work

Since Reinhard et al. [2] presented their pioneering work about
color transfer, this has been an active research topic. Their technique
takes advantage of the decorrelation property of the 𝑙𝛼𝛽 color space
and transfers simple statistical moments (mean and standard deviation)
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between each channel of the two images, i.e. source and reference.
The 𝑙𝛼𝛽 color space is constructed with the aim of decorrelating nat-
ural images, but it has some limitations that have been tried to be
overcome with the use of principal component analysis (PCA) [3,4].
Results are free of spatio-temporal artifacts and the method outper-
forms diverse state-of-the-art methods according to observer preference
experiments. In some scenarios, results can be improved by recovering
dense pixel correspondences between the images [5,6], or by having
user interaction such as segmenting the images [3,7,8].

Optimal transport is a popular framework for performing color
transfer between images. The work by Frigo et al. [9] uses the Monge–
Kantorovich formulation to map a pair of meaningful color palettes. Op-
timal transport theory is also used in the work of Ferradans et al. [10]
and the work of Rabin et al. [11], where they incorporate a spatial
regularization of colors and a relaxation of the bijectivity constraint
to avoid artifacts. An alternative framework to this theory has been
recently proposed by Grogan et al. [12], where they use a cost function
defined as the 2-divergence between two color distributions (modeled
s compact Gaussian mixtures). It must be noted that in both these
ypes of approaches a minimization of the distance between color
istributions can lead to the creation of color artifacts.

In the last years, there has been a line of research that has increased
n popularity: style transfer using convolutional neural networks, that
as first introduced by Gatys et al. [13]. These methods were initially
esigned to transfer the style of an artwork to a photograph, and they
re able to produce good non-realistic results from images with very
ifferent content and style; however, they fail in the case of producing
hotorealistic results free of painting-like distortions. A semantic seg-
entation of the source and reference images has been proposed [8], in

rder to adapt these methods to transfer the style between photographs.
lthough the results look visually more satisfying compared to the
reviously mentioned approach, user interaction is required and they
re not completely free of painting-like artifacts. Recently, Li et al. [14]
roposed a state-of-the-art method that aims to overcome these limi-
ations by adding a smoothing step to the stylization step; moreover,
t is faster than the previous photorealistic deep-learning approaches.
owever, when segmentation masks are not used, this method often
enerates inconsistent results with noticeable color and spatial artifacts.

While many image color transfer methods exist, only a few video
olor transfer algorithms have been proposed so far. One state-of-the-
rt color transfer method for video is the one proposed by Bonneel
t al. [7], it consists of a per-frame chromaticity color transfer based
n image statistics, followed by a curvature-flow smoothing to avoid
olor bleeding and flickering that may appear when applied to videos.
s they explain in their work, some color styles have spatially-varying
haracteristics that cannot be replicated with global color adjustments,
herefore they use a user-specified segmentation to produce results that
re more faithful to the style.

. The model

We propose a method to modify the style (in terms of luminance,
olor and contrast) of an ungraded source video (stored in any format),
ccording to the style of a reference color graded image. The algorithm
an be summarized as follows:

• Linearize the encoded source video sequence.
• Calculate a style transfer transformation for a selected frame in

the sequence.
• Apply the transformation calculated in the previous step to all the

frames in the sequence.

t

2

Fig. 1. Our method provides automatic processing of images, directly from the data
captured by the camera, to display-ready images. The resulting image or video has
the look in terms of luminance, color and contrast of a professionally edited reference
image. See image credits on Section 7.

3.1. Linearization of encoded source video

In digital cameras, the usual image processing steps include: demo-
saicing, white balance, color correction and encoding. The encoding
may preserve the linear relationship between light intensity and pixel
value at the sensor (as in RAW images), but more usually a non-
linear transfer function is applied in order to achieve perceptually-linear
quantization when encoding the image. This means that the compressive
nonlinearity used (a simple power law called gamma correction in the
ase of standard dynamic range (SDR) footage, or a logarithmic func-
ion or the PQ or HLG curves for high dynamic range (HDR) sequences),
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as it is applied before quantization and approximates brightness per-
ception, allows to devote more bits to encode the image values where
the information (and therefore the quantization errors) would be more
visible. See [15] for details.

As a first step, our method applies to the input footage the inverse
of the encoding non-linearity so as to ensure that the source content
is linear. This, of course, assumes that the non-linearity of the source
material is known, which is the case in all practical shooting scenarios.
And in the case that the source footage is RAW data from the camera
(demosaiced and white balanced), this step is not required because the
information is already in linear form.

3.2. Style transfer for a still image

Once the source footage has been converted to linear information,
a style transformation is calculated for a selected frame (typically the
first one) in the sequence. This transformation consists of luminance,
color and contrast transfer steps.

3.2.1. Luminance transfer
Let 𝑆0 be a frame of the linearized footage (that we will call the

source image) and let 𝑅 be the color graded image used as reference
image. In this step, a luminance transformation is calculated in order
for the source image 𝑆0 to match the luminance of the reference image
𝑅.

For calculating the luminance transformation we use the tone-
mapping algorithm proposed by Cyriac et al. [16]. This algorithm
calculates a variable exponent 𝛾, such that when applied to a linear
image 𝐼 , it performs a constrained histogram equalization creating a
non-linear image 𝐼𝑒𝑞 :

𝐼𝑒𝑞(𝑥) = 𝑇𝑀(𝐼(𝑥)) = 𝐼(𝑥)𝛾(𝐼(𝑥)), (1)

for each pixel 𝑥 in the image. The function 𝛾(⋅) is approximately
piecewise constant, going from one value 𝛾𝐿 for the luminance range
below the picture’s average, to another value 𝛾𝐻 for luminances above
the average, with a smooth transition in between; the numbers 𝛾𝐿, 𝛾𝐻
are image-dependent, they are found so that the resulting image 𝐼𝑒𝑞 has
a luminance histogram that is as flat as possible (see [16] for details).

We will assume that the SDR reference image 𝑅 has been encoded
with the standard gamma correction formula 𝑔𝑐, as detailed in ITU-R
Recommendation BT.709 [17,18]:

𝑔𝑐(𝑣) =
{

4.5𝑣 if 0 ≤ 𝑣 ≤ 0.018
1.099𝑣0.45 − 0.099 if 0.018 ≤ 𝑣 ≤ 1

(2)

where 𝑣 denotes pixel value in any of the color channels. Therefore,
𝑔𝑐−1(𝑅) is the linear-light version of the reference 𝑅.

Taking into account that the tone-mapping method of Eq. (1) per-
forms an approximate histogram equalization, then:

𝑇𝑀𝑠(𝑆0) ≈ 𝑇𝑀𝑟(𝑔𝑐−1(𝑅)) (3)

where 𝑇𝑀𝑠 and 𝑇𝑀𝑟 are the tone-mapping functions calculated for the
ource image 𝑆0, and for the reference image 𝑅, respectively. Then, the
esulting image 𝑆1 from this step, that matches the luminance of the
eference image 𝑅, is:

1 = 𝑔𝑐(𝑇𝑀−1
𝑟 (𝑇𝑀𝑠(𝑆0))) (4)

.2.2. Color transfer
We seek to transfer the colors of the reference image 𝑅 to the non-

inear image 𝑆1 (resulting from the previous step). Statistical properties
re often used to define a global mapping between two input images,
specially when correspondences between images are not available.
ollowing the same line as in [2–4], we transfer the statistics (mean
nd standard deviation) along each channel separately in a decorrelated
olor space. Principal Component Analysis (PCA) is applied to the RGB
3

Fig. 2. The statistical properties (represented as an ellipsoid) along the PCA axes of
the reference image are transferred to the source image through the matrix 𝑀 .

ource and reference images to find decorrelated spaces for each of
hem, but in our method there exist some modifications with respect
o the traditional color transfer methods based on PCA analysis, as we
ow explain.

Let 𝑀 be the matrix associated to the color transfer function; the
esulting image 𝑆2 from the color transfer step will be:

2(𝑥) = 𝑀 ⋅ 𝑆1(𝑥) (5)

for each pixel 𝑥 in the image.
Our method can incorporate a region of interest previously selected

y the user. Then, the color transfer function, represented by the matrix
, associates the following pairs of points:

• The points 𝑝𝑚 and 𝑝′𝑚, where 𝑝𝑚 is the mean value of the source
image and 𝑝′𝑚 the mean value of the reference image.

• The points 𝑝1 and 𝑝′1, where 𝑝1 = 𝑝𝑚 + 𝑣1, 𝑣1 is the first PCA axis
of the source image, 𝑝′1 = 𝑝′𝑚 + 𝑣′1, and 𝑣′1 is the first PCA axis
of the reference image. (First axis of PCA contains the luminance
information of the image [19,20]).

• The points 𝑝𝑖 and 𝑝′𝑖 for 𝑖 ∈ {2, 3}, where 𝑝𝑖 = 𝑝𝑚 + 𝑣𝑖, 𝑣𝑖 is the
𝑖th PCA axis of the source image, 𝑝′𝑖 = 𝑝′𝑚 + 𝜎𝑖 ⋅ 𝑣′𝑖 , 𝑣

′
𝑖 is the 𝑖th

PCA axis of the reference image, 𝜎𝑖 =
𝜎𝑖𝑟
𝜎𝑖𝑠

where 𝜎𝑖𝑟 is the standard
deviation of the reference image along the 𝑖 axis and 𝜎𝑖𝑠 is the
standard deviation of the source image along the 𝑖 axis. (Second
and third axes of PCA contain the chromaticity information of the
image [19,20]).

• If there is user input, there is an extra pair formed by the points
𝑝𝑠 and 𝑝′𝑠, where 𝑝𝑠 is the mean of the selected region of interest
in the source image in the chromaticity channels (that is the
projection of the point on the plane formed by the second and
third axes of the PCA), and 𝑝′𝑠 is the mean of the selected region
of interest in the reference image in the chromaticity channels
(again, the projection of the point on the plane formed by the
second and third axes of the PCA).

Therefore, the matrix 𝑀 associated to the color transfer function is
calculated by solving the following system of equations:

𝑝′𝑗 = 𝑀 ⋅ 𝑝𝑗 (6)

where 𝑝𝑗 and 𝑝′𝑗 is each of the pairs of points mentioned above (see
Fig. 2).

We have 16 unknowns for the 4 × 4 matrix 𝑀 . Each pair of point
correspondences gives us 4 equations, and if there is no selection of
a region of interest by the user, we have 4 point correspondences and
therefore 16 equations: the matrix 𝑀 is calculated by solving this linear
system of equations. In the case that the user selects a region of interest,
there are 5 point correspondences, so 20 equations. Then, the system
is overdetermined and the solution can be found by an optimization
procedure that minimizes the distance between 𝑝𝑖1 and 𝑀 ⋅ 𝑝𝑖2. We
use a least squares error approach to approximate the matrix 𝑀 that
performs the color transfer, that is the matrix 𝑀 that minimizes:
∑

𝑤𝑖 ⋅ (𝑝′𝑖 −𝑀 ⋅ 𝑝𝑖)2 (7)

𝑖
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Fig. 3. After applying our style transfer method to the original image (on top), it can
be observed that the colors in the background of the reference image (in the middle)
are correctly transferred to the background of the source image, as it is shown in the
resulting image (in the bottom). See image credits on Section 7.

where 𝑝𝑖 and 𝑝′𝑖 is each of the 5 pairs of points mentioned above: 𝑝𝑚
and 𝑝′𝑚, 𝑝1 and 𝑝′1, 𝑝2 and 𝑝′2, 𝑝3 and 𝑝′3, 𝑝𝑠 and 𝑝′𝑠.

A weighted least squares approach can be used to give priority
to some of the conditions that the matrix has to satisfy. By default,
the weights are equally distributed with a value of 𝑤 = 0.2, so
each condition has the same importance as the others; however, these
parameters can be adjusted by the user to give more priority to one
condition over the others.

3.2.3. Local contrast transfer
This step is based on the contrast normalization formula proposed

by Cyriac et al. [16]. We assume that contrast information is kept in the
luminance channel of the image, so the local contrast transformation is
applied on the first axis of the PCA of the image 𝑆2.

If we define local contrast of an image as the difference between
light intensity and its local mean value, 𝐼(𝑥) − 𝜇(𝑥), our approach
transfers the standard deviation of the local contrast from the reference
to the source image through the following formula:

𝑆3(𝑥) = 𝜇(𝑥) + (𝑆2(𝑥) − 𝜇(𝑥)) ⋅
𝜎𝑅
𝜎𝑆

, (8)

where 𝑆2 is the image obtained after the color transfer step, 𝜇(𝑥) is the
ocal mean of 𝑆2 (𝜇 is obtained by convolving the image with a kernel

that is a linear combination of two Gaussian kernels, of standard
eviation 1

4 and 1
16 of the height or width of the image, whichever

imension is smaller), 𝜎𝑆 is the standard deviation of the local contrast
of 𝑆2, 𝜎𝑅 is the standard deviation of the local contrast of the reference
image 𝑅, and 𝑆3 is the resulting image from the local contrast transfer
step.
4

Fig. 4. Comparison of the style transfer method with no region of interest (c), with a
region of interest for the skin areas with weight 𝑤 = 0.2 and with weight 𝑤 = 0.4. See
mage credits on Section 7.



I. Zabaleta and M. Bertalmío Signal Processing: Image Communication 95 (2021) 116240

Fig. 5. A transformation 𝑇 is calculated for a given source image and reference image, the same transformation is applied to all the frames in the video. See image credits on
Section 7.
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Fig. 6. Accuracy scores of competing methods, with 95% confidence intervals. The
higher the accuracy score is for a given method, the more it is preferred by observers
over the competing methods in the psychophysical experiment.

3.3. Video style transfer

Extending an image-based method to video sequences is not triv-
ial: applying an independent style transfer to each frame of a video
sequence might result in strong texture flickering and temporal inco-
herence, even if neighboring frames are similar in content and color.
It is also computationally expensive to calculate the parameters for
each frame without taking into account the common content between
frames. To avoid that, we propose a simple but effective method (shown
in Fig. 5) designed to handle these limitations. The style transfer
transformations previously explained are calculated for a representative
frame of the source sequence (e.g. simply the first frame of the video),
then the same transforms are applied to each frame of the video,
instead of calculating per-frame transformations. Temporal coherence
is guaranteed by applying the same transformation to all the frames in
the video. This approach has very low computational cost and produces
temporal-coherent and flickering-free results.

4. Results and experimental validation

We demonstrate style transfer results on a wide range of source
and reference sequences, where the luminosity and color range vary
from one to another. Fig. 3 shows an example of our style transfer
method. The algorithm has been tested with videos with resolution of
1920 × 1080 pixels, some of the resulting frames are shown in Fig. 5.

As it has been explained in Section 3.2.2, a region of interest can
be selected by the user to be incorporated into the color transfer
transformation. The priority of this region of interest within the color
transfer can be controlled by a parameter. Example results giving
different weights to this parameter are shown in Fig. 4.

The computational cost of the algorithm is low so it is amenable
for real-time implementation and in-camera processing. The luminance
transformation can be stored in a LUT, the color transformation matrix
𝑀 is obtained by an optimization procedure using a least squares error
approach, and the contrast transformation uses a convolution, so the
total transformation consists of a sequence of low-computational cost
operations.

4.1. Psychophysical evaluation

We must remark that quantitative evaluation of stylization is very
difficult since there is no ground truth. Therefore, we conduct psy-
chophysical experiments in order to validate our results and to compare
6

Fig. 7. Visual artifacts produced by competing methods, in a range from 1 to 5: 1
denotes lowest amount of artifacts (highest image quality), 5 corresponds to highest
amount of artifacts (lowest image quality.) Over each bar there is a 95% confidence
interval.

them with style transfer methods for still images from the state of
the art in academia, like the algorithm by Grogan et al. [12], the
work of Rabin and Papadakis [11] or the deep-learning approach by Li
et al. [14]; and in the industry as well, like the Color Match tool pro-
vided by the professional software Adobe Photoshop (all these methods
may be extended to video using temporal consistency approaches like
those in [21,22]). For a fair comparison between methods, we use
the automatic implementation of our method, so there is no region of
interest selected by the user.

To test our approach we use a selection of 11 frames from Black-
magic Pocket Cinema footage and a selection of reference images.
Those images reflect a variety of image scenarios, including outdoors
and indoor scenes, portraits, daylight and night scenes, and different
color palettes. For the evaluation, fifteen observers (3 women and 12
men) have taken part in the experiments, all of them having normal
or corrected vision. None of the authors have taken part in the ex-
periments, and the observers are rewarded for their participation in
the tests. We use a dark room where observers are instructed to sit
approximately two picture heights away from a Sony PVM-250 25"
Full HD OLED display (Rec709, gamma 2.4 calibrated). The experiment
consists of two parts, in the first one we evaluate which is the preferred
method, in the second one we measure the amount of artifacts that each
method produces. In the first task, a two-alternative forced-choice com-
parison (2AFC) technique is used. For each comparison, the observer
can navigate between four images: the source image, the reference
image and two style transferred images, each of them obtained from
one of the methods. Then, observers are asked to choose between the
style transferred images selecting the most similar to the reference
image. In the second part of the experiment, the task consists of rating
the amount of artifacts in the images, in a scale from 1 to 5: 1 for
highest image quality, 5 for lowest image quality.

To compute accuracy scores from the raw psychophysical data we
use the same approach as in [23], that is based on Thurstone’s law of
comparative judgment [24], and which we will now describe.

In order to compare 𝑛 methods with experiments involving 𝑁
observers, we create a 𝑛×𝑛 matrix for each observer where the value of
the element at position (𝑖, 𝑗) is 1 if method 𝑖 is chosen over method 𝑗.
rom the matrices for all observers we create a 𝑛 × 𝑛 frequency matrix
here each of its elements shows how often in a pair one method is
referred over the other. From the frequency matrix we create a 𝑛 × 𝑛
-score matrix: given a percentage of times that method 𝑖 was chosen
ver method 𝑗, the corresponding z-score is the distance from the mean
on a scale whose units are the distribution’s standard deviation) that
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Fig. 8. Example results for the five different methods on some source images used in the psychophysical experiment. For each source image, the 6-panel block shows, from top
o bottom and left to right: original image with reference shown as inset, results by: Rabin et al. [11], Li et al. [14], Grogan et al. [12], Photoshop, and proposed method. See
mage credits on Section 7.
orresponds to an area under the normal distribution’s curve equaling
he given percentage. The accuracy score 𝐴 for each method is given by
he average of the corresponding column in the z-score matrix. The 95%
onfidence interval is given by 𝐴±1.96 𝜎

√

𝑁
, as 𝐴 is based on a random

sample of size 𝑁 from a normal distribution with standard deviation
𝜎. In practice 𝜎 = 1

√

2
, because the z-score represents the difference

etween two stimuli on a scale where the unit is 𝜎 ∗
√

2 (in Thurstone’s
7

paper this set of assumptions is referred to as ‘‘Case V’’); as the scale of
𝐴 has units which equal 𝜎 ∗

√

2, then we get that 𝜎 = 1
√

2
.

The higher the accuracy score is for a given method, the more it is
preferred by observers over the competing methods in the experiment.

Figs. 6 and 7 depict the results of comparing the five methods
mentioned previously. The experiments show that on still images, our
method outperforms the methods from academia, and it is comparable
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Fig. 9. Example results for the five different methods on some source images used in the psychophysical experiment. For each source image, the 6-panel block shows, from top
o bottom and left to right: original image with reference shown as inset, results by: Rabin et al. [11], Li et al. [14], Grogan et al. [12], Photoshop, and proposed method. See
mage credits on Section 7.
o the Match Color tool from Photoshop, both in terms of fidelity to the
eference and amount of artifacts.

Some visual comparisons of the images used for the experiments are
hown in Figs. 8 and 9.

.2. Video comparisons

In this section we compare our proposed method with the successful
xample-based video color grading approach of Bonneel et al. [7].
8

When the source video comes without foreground–background seg-
mentations, both methods are on par in terms of visual quality and
absence of artifacts, as the examples in Fig. 10 show.

On the other hand, when the source material has a user-specified
segmentation in order to assist the matching, the style transfer proce-
dure of Bonneel et al. [7] may produce visible color artifacts, while
our proposed method does not suffer from this shortcoming, as it can
be observed in Fig. 11.
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o

Fig. 10. Left: source frame, with reference shown as inset. Middle: result by Bonneel et al. [7], without using segmentation. Right: result by proposed method. See image credits
n Section 7.
Fig. 11. Left: source frame, with reference shown as inset. Middle: result by Bonneel et al. [7], using segmentation; zoomed-in detail shows artifacts produced by the method.
Right: result by our proposed method, notice absence of artifacts. See image credits on Section 7.
5. Limitations

Despite its overall good performance in a wide range of scenarios,
the proposed method has some limitations that we want to illustrate in
this section.

For scenes where foreground and background have very different
color palettes, our method may not be able to transfer and separate
colors properly, as it is based on a global color transformation that
does not consider spatial locality, see Fig. 12. In these cases, a fore-
ground/background segmentation procedure would probably solve the
problem.

In the proposed method a single transformation is calculated for one
frame and applied to all the frames in the video sequence, therefore
the results might be sub-optimal if the raw content shows significant
changes along the frame sequence. This is illustrated in Fig. 13, where
between the first and the last frames in the video there is an apparent
color difference in the skin tone. A possible solution for this problem
would be to define a number of keyframes for the sequence, compute
9

one style transfer transformation for each, and compute a temporal
average of these transforms as the final process that is applied to the
source video.

Finally, if the content of the source and the reference image are
quite different, the results obtained by our algorithm might not be
satisfactory, e.g. see Fig. 14.

6. Conclusions and future work

We have presented a method for transferring the style from a color
graded reference image to unprocessed video footage that produces
results that look natural and are free of artifacts. The computational
complexity of the method is very low, appearing suitable for a real-time
implementation in order to be used on the set. A psychophysical vali-
dation was conducted, showing that the proposed method outperforms
algorithms from the state of the art in the academic literature and is
comparable to the methods in the industry.
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Fig. 12. Style transfer failure due to a very different color palette between foreground
and background.

Fig. 13. Top: Original footage, initial and last frame of a video sequence in a video
sequence. Bottom: Resulting images showing skin color variation along time.

As future work we intend to incorporate to our method a number of
extensions, like allowing for foreground/background segmentation and
the use of keyframes, in order to overcome some of the limitations that
have been observed.

7. Video credits

Image sequences are property of: RED for Figs. 1 and 3, Blackmagic
for Fig. 4, Blackmagic and A24 for Figs. 5 and 6, RED, Blackmagic and
A24 for Figs. 9 and 10 and Paramount Pictures for Fig. 10.
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