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Abstract
To evaluate if the recommendations are fair, we
have to consider how all the stakeholders are af-
fected. In this work, we focus on the artists in the
music domain. We analyze the recommendations
made with Collaborative Filtering from the artists’
side to understand how the recommender system
can affect the artists’ reach and exposure. To this
end, we group the artists using different aspects:
location, gender, period, and type (e.g., solo, band,
orchestra) and study the effect of the recommenda-
tions on these groups, comparing their distribution
in recommendations, created by the system, with
the previous activity of the listeners.

1. Introduction
To evaluate if the recommendations are fair we have to con-
sider how all the stakeholders are affected (Abdollahpouri
et al., 2020). In this work, we focus on the exposure of
music artists and analyze the recommendations made with
Collaborative Filtering to quantify how differently the sys-
tem promotes various types of artists.

We consider grouping the artists using different attributes:
location, gender, period, and artists type (e.g., solo, band,
orchestra). We analyze the amount of users reached by each
artist group in general. For each artist, we compare their
exposure in the recommendations with previous listening
data to see whether the system promotes or punishes certain
groups. We gather a dataset of artist attributes associated
with user listening history and evaluate the recommenda-
tions of a well-known Collaborative Filtering approach that
uses Implicit Matrix Factorization (IMF) with implicit user
feedback data (Hu et al., 2008). We are not aware of similar
studies evaluating the potential impact of music recommen-
dations on artist exposure for different types of artists.

The dataset we provide can be also used for studies on cal-
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ibration of music recommendations, as it has been shown
that the models trained to maximize accuracy generate un-
balanced recommendations (Steck, 2018; Abdollahpouri
et al., 2019). One can argue that fair recommender systems
should also maintain other types of balance according to
some ethically relevant criteria (e.g., artist gender or other
artist attributes). The values we observe for our artist groups
help in understanding this issue.

2. Dataset
The dataset we use was collected from Last.fm (lfm-
360k) (Celma, 2010) and contains user-artists interactions
for 359, 347 users and 260, 525 artists. We use the API of
MusicBrainz1 (MB) to extend this dataset with more infor-
mation about the artists. We collected artist metadata for
151, 797 artists. This information includes artist type (Band,
Person, Orchestra, Choir, Character, Other), country of ori-
gin (including 196 different countries), begin date (date
of birth for a person or date when the group was formed),
and gender. In our study, we only consider binary gender
since we are limited to the kind of information provided by
MB, and we recognize this as an important limitation. We
provide all the collected data for the research community.2

3. Analysis
We trained an IMF recommender system on the lfm-360k
dataset using only the 80% of the artists listened by each
user (selected randomly and treated as a previous listening
history). For each user, we generated top-10 artist recom-
mendations (excluding the artists already listened) and used
the retained 20% of user-artist interaction data to identify
relevant recommendations (hits). The parameters of the
algorithm were optimized for MAP@10.

We analyze the exposure that each artist has in the top-10
recommendations for the users and compare that with the
users’ history. We group the artists according to type, gender,
start date, and country, and define two metrics by which we
can compare different groups. Exposure is the share of each
artist group in the total amount of all user-artist interactions,
either in the listening history or top-10 recommendation

1http://musicbrainz.org
2https://doi.org/10.5281/zenodo.3748787
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Figure 1. A comparison between user history, recommendations, and hits in terms reach and exposure of different artists grouped by
gender, country, type, and period.

lists of all users. Reach is the percentage of users of the
system who listened to a particular artist group at least once,
either in the listening history or recommendations. Similar
to exposure and reach for all recommendations, we define
them for hits, computing the percentage of successful recom-
mendations by an artist group among all recommendations
in the system (exposure) as well as the percentage of users
that got those hits from their total number (reach).

4. Discussion
Out of the 12,286 artists that were recommended by the sys-
tem in the top-10 lists, 80% (9,795) got at least one hit (i.e.,
a successful recommendation for a particular user). Figure 1
presents a comparison of different groups of artists by their
exposure and reach calculated for both the listening history
and the recommendations. We see that recommendations
reproduce the biases in the exposure from the training data,
but they increase the biases for the reach metric. Overall,
the reach for hits tends to follow the distribution for all
recommendations with a few exceptions.

Considering the country of artists, we see that the recom-
mendation algorithm significantly exposes more US and
UK artists (who are the most present in the dataset), while
significantly penalizing other countries in terms of reach
compared to the listening history.

Considering gender, we observe almost twice more reach for
male artists than female artists, a much stronger imbalance
than in the listening history (95% male vs. 71% male). Inter-

estingly, if we look the number of hits, the difference is even
larger (21% of users got at least one hit recommendation of
a male artist vs. 8% for female artists). Therefore, we see
that the recommendations are increasing the difference in
reach between genders compared to previous user behavior.

For artist types, we can highlight a slight bias in reach values
towards bands compared to persons in recommendations,
which is further exaggerated considering hits.

For period, the analysis was done for bands only, for which
it represents the decade of formation. We observe that
1990s have a higher exposure and reach in recommendations
compared with the users’ history, while the 2000s get a
lower exposure in the recommendations.

Our preliminary study demonstrates how recommendations
can influence artist exposure, resulting in some artist groups
being underrepresented. We provide a new extension of
the lfm-360k dataset with artist metadata that allows us to
quantify this issue. As an example, we analyzed the IMF
algorithm calculating the exposure and reach metrics for
different groups of artists. We observed a high recommen-
dation bias concerning the country and gender artist groups
in terms of the reach metric.

The proposed analysis and the dataset allow for analysis of
other recommender algorithms and can serve as a useful
tool to validate and calibrate recommendations on the way
to building fairer recommender systems. We plan a more
detailed analysis in future work.
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