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Abstract 

Referring expressions play an important role in object identification. This study analyzes the 

use of redundant color adjectives (RCAs) in reference to different object categories in large-

scale datasets of real-world images in order to investigate how this phenomenon displays in 

real-world scenes and whether it is in line with the results reported in previous artificially 

designed experiments. It quantitatively and qualitatively analyzes two types of data: naturalistic 

object descriptions and genuine referring expressions. The results on one hand confirm that the 

use of RCAs varies across object categories in real-world scenes; on the other hand, they also 

suggest that the use of color adjectives varies depending on the task settings (descriptive task 

compared to referential task in this study); and people may produce more RCAs for some 

specific subcategories of objects.  
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1 Introduction and Background 

This paper reports on an analysis of the use of color adjectives in annotations for objects in 

real-world images. The objectives of this study were to compare the results driven from 

different settings (real-world scenes vs. artificially designed scenes; descriptive task vs. 

referential task) and to obtain a better understanding of the use of redundant color adjectives 

(RCAs) in different object categories. 

In Kreidler’s book (2002), a referring expression (RE) is a piece of language, a noun 

phrase, that is used in an utterance and is linked to some entity or concept or group of entities 

or concepts, real or imaginary, while Hurford et al. (2007, p..37) states that a RE is used with 

a particular referent in mind, to refer to something or someone, or a clearly delimited collection 

of things or people. Following the second definition, this study is restricted to only REs that 

have their referents in the physical world. These REs are commonly used in people’s 

conversation and are considered as a linguistic form that enables listeners or readers to identify 

something from a collection of objects (Yule, 1996). For instance, a speaker might point out 

an apple by saying the green apple when there is a green apple and also a red one. A listener 

will be able to unambiguously identify which apple is the one that the speaker intends to bring 

to their discourse by distinguishing the color of apples.  

Given that REs constitute an important part of people’s discourse, it is natural to assume 

that they should also adhere to the Maxims of conversation, framed as directives for speakers 

by Paul Grice (1975). These four maxims are: maxim of quality (try to be truthful, not giving 

false information), maxim of quantity (give as much information as is required and no more 



nor less), maxim of relation (say things that are relevant and pertinent to the conversation), 

maxim of manner (try to be clear, brief and orderly, avoiding obscurity and ambiguity). Some 

early computational research on Referring Expressions Generation (REG) was inspired by 

them. For example, Reiter (1990) proposed that REs should not contain unnecessary 

components for the referent identification (e.g., the small apple is not acceptable if the apple 

can fulfill the referential goal); Dale (1989;1992) also suggested that REs should mention as 

few attributes as possible.  

However, mounting empirical evidence reveals that people do not consistently provide 

information that is strictly sufficient for referent identification, rather, they are often more 

informative than necessary (Pechmann, 1989; Engelhard et al., 2006; Davies and Katsos, 2010; 

Arts et al., 2011). For instance, people may overspecify the color attribute green of an apple in 

an environment where there is only one apple. The use of the color adjective green in the RE 

the green apple is purportedly redundant, as the identification can be achieved by more 

efficiently saying the apple. Moreover, this overspecification is reported to be common in 

designed experiments. For instance, Engelhard et al. (2006) show nearly a third of their 

referring utterances in a one referent display included unnecessary modifiers; Koolen et al. 

(2009) also report an overspecification rate of over 50% in their Dutch REs.  

Particularly, color is the domain where this prevalent phenomenon has been shown most 

prominently (Belke and Mayer, 2002; Nadig and Sedivy, 2002; Rubio-Fernández, 2016; etc.) 

and it is reported to be more redundantly used over various other attributes. Among others, 

there is shape (Mangold and Pobel, 1988), orientation (Koolen et al., 2009; Goudbeek & 



Krahmer, 2012), material (Sedivy, 2005) and most notably size (Pechmann, 1989; Belke and 

Mayer, 2002; Arts et al., 2012b; Koolen et al., 2013).  

The use of color adjectives itself exhibits asymmetry across different object categories 

as well. For instance, Kazemzadeh et al. (2014) find that color modifiers are more often to be 

observed in the REs for cars than for mountains; Rubio-Fernández (2016), based on the contrast 

between the RCAs used for clothes and geometrical figures, proposes that RCAs will be more 

often used on objects for which color is an important and pertinent attribute (e.g., clothes and 

vehicles) and the pertinence of color for an object category should have an effect on the 

frequency of color co-occurring with that category in REs.  

Besides, previous studies also found a correlation between the rate of color 

overspecification and scene variation, more specifically, the more features of distractor objects 

are in the scene, the higher the probability of overspecifying color (Davies and Katsos, 2013). 

In Koolen et al.’s study (2013), people used more RCAs in a high-variation condition (where 

objects differ in color, type, orientation and size) than in a low-variation condition (where 

objects never differed in color).  

Another factor that has been reported to contribute to the color redundancy is the 

typicality of the color for the object. As the typicality of color for the object decreases, the 

possibility of including that color in the RE for the object increases (Rubio-Fernández, 2016). 

For instance, people almost always make explicit the color of a blue banana but they hardly 

ever do so for a yellow banana if there is no competitor in the scene. 



While most of the previous research has focused on the use of RCAs in artificially 

designed scenes or manipulated environments (e.g., Engelhard et al., 2006; Arts et al., 2011; 

Koolen et al., 2013; Tarenskeen et al., 2015a; Rubio-Fernández, 2016), this study focuses on 

the use of RCAs in human-generated REs for real-world scenes, which is a more recent trend 

(e.g., Kazemzadeh et al., 2014; Gkatzia et al., 2015; Zarrieß and Schlangen, 2016). Recent 

computational REG models have sought to capture and unify experimental observations (Gatt 

et al., 2013). However, as argued by Gkatzia et al. (2015), there is significant difference 

between the language people use in real-world scenarios and that in designed scenes. Real-

world scenes are richer in contents and contain more complicated interaction among objects. 

In order to know how people use RCAs for real-world scenes and better interpret people’s 

production of REs in designed scenes, I exploited annotations from two large-scale datasets of 

real-world images: Visual Genome (VG henceforth; see subsection 2.1) and RefCOCO+ (see 

subsection 3.1), which provide access to more naturalistic data in the sense that the designed 

experiments work with data that were specifically collected for certain research questions with 

artificial stimuli, whereas the data used in this study were collected in the wild, i.e. the datasets 

were not constructed specifically about RCAs (VG aims to improve the performance of 

computers on cognitive tasks such as image description and question answering; RefCOCO+ 

was constructed for training and evaluating computational models of REG), however provide 

useful data for this study. Moreover, the large coverage of object categories in datasets allows 

me to examine the use of RCAs in a wider range of domains, compared to the controlled 



experiments which were often designed to test certain categories, e.g., clothes and geometrical 

figures (Rubio-Fernández, 2016); furniture (Koolen et al., 2013). 

In the next sections, I present the two different types of data used in this study. Section 

2 analyzes the object descriptions (collected in scene description tasks, as opposed to data from 

referential communication tasks) provided by the VG dataset to get a preliminary idea on 

people’s way of naming and describing objects. In Section 3, I looked at the genuine REs 

retrieved from RefCOCO+ to compare the use of RCAs across object categories. 

 

2 Object Description 

2.1 Data 

In order to get a preliminary idea in terms of for what categories people naturally produce 

modifiers, for what categories they do not and how frequently the attribute color is observed 

as modifier for different object categories, I analyzed the object descriptions extracted from 

Visual Genome (VG; Krishna et al.,2017).  

VG is a large-scale dataset containing around 108k real-world images from the 

intersection of the Microsoft Common Objects in Context dataset (abbrev. MS-COCO; Lin et 

al., 2014)1 and Yahoo Flickr Creative Commons 100 Million (abbrev. YFCC100M; Thomee 

et al., 2016)2. Images in VG are densely annotated with descriptions for regions enclosed by 

different bounding boxes. These annotations, including region descriptions, objects, attributes 

MS-COCO is a dataset comprised of around 328k real-world images which contain rich contextual information with multiple 
common objects present per image. In total, there are 91 object types. 

YFCC100M is a multimedia dataset containing 100 million media objects, of which 99.2 million are real-world photos. 
These images were uploaded to Flickr (an image hosting and video hosting website) between 2004 and 2014. 



and relationships, as well as question answer pairs, were collected and verified entirely by 

crowd workers from Amazon Mechanical Turk (AMT)3. 50 region descriptions were collected 

for each image (produced by different crowd workers) and each description was then sent to 

one crowd worker who further extracted all objects from it. Figure 1 shows a sample of an 

image and annotations of objects in VG.  

The VG dataset fits for the purpose of collecting naturalistic descriptions for objects in 

real-world images (as opposed to expressions produced with the pressure of singling out a 

target object in referential communication tasks), as the descriptions were not collected in an 

interactive setting. Specifically, crowd workers described each region without interactive time 

constraints, nor restrictions on the length of sentences, nor the aim of differentiating one object 

from others. Besides, they were parsed into objects, attributes and relationships by humans, 

which guarantees a high grammatical accuracy for linguistic studies.  

In order to obtain instances that cover a wide range of phenomena in real world, I made 

use of the object categories and domains (see Table 1 for the domains) contained in 

ManyNames dataset (Silberer et al., 2019), which was built on top of VG. In VG, objects were 

mapped onto a corresponding WordNet 4  ID (synset ID). The categories defined by 

ManyNames leveraged the WordNet ontology, aiming to help collect instances that exhibit a 

more balanced variability within each object category. 

AMT is a crowdsourcing platform where individuals and businesses can outsource their processes and jobs (e.g., data 
annotation) to a distributed workforce who can perform these tasks virtually. People who contribute part of work toward the 
tasks are called crowd workers. Website: https://www.mturk.com/.  
 WordNet is an online lexical database for English. Words are grouped into sets of synonyms (synsets), each expressing a 

distinct concept.  



Figure 1. An example image from the Visual Genome Dataset. The region description is a 
man and a woman sit on a park bench along a river. It contains the objects: man, woman, 

bench and river. Image from Krishna et al. (2017). 
 

On the basis of the categories and domains in ManyNames, 7033 objects descriptions 

were extracted from VG5. Table 1 gives an overview of the 10 most frequent names in each 

domain. After being hand-corrected6, each domain contains 1005 types of description on 

average (median=1,006, SD=385, Minimum=296[Building], Maximum=1,704 [Home]).  

 

Table 1. Overview of the Top-10 descriptions in each domain (count of occurrences in VG is 
shown in parentheses) 

Animal/plant Building Clothing Food Home Person Vehicle 

flower (6,494) house (3,434) shirt (28,645) pizza (2,484) table (13,246) man (39,034) car (13,434) 

flowers (4,312) bridge (1,373) jacket (8,438) cheese (2,031) chair (8,974) woman (14,179) boat (4,895) 

bird (4,208) tent (794) hat (8,389) cake (1,720) bottle (5,248) boy (6,059) train (4,038) 

horse (3,727) grill (552) helmet (6,253) bread (1,695) bench (4,365) girl (4,941) truck (2,929) 

dog (3,417) houses (476) cap (4,605) apple (1,693) bowl (4,091) lady (2,198) motorcycle (2,608) 

giraffe (3,325) restaurant (377) coat (3,535) donut (1,563) lamp (3,672) child (2,017) plane (2,173) 

sheep (3,322) dugout (292) glove (3,319) sauce (1,381) cup (3,417) guy (1,813) cars (1,903) 

cow (3,136) garage (223) sock (2,323) tomato (1,376) counter (3,285) skier (1,027) airplane (1,796) 

zebra (2,876) shed (167) tie (2,104) sandwich (1,006) cabinet (2,901) men (961) van (1,309) 

cat (2,629) overpass (137) dress (1,786) vegetable (898) bed (2,535) catcher (907) boats (544) 

 
 

5 The data file was provided by Silberer, Zarrieß and Boleda. 
6 The original data file was pre-processed by Silberer et al. Then I also did some corrections. Some compound nouns were 

mapped to a wrong WordNet synset and consequently clustered into a wrong domain. For instance, hot dog had gotten dog.n.01 

as its synset ID and grouped into the Animal/plant domain; french fries had been canonicalized to child and grouped into the 

Person domain. 



2.2 Distribution of Modifiers  

2.2.1 Method  

In VG, people name objects in various ways. However, the present study only focuses on 

descriptions that are linguistically realized as a noun phrase composed of an adjective modifier 

and a noun head (e.g., blue shirt). A single common or proper noun (e.g., car, Bosch), pronouns 

(e.g., it), noun phrases with other kinds of modifiers (e.g., handle of knife), spatial expressions 

(e.g., the second man from the left) and other alternative linguistic mechanisms used for 

reference are excluded except for the analysis in this section. 

In order to extract the object descriptions composed of an adjective modifier and a head 

noun, I firstly tagged each type of object descriptions with its parts-of-speech (POS) pattern 

using the NLTK POS tagger7 and labeled them accordingly. After the manual proofreading8, 

the most frequent forms of these object descriptions are shown in Table 2.  

Within each domain, I obtained the raw frequency of each form by adding up the 

occurrence counts of all object descriptions which share the same label. Since the variance in 

the size of domain is large (mean = 56,829, median = 47,890, SD = 28,834, Minimum = 9,465 

[Building], Maximum = 93,885 [Home]), the statistics were normalized over rows (see Table 

3). 

 

NLTK is the abbreviation for Natural Language Toolkit, which is a suite of open source modules for natural language 
processing. The NLTK POS tagger is in the Python’s NLTK library.  
8 In the machine-tagged results, there were some mistagged cases, which were mainly caused by ambiguity: words with 
multiple lexically possible tags, in other words, they belong to more than one part of speech. For instance, colors such as 
pink, blue, brown, gray, purple are ambiguous between being a noun, an adjective or a verb. Many colors before nouns such 
as orange in orange shirt were mistagged as noun. 



 

Table 2. Most frequent forms of object descriptions in VG 
Label POS Pattern Examples

N Noun bird
AN Adjective + Noun black bird
NN Noun + Noun baseball player

NumN Number (cardinal) + Noun two horses
O Others riding on a horse 

VerbN Verb/Gerund + Noun sheared sheep
PartN Past participle + Noun sleeping sheep

 

2.2.2 Results and Discussion 

Table 3. Percentage (%) of the most frequent forms of object descriptions in each domain 
domain N AN NN O VerbN PartN NumN Total 

ANIMAL/PLANT 94.1 4.0 0.4 0.7 0.1 0.2 0.5 47,890 
BUILDING 93.6 2.3 1.4 2.4 0.1 0.1 0 9,465 

CLOTHING 89.7 7.3 2.2 0.3 0.1 0.3 0 85,985 
FOOD 91.7 2.9 3.3 0.8 0.1 1.1 0.1 35,765 
HOME 92.2 2.3 4.4 0.4 0.5 0.1 0.1 93,885 

PERSON 96.1 0.6 1.5 0.9 0.5 0 0.3 81,993 
VEHICLE 94.5 2.7 1.4 0.9 0.1 0.2 0.2 42,817 

Total 92.9 3.4 2.4 0.7 0.3 0.2 0.2 397,800 

Note. Numbers in the first 7 columns represent the percentage of using each form in the corresponding 

domain. Numbers in the ‘Total’ column give the occurrence counts of object descriptions within each 

domain. 

 

Table 3 demonstrates that only three forms account for the large majority of object descriptions 

in the form of noun phrases. The most common forms consist of N, AN and NN. 

Overwhelmingly, nouns (including both common and proper nouns) account for the absolute 

majority, covering around 93%. Adding AN and NN brings the coverage up to 98.7%. Using 

verb, gerund, past participle or cardinal numbers and other forms in the object descriptions is 

rare.   



The fact that people mostly indicate objects by efficiently using non-modified common 

nouns or proper nouns when producing general descriptions for visual scenes implicitly 

followed the Maxim of quantity and manner, as in a description task, the primary focus lies in 

the relation among different objects rather than one particular object. 

It is also worth noting that the proportion of using a single noun to describe Clothing is 

the lowest (89.7%), and actually people show more propensity to describe them with adjective 

modifiers (7.3% compared to the rest 4%). By contrast, people prefer no adjective modifier 

for Person (0.6%) and the single noun (N) form already accounts for more than 96.1% of the 

descriptions within this domain.  

 

2.3 Distribution of adjectives   

2.3.1 Method 

In order to further understand how frequently people assign the color attribute to modify objects 

and how this varies across different object domains, I conducted the classification of adjectives 

and compared the distribution of adjectives. 

In practice, the classification criteria of adjectives often vary depending on the goals of 

experiments. Some adjectives describe properties that may help to locate the intended object 

visually, adjectives like bad, good actually are more of informing others of one’s opinion about 

the object mentally (Dale and Reiter, 1995). Given that this study focuses on the language 

which is produced for describing or referring to objects in visual scenes, I restricted my 

classification to adjectives which ascribe visual properties to the modified objects. The most 



frequent properties observed in my data are color, size, material and age (see Table 4 for 

examples).  

Table 4. Adjectives classes and examples 
Class Examples 
color beige green yellow 
size large short small  
material ceramic plastic wooden  
age new old young 

 

I extracted the object descriptions composed of an adjective and a noun (with AN label). 

Then each of them was labeled with the type of its adjective automatically. For instance, big 

bike was labeled with size and square pot was labeled with shape. Adjectives that were not 

relevant to this study were grouped into other. Table 5 exhibits the percentage of each adjective 

class used as pre-head modifier in these 7 domains.  

 

2.3.2 Results and Discussion 

Table 5. Percentage (%) of different adjective classes in each domain 
 Visual properties Other Total 
 color material size age  

ANIMAL/PLANT 87.4 0.4 3.5 2.5 6.2 1,895 

BUILDING 75.1 5.4 5.4 0.9 13.2 221 

CLOTHING 96.7 0.6 0.6 0 2.1 6,277 

FOOD 79.3 0 2 0 18.7 1,055 

HOME 61.5 19.3 5.4 0.7 13.1 2,188 

PERSON 19 0.2 15.2 40.8 24.8 532 

VEHICLE 83.7 0.5 7.5 2.0 6.3 1,171 

TOTAL 
83.7 3.6 3.2 2.3 7.2 13,339 

92.8 7.2  

Note. Numbers in the first 5 columns represent the percentage of using each adjective class in the 

corresponding domain. Numbers in the ‘Total’ column give the occurrence counts of object 

descriptions with the AN label in each domain. 
 



These numbers reveal an obvious variance on the adjectives people select for modifying objects. 

Firstly, people focus mostly on describing visual properties of objects (92.8%). This is to be 

expected given that the annotation tasks in VG consist of objectively describing instead of 

subjectively commenting on the visual contents of physical scenes. 

Within the visual properties, color is the most preferred one in nearly all the domains 

(percentages range from 61.5% to 96.7%) except for Person (19%). This result is in line with 

the recurrent empirical finding in the literature that people have a preference towards color 

(Belke and Mayer, 2002; Nadig and Sedivy, 2002; Rubio-Fernández, 2016; etc.). The salient 

percentage of color used for Clothing (96.7%) implies that color is a more prominent and 

important attribute for Clothing over all other domains in this study. On the other hand, some 

adjectives seem to be domain-dependent. For instance, modifiers of material are usually just 

found in Home (19.3%) and Building (5.4%), e.g., plastic fork, wooden bridge, but not in others 

( 0.6%); modifiers of age are overwhelmingly more used for describing Person (40.8%) than 

for others ( 2.5%). 

In light of the theory concerning the breadth of adjectives introduced by Gross & Miller 

(1990), color adjectives can almost modify all object categories whereas adjectives for material 

or age have a more limited range of applicability, which also confirms that the property of 

taking some adjectives as attributes can be predicted on the basis of the object categories. 

Following Clothing, Animal/plant comes as the second domain for which color is shown 

to be important. This domain surpasses Vehicle (which is a category for which color is often 

regarded as of high importance) in terms of both the percentage of being modified by adjectives 



in descriptions (4% compared to 2.7%) and the percentage of taking color adjectives as 

prenominal modifier (87.4% compared to 83.7%).  

By contrast, Person, which is a very frequent category in VG and in our real world, turns 

out to be an exception. Different from the recurrent finding on the speakers’ preference towards 

color and dispreference towards size (Pechmann, 1989; Belke and Mayer, 2002; Arts et al., 

2012b; Koolen et al., 2013), in this domain, there seems to be no big gap between these two 

attributes (19% for color compared to 15.2% for size).  However, one thing to note is that the 

adjective little is included in my list of size (see Appendix 1 for a more detailed classification 

of adjectives). The combinations of little with Person account for over 70% of all the size-

modified descriptions in this domain (little girl appears 34 times, little boy appears 20 times 

etc.). As it is hard to determine whether little is used to describe size or age of Person or both, 

this proportion cannot be interpreted as representative. 

 

3 Object Reference 

3.1 Data and Method 

The previous section reports on the results driven from the analysis on the language in a 

descriptive task. As most work on RCAs has been done in the context of referential tasks, I 

contrast the results from the previous section with the results obtained with a referential task. 

For doing this, I explored RefCOCO+ (Yu et al., 2016), which is a dataset containing 141k 

REs for 49k objects collected on top of approximately 20k real-world images from MS-COCO. 

RefCOCO+ allowed me to look at the genuine REs and real-world scenes for the annotation 



and analyze people’s use of RCAs. As computational methods would not reach the perfect 

accuracy necessary for the present linguistic study, I selected a sample of the RefCOCO+ data 

and manually labeled each RE as redundant (yes) or not redundant (no).   

Given the popular view regarding the correlation between color overspecification and 

color importance (e.g., Tarenskeen, 2015b; Rubio Fernández, 2016), I hypothesized that people 

should use more RCAs in domains where they are observed to use more color modifiers in the 

descriptions, especially in Clothing9. In the following part, I introduce the characteristics of 

RefCOCO+ and how the REs in this dataset were collected. 

RefCOCO+ selected images in which there are at least two or more objects of the same 

category, as a consequence, REs of the form N (a single noun) may be ambiguous. Figure 2 

show 2 examples for which people produced the same RE red chair. A single noun chair is 

ambiguous for the image on the left while the color attribute red for the image on the right is 

regarded as redundant because there is only one chair in the scene. Given that players were 

disallowed to use language indicating the location of objects (e.g., the chair on the left/right 

for the target objects in Figure 2), RefCOCO+ focuses more on the physical appearance of 

objects rather than the spatial description.  

The REs were collected using an interactive game with time limit (see Figure 3 for an 

example). In the game, one player is required to produce a RE for a target object outlined in 

color in an image and another player, in turn, should localize and click on the correct object on 

the basis of the expression (Kazemzadeh et al., 2014). 

Initially, I would also like to compare the redundant use of color and size. Due to the lack of combinations of size and 
Clothing in RefCOCO+, I only restricted myself to the comparison of RCAs in different domains. 



 
Figure 2. Two images for which people produced a RE red chair. Images from RefCOCO+. 

 

Figure 3. An example of the interactive game. Player 1 (left) provides a referring expression 
for the object outlined in red (man in red shirt on horse). The expression and image are 
shown to the Player 2 who must localize the correct object by clicking on it. Image from 

Kazemzadeh et al. (2014). 
 

Under this game setting, people are assumed to efficiently describe enough but no more 

attributes by which others are able to single out the target object. However, considering that 

the habits of naming vary among different people and in order to focus on the phenomena that 

are more common in the real world, I made use of the object descriptions from VG. Intuitively, 

if a combination of color and object is observed to be frequent in VG, it is more likely to be 

common that we have this object in that color in our real world; also, the frequent combinations 

are less likely to be abnormal, or in other words, are more likely to be accepted by a large 

population.  



Therefore, for each of the domains I looked for 100 instances where the most frequent 

object descriptions in VG are used as an entire RE. One thing to note is that in spite of being a 

frequent category in VG, Building is categorized as stuff instead of object along with street, 

field, water etc. in MSCOCO (Caesar et al., 2018). RefCOCO+ only selected images from 

object categories in MSCOCO, which led to the lack of data for Building in this study. Given 

this, Building was omitted in the comparison of RCAs. 

I only kept the object descriptions composed of a color adjective and a noun (CN 

henceforth). Given that comparative and superlative adjectives (e.g., bigger in bigger boat) are 

normally not redundant, they were excluded. Then, I sorted CNs in descending order of 

frequency and started the manual labeling from the most frequent CN in each domain10. I 

requested the RefCOCO API11 to find REs composed of exactly the same tokens as the CN 

and to list the ids of images for which people generated these REs. Next, I used the COCO 

Explorer12 to visualize an image by inputting an image id from the list and manually annotated 

whether the color adjective in that particular image was redundantly used or not. Then the same 

annotation procedure was repeated with the second most frequent CN. Once I processed the 

last CN in the list but had not sampled 100 images already, I started again with the first one, 

but selected an image id that was never used for the previous annotation. Finally, a total of 600 

Within the Person domain, I excluded REs in which the color adjective is used to describe clothes and only kept REs that 
contain color that describe human’s body: skin, hair, etc. 

Application Programming Interfaces (APIs) provide access to datasets. The APIs allow users to query the data by using 

parameters to specify the request. The RefCOCO API used in this study is able to explore 4 referring expression datasets: 

RefClef, RefCOCO, RefCOCO+ and RefCOCOg.  

To find more information: https://github.com/lichengunc/refer 

http://cocodataset.org/#explore 



annotated datapoints were collected. Table 6 gives an overview of the top-5 CNs in each 

domain that are most frequently observed in VG and can also be found as REs in RefCOCO+. 

The number of RCAs labeled in each domain is shown in Table 7. 

 

Table 6. Top-5 most frequent color-modified object descriptions in each domain (count of 
occurrence in VG is shown in parenthesis) 

Animal/plant Clothing Food Home Person Vehicle 

brown horse (140) blue shirt (702) red wine (80) brown table (60) blonde woman (19) black car (135) 

yellow flower (115) white shirt (556) red sauce (62) blue chair (47) black man (7) white car (79) 

white flowers (86) black shirt (486) red apple (30) black chair (44) blonde girl (3) red car (74) 

brown cow (73) red shirt (415) red tomato (29) white bowl (40) blonde boy (3) blue car (74) 

black cow (70) green shirt (239) white wine (21) brown chair (38) white man (2) red truck (36) 

 

3.2 Results and Discussion 

Table 7. Number of RCAs in the 6 domains 
Domain Redundant Total 

 yes no 
Clothing 15 85 100 
Food 14 86 100 
Person 14 86 100 
Vehicle 6 94 100 
Animal/plant 5 95 100 
Home 4 96 100 
Note. The number of yes represents the proportion of 
RCAs in each domain. 
 

The null hypothesis is that the use of RCA is independent of the domain. I chose Clothing as 

the control domain and compared Clothing with the other 5 domains given that Clothing has 

been regarded as a category for which color is of high importance and previous studies 

consistently show that people tend to overspecify the color of Clothing (Tarenskeen et al., 



2015a; Rubio-Fernández, 2016). I carried out pairwise Chi-square test (because all the 

variables in this study are categorical) and the significance threshold was set at .05.  

Chi-square tests revealed a significant difference on Animal/plant χ² (1) = 5.556, p =.032 

and Home χ² (1) = 7.037, p =.014, when compared to Clothing; but no difference is observed 

between Clothing and Person χ² (1) = .040, p =1, Food χ² (1) = .040, p =1 or Vehicle χ² (1) = 

4.310, p =.063 (see Figure 4). 

 
Figure 4. Percentage of redundant color adjectives in each domain. The error bars represent 

standard errors. 
 

These numbers imply that overspecification in these color-modified instances referring 

to Person, Food and Vehicle is observed as frequent as that in the Clothing domain, but not so 

much for Animal/plant and Home. The relatively high rate of color overspecification observed 

on Clothing and Vehicle is in line with what is proposed by Rubio Fernández (2016): the high 

importance of color for clothes and vehicles should has an effect on the rate of color 

overspecification observed on them. Under this assumption, the results show analogously, 

Food might also be a category for which color is important. 



It could look like these results contradict previous work, showing that people overspecify 

color for Person as often as they do for Clothing while Person is a category for which color is 

of low importance according to the results in the descriptive task (Person obtains the lowest 

ranking in both the percentage of being modified by an adjective and the percentage of being 

modified by a color adjective). However, one important thing to note here is that the proportion 

I tested in this study differs from that in the previous studies. For instance, participants can 

produce both minimal and color-modified descriptions (e.g., the dress and the blue dress) in 

Rubio-Fernández’s experiments (2016). Since that the referential context consists of only one 

object of each type (one pair of shoes, one pair of pants, one dress and one skirt; see Figure 5), 

the use of color adjectives in all utterances will be redundant. Hence, the proportion of RCAs 

in her study represents the probability of observing an RCA in minimal and color-modified 

REs.  

 
Figure 5. Material for the referential task in Rubio-Fernández’s experiment (2016). 

Image from Rubio-Fernández (2016). 
 

Whereas in the present study, the proportion of RCAs represents the probability of 

observing an RCA in color-modified REs (see subsection 3.1. A single noun form in my data 

might be ambiguous because of the setting of the referential tasks in RefCOCO+). Therefore, 



the future work could sample data that are more comparable to the REs from Rubio Fernández’s 

experiments. For instance, we could retrieve REs in reference to a specific object in the 

Clothing domain (e.g., dress). As RefCOCO+ provides at least 2 REs for each target object, 

we could find instances where one RE is in the form of a single noun (e.g., dress) and another 

is composed of a noun head and a color adjective (red/blue/yellow dress, etc.). When a single 

noun can already fulfill the referential task, the color-modified RE should be counted as 

containing an RCA. Then we should also annotate instances that only contain either of these 

two forms and look at the proportion of RCAs. 

Another seemingly surprising aspect is that, Rubio-Fernández (2016) reported a color 

overspecification rate of over 90% under English-Polychrome conditions for clothes and shoes, 

whereas in this study, the proportion of RCAs in the Clothing domain does not surpass 15%. 

This gap reveals a difference between these designed scenes and our real-world images. In the 

real-world images, a pair of shoes often appears along with other pairs of shoes. The existence 

of distractors in the real-world scenes contributes to the decrease of the proportion of RCAs. 

For instance, a speaker who consistently produces red pants in whatever conditions will be 

labeled as a redundant speaker in Rubio Fernández’s study but less likely in RefCOCO+. To 

further understand these results, Table 8 makes explicit all the REs that were labeled as 

containing an RCA.  

Within the Clothing domain, even though the first 5 most frequent CNs are all headed 

by shirt (recall from the Table 3), none of the color overspecification in reference to Clothing 

is observed on it, rather, RCAs are mostly found to modify accessories, such as helmet, hat, 



gloves, cap, etc. Within the Vehicle domain, REs headed by basic-level terms, such as car, 

train, plane, boat, motorcycle account for around 60% of my labeled data. However, all the 

RCAs were observed on REs which are headed by subordinate types: suv, van, jeep, pickup, 

taxi. 

Table 8. Referring expressions which contain redundant color adjective (times of being 
labeled as containing redundant color adjective is shown in parenthesis) 

Clothing (15) Person (14) Food (14) Vehicle (6) Animal/plant (5) Home (4) 

black tights black boy black berries black suv blue bird white rug 
black socks blonde boy blue berries black van yellow duck brown table 

blue socks black man (2) red peppers red jeep yellow flower yellow candle 
white socks black woman (2) green olives white pickup white flowers blue candle 
dark jacket blonde woman (3) red juice white van pink flowers  
blue helmet blonde girl (3) green melon yellow taxi   
black hat blond woman (2) white rice (3)    

brown hat  brown sauce    
grey hat  red sauce    
orange hat  yellow soup    
purple hat  red tomato    
white hat  green vegetables    

yellow hat      
black gloves      
blue cap      

 

Within the Food domain, many RCAs are observed on objects in their typical colors, 

such as green olives, white rice, red tomato etc. Some even seem to be lexemes: blue berries, 

black berries13. In real-world scenes, the factor of color typicality is heavily mitigated, as 

physical objects in our real world rarely exhibit atypical color. Therefore, it is much less likely 

to find an utterance like the blue banana. 

 looking at the exact referring expressions in RefCOCO+, I confirmed that people produced two tokens in the raw 
sentences i.e. blue berries, black berries instead of blueberries, blackberries. 



Within the Person domain, the adjective blond/blonde describing hair accounts for most 

of the redundant instances. Although people provide RCAs for Person as often as they do for 

Clothing, the set of RCAs used for Person exhibits less variability than all other domains, 

especially Clothing (see Table 9). 

Table 9. Types of redundant color adjectives in each domain 
 Types of redundant color adjectives 
Clothing black, blue, white, dark, brown, grey, orange, purple, yellow 

Food black, blue, red, green, white, brown, yellow 

Animal/plant blue, yellow, white, pink 

Vehicle black, red, white, yellow 

Home white, brown, yellow, blue 

Person black, blond/blonde 

 

4 General Discussion and Future Work 

In this study, I analyzed people’s use of color adjectives in two types of expressions produced 

in reference to the objects in real-world images: object descriptions and referring expressions. 

As predicted, Clothing obtained the highest ranking in both Table 3 (7.3% for the percentage 

of including an adjective modifier in the object descriptions) and Table 5 (96.7% for the 

percentage of taking color as the prenominal modifier), as well as the number of REs that 

contain an RCA (Table 7). This does confirm that color is important for this object category 

and people use RCAs more often for Clothing, in line with the findings from previous 

artificially designed experiments (Rubio Fernández, 2016).   

The results also have implication for the use of color in different task settings. Arts et al. 

(2011) propose that people’s assumptions of the task goals (e.g., describing vs. instructing) 

may have an effect on the overspecification. In this study, I observe that in the descriptive task, 



both the percentage of including an adjective modifier for Person (0.6% compared to others 

≥2.3% in Table 3) and the percentage of that modifier being color (19% compared to other 

domains 61.5% in Table 5) rank at the bottom, which -under the assumption of a correlation 

between color overspecification and color importance- decreases the probability of RCAs 

being observed in REs in reference to Person. However, in the REs retrieved from RefCOCO+, 

people provide RCAs for Person as often as they do for Clothing. This contrast reveals that the 

use of color adjectives may vary depending on the task settings. It could be interesting for the 

future work to check the frequency of RCAs in the descriptive tasks and compare it with what 

have been reported in the referential tasks. 

 

 
Figure 6. Color condition for an overspecification experiment. Image from Tarenskeen 

et al. (2015b) 
 

Previous designed experiments assumed a homogeneousness within an object category. 

For instance, they discussed accessories, pants, dress generally as clothes (see Figure 5 for the 

material from Rubio Fernández´s experiments and Figure 6 for Tarenskeen et al.´s (2015b) 

experiment). In this study, the analysis on the annotations from a large-scale dataset of REs 

brings forth interesting observations such as the use of RCAs is mostly produced for the 



accessories in Clothing; all the RCAs in my instances are used with subordinate types of 

Vehicle, which call for future work to take a closer look into for what proportions of object 

items are color adjectives used in the different domains in the referential task.  

However, this study is a tentative step into analyzing the use of RCAs using datasets of 

real-world images and the details and results might need revision after more detailed work. 

 

 

5 Conclusion  

This study analyzes the use of redundant color adjectives (RCAs) in reference to different 

object categories in large-scale datasets of real-world images in order to investigate how this 

phenomenon displays in real-world scenes and whether it is in line with the results reported in 

previous artificially designed experiments. The results show, in agreement with previous 

studies, that people use color to describe clothes more frequently over other categories and the 

rate of color overspecification varies across object categories. Besides, they also suggest that 

the use of color adjectives varies depending on the task settings (descriptive task compared to 

referential task in this study); and people may produce more RCAs in some specific 

subcategories of objects. The methodology of this study demonstrates the potential of datasets 

developed in Computer Vision and Computational Linguistics for linguistic research. 
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Appendix  

 
Classification of Adjectives 

 

Visual properties 

Color: beige, black, blond, blonde, blue, brown, colorful, colorless, dark, golden, gray, green, 

grey, olive, orange, orangish, pink, purple, red, subeige, white, yellow, silver 

 

Age: adult, antique, elderly, new, old, older, young, younger, elder, ancient, teen 

 

Size: tiny, small, big, huge, short, little, large, tall, long, vast, giant 

 

Shape: round, pointy, oval, circular, shaped, square, conical, twisty, flat, thin, thick, skinny, 

fat, chubby, slender 

 

Other 

ceramic, wooden, plastic, floral, bad, good, great, cute, dirty, clean, beautiful, handsome, smart, 

adorable, helpful, dandy, delicious, sweet, curious, wild, bald, heavy, light, sharp, sticky, clear, 

floppy, fluffy, hard, soft, shiny, sleek, intricate, empty, sad, vacant, happy, dead, fresh, angry, 

open, free, pregnant, nude, rusty, hot, cold, unripe, naked, fake, raw, compact, pale, fast, slow, 

wet, nasty, ripe, plain, warm, bright, commercial, personal, private, military, surgical, medical, 

casual, athletic, religious, formal, culinary, ceremonial, public, outdoor, indoor, festive, 



baptismal, royal, decorative, electric, electronic, automotive, optical, thermal, protective, 

reflective, organic, sectional, artificial, alcoholic, balsamic, classic, leafy, furry, blurry, bushy, 

wireless, hairless, creamy, uniformed, homeless, topless, competitive, progressive, graphic, 

rainy, stainless, messy, sunny, natural, oily, cheesy, crunchy, crispy, sleeveless, fingerless, 

baggy, bloody, strapless, collarless, dusty, cordless, seasonal, 

 # ethnic 

American, Asian, Canadian, Caucasian, Chinese, English, French, Grecian, Hawaiian, Indian, 

Mexican, Oriental, Persian, Spanish, Swiss, Turkish, Victorian 


