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ABSTRACT 
 
Alzheimer's disease (AD) is an incurable neurodegenerative disease. Magnetic         

Resonance Imaging (MRI) is used to assess the damage caused by the disease and to               

capture complex changes on the brain. In this work, we study how 3D Convolutional              

Neural Networks exploit the 3D nature of the MRI volume and how they can predict AD                

diagnosis. The neural network has been trained and evaluated in two different            

scenarios: a two way classification between AD and cognitive normal (CN), and a three              

way classification between CN, AD and an initial stage of the disease called Mild              

Cognitive Impairment (MCI). Results classifying CN vs AD show a great performance            

using two different image subsets and results for CN vs MCI vs AD show a nice                

performance considering the lack of data and some data augmentation techniques that            

affect negatively to the model performance. 

 

La enfermedad de Alzheimer (EA) es una enfermedad neurodegenerativa incurable.          

Las imágenes por resonancia magnética (IRM) se utilizan para evaluar el daño            

causado por la enfermedad y capturar cambios complejos en el cerebro. En este             

trabajo, estudiamos cómo las redes neuronales convolucionales 3D explotan la          

naturaleza 3D del volumen de MRI y cómo pueden predecir el diagnóstico de EA. La               

red neuronal ha sido entrenada y evaluada en dos escenarios diferentes: una            

clasificación de dos vías entre la EA y la cognitiva normal (CN), como una clasificación               

de tres vías entre la CN, la EA y una etapa inicial de la enfermedad llamada deterioro                 

cognitivo leve (DCL). Los resultados de clasificar CN vs AD muestran un gran             

rendimiento para ambos sets de imágenes y los resultados referentes a la clasificación             

de CN vs MCI vs AD muestran un rendimiento bueno considerando el tamaño y              

escasez de imágenes y que algunas técnicas de aumento de datos han afectado             

negativamente al rendimiento del modelo. 
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CHAPTER 1. INTRODUCTION 

1.1 Clinical problem definition 

Dementia is a syndrome caused by damage to neurons in the brain. It is characterized 

by a loss of memory and other cognitive impairments including decision making, 

language, attention and orientation, among others [1]. Comparing its cost and impact to 

other diseases, for each million euros of a disease cost, 145.282 euros are invested on 

cancer, 82.214 euros are invested on cardiovascular diseases and just 5.419 euros are 

invested on dementia [2].  

There are mainly two types of dementia [1, 3]: 

⚫ Reversible dementias, which are also referred as “pseudo-dementias”. The most 

frequently observed causes identified in patients are depression, drug abuse, 

alcohol abuse, nutritional deficiencies and space occupying lesions. 

⚫ Irreversible dementias, which are the ones that cause irreversible damage to the 

brain tissue.  

Alzheimer’s Disease (AD) is the most common form of irreversible dementia among older 

adults. AD has a significant impact over health, finance and society. According to [4], the 

world’s population with AD is expected to grow from 47 million to 76 million by 2030. It 

is estimated that the global cost of the disease is around 604 billions of dollars, with a 

potential increase of 85 % of the actual cost in 2030 [5]. 

In this work, we aim to predict the cognitive state of individuals from T1-weighted MRI. 

Results on the Alzheimer’s Disease Neuroimaging Initiative (ADNI) dataset suggest that 

MRI contains visual information that characterizes Alzheimer’s dementia [6]. Cognitively 

normal (CN) patients affected with the disease start to show progressive loss of memory 

and cognition before developing AD.  
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1.2 Alzheimer’s Disease 

AD is a progressive neurodegenerative brain disorder that is characterized by an 

accumulation of amyloid-beta (Aβ) proteins in the brain and the formation of tau plaques, 

which gradually impairs cognition in the early stages of the disease, leading to death [7].  

AD can be splitted in two groups: 

⚫ Early-onset AD, where rare genetic mutations are associated with cases where 

age is under 65 (5%). 

⚫ Late-onset AD, which includes individuals whose age is greater than 65 (95%) 

and not caused by hereditary mutations. In this work, we will focus on late-onset 

AD. 

There is no cure for AD. There are treatments that can help to control symptoms, but 

they are unable to stop the disease progression. Some strategies have been tested, 

such as drugs that act to decrease the amount of Aβ protein or promote the clearance 

of Aβ through active or passive immunization, but unfortunately, those experiments have 

failed to demonstrate clinical efficacy [8].  

Early diagnosis of AD and timely therapeutic intervention is critical given that the disease 

may begin years or even decades prior to the onset of dementia [9]. As such, greater 

emphasis is being placed on conducting clinical trials in populations of persons with no 

dementia who are at risk for developing AD, such as individuals with MCI [10]. 

1.3 Mild Cognitive Impairment (MCI) 

MCI is described as a transitional state between healthy cognitive individuals and 

dementia. MCI subjects have decreased cognitive abilities compared to healthy subjects, 

but their symptoms are mild compared to full-blown dementia. Figure 1 shows 

progressive development of AD. The relationship among asymptomatic, MCI and 

dementia stages of AD (dashed line) is shown relative to normal cognitive aging (solid 

line) with a clear decline along years [8]. 
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Figure 1. Cognitive function loss, image from [8]. 

 

Researchers have proposed several subtypes of MCI [11], which are amnestic MCI, non-

amnestic MCI and multi-domain MCI. Anyways, the given dataset does not compare 

between types and includes all in a single one. 

Figure 2 shows that a substantial proportion of individuals can improve their cognitive 

status back to normal state, while others can remain stable and not progress to AD. 

Patients with amnestic and multi-domain MCI are the ones with higher risk of developing 

AD, whereas non-amnestic MCI patients tend to develop other dementia types [11]. 

 

 

 

 

 

 

 

Figure 2. Possible MCI state evolution, image from [8]. 

Some studies tested if Alzheimer's drugs would help with symptoms of MCI, or slow its 

progression to dementia. However, while many clinicals trials have been done, non have 

shown any benefit shown no clear benefit to patients [12]. 
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Studies show that MCI is more likely to progress to dementia if the person has a poorly 

controlled heart condition, diabetes or has strokes [13]. Treatments include medication 

for any heart condition, or tablets to reduce high blood pressure, prevent clots or lower 

cholesterol. 

1.4 Brain imaging in AD 

Brain imaging has been a breakthrough technology for cognitive neuroscience. Before 

imaging techniques advanced, brain knowledge came from animal studies and injuries 

to humans. Unfortunately, brain injuries are difficult to assess and to detect the damage 

neurologists had to rely on postmortem brain examinations. 

Nowadays, we have more precise techniques. By using brain imaging techniques, we 

now can study aspects such as the distribution of brain receptors, the thickness of cortex 

or most important, as plays an important role in our work, the functional activity of the 

brain. New advances are allowing scientists to investigate not only specific brain regions 

but also the dynamic pattern of connectivity between them [14].  

One of the most used techniques is MRI [15]. MRI uses a strong magnetic field and radio 

frequency waves to create a detailed image of the brain to detect possible damage and 

complex changes by measuring the energy released by protons within various tissue 

components, such as white matter, gray matter and cerebrospinal fluid [8]. Figure 3 

shows an example of a volumetric MRI used in this project. Image visualization is 

provided thanks to SimpleITK open source software. 

 

Figure 3. MRI views:  axial, sagittal and coronal view. 

 

 

http://www.simpleitk.org/
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Some discriminative parts are shown in the figure. According to [16], medial temporal 

lobe atrophy, which involve hippocampus and entorhinal cortex, is the most evident MRI 

feature in AD and predicts the progression from MCI to AD. Additionally, marked 

enlargement of the lateral ventricles are shown, which are adjacent to the medial 

temporal lobe. Figure 4 shows a coronal view from different subjects and cognitive 

states. The figure shows that medial temporal atrophy atrophy is increasing, especially 

the hippocampus and the ventricular enlargement in MCI and AD compared to CN. 

 

Figure 4. Three coronal images. From left to right, individuals with CN, MCI and AD. 

 

1.5 Computer-aided diagnosis  

 

Computer-aided diagnosis is the principal domain of this work. It is considered as one of 

the harder problems in the field of medical image processing because the system needs 

to be precise and robust in order to work properly in a medical environment [17]. Given 

MRI data from patients, the objective is to classify their cognitive state as CN, MCI and 

AD. 

There are a good amount of studies focused on the classification for AD diagnosis. For 

the classification of CN vs AD, Gavidia et al. [18], used Support Vector Machine (SVM) 

for computed aided AD classification based on MRI biomarkers. Li et al. [19] also used 

SVM to build a model based on the correlation of longitudinal cortical thickness changes 

and Misra et al. [20] evaluated brain atrophy in MCI patients to predict AD. 
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Hinrichs et al. [21], studied multi-modal markers of the MCI progression with multiple 

kernel learning (KCL). Bibo Shi et al. [22], proposed a multi-resolution patch-based 

feature selection to extract cross-sectional and longitudinal features from MRI brain 

images using a geometric model with k-Nearest Neighbors. 

Deep Learning has been applied in many medical domains such as image detection, 

image segmentation, image recognition and computer-aided diagnosis [24, 25, 26, 27]. 

It is a machine learning method based on neural networks that takes an input and uses 

it to predict an output by learning the patterns between them. Typically, neural networks 

are composed of input, hidden and output layers.  

One of most widely adopted approaches of Deep Learning, and the one that is following 

this work, are Convolutional Neural Networks. From a high-level perspective, a CNN can 

process image and identify a set of discriminating features at multiple levels of 

abstraction, from low-level features (e.g. edges) to high-level features (e.g. shapes, 

textures). Further technical information about CNN is provided in chapter 2. 

Ortiz et al. [23], implemented a Deep Learning model from MRI images based on gray 

matter variation at different brain areas and white matter density to classify CN and AD 

subjects. 

1.6 Thesis objectives 

The main objective of this work is to create a CNN model able to distinguish between 

CN, AD and MCI. To achieve our goal, we will first create a CNN model able to classify 

CN state and AD similarly to the previously mentioned methods. We will implement a 

CNN architecture based on [27] to try to reproduce the results and improve them if 

possible. We will also explore some techniques to boost our model performance and 

avoid problems as overfitting. 

Second, we will try to extend the model and make it learn to distinguish between CN, AD 

and MCI. To achieve better results, we will also apply boosting techniques mentioned 

above. 

Focusing on that objectives we can contribute to detect the disease in early stages for a 

more effective treatment aimed at preventing the degenerative process. 
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1.7 Thesis structure 

In chapter 2, we will describe and analyze the provided data used to build the CNN 

model. We will talk about the main source of the data and we will extract some data from 

it. Next, we will talk about which image preprocessing techniques we have used and 

why. Finally, we will explain the building blocks of a CNN, we will describe how is 

composed our CNN architecture and we will explain the training procedure of our model. 

In chapter 3, we will show the results from our experiments. We will analyze the model 

performance, related hyperparameter changes and boosting techniques used to achieve 

better results. We will also compare our results with different studies and their methods 

to classify the cognitive states. 

In chapter 4, we will talk about the whole thesis process. We will also talk about the 

reliability of our results, if they are good enough, and future work than can be made. 

FIgure 5 shows the full thesis pipeline. 
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Figure 5. Thesis block diagram.  
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CHAPTER 2. MATERIALS AND METHODS 

This chapter is divided in two parts. The first one talks about the dataset we use and 

each image preprocessing step, the second one describes the implementation of the 

CNN. FIgure 6 illustrates the pipeline of the different preprocessing methods. 

Figure 6. Pipeline of the preprocessing methods. 

2.1 Dataset description 

Deep learning is extremely data hungry. This is one of the main limitations that the field 

is currently facing. First, finding open source medical datasets is difficult and expensive 

due to data access and patient privacy issues. Second, medical image annotation is 

carried out by experts which can be subjective, error-prone and time-consuming [28]. 

Learning a model with inaccurate training labels could lead to bad performance. 

In this work, we have used 817 subjects from the ADNI dataset [29]. The Alzheimer’s 

Disease Neuroimaging Initiative (ADNI) unites researchers from 63 sites between United 

States and Canada that actively supports the investigation and development of 

treatments that slow or stop the progression of AD. ADNI researchers collect, validate 

and utilize data, including MRI and PET images, genetics, cognitive tests, CSF and blood 
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biomarkers [30]. Study resources and data from the North American ADNI study are 

available through their website, including AD patients, MCI subjects, and elderly controls. 

Table 1 shows information about gender, age and distribution of the diagnosis. We have 

builded a model based on different MRI T1.5 images and their related cognitive states. 

 Gender proportion Mean gender age 

Male 58,14 % 75,5 years old 

Female 41,86 % 74,72 years old 

 

 States proportion Mean age 

CN 27,90 % 75,85 years old 

MCI 48,72 % 74,73 years old 

AD 23,38 % 75,26 years old 

 

Table 1. Relevant information from the dataset. 

There are studies that report that the prevalence of AD is higher among females, 

reflecting the longer life expectancy of women [31]. On the other hand, some studies 

suggest that gender does not provide enough information to prove it [32]. We did not 

take into account gender information when building our model. 

Additionally, we have used another subset from adni where skull is removed. It is a 

dataset that we adquired later and it helped us to obtain significant results. In section 

2.2.4 this new dataset is described. 

2.2 Data preprocessing 

For the experiments described in this abstract, all MRI images are resized, standardized 

and augmented [27]. 
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2.2.1 Image resize 

Images of the ADNI dataset have different sizes. The first step is to reshape them into 

an equal size because our model must have the same size and large sized 3D images 

could make the model unfeasible. We have resampled images to (145, 172, 145) voxels 

taking into account their original ratio proportion. 

2.2.2 Image standardization 

When modeling a neural network, if inputs are standardized, training is speeded up. 

Standardization (or Z-score normalization) is the process of rescaling features so they 

have zero mean and unit variance.  

Equation (1.1) shows the standardization formula:                      

             (1.1) 

 

where μ is the mean and σ is the standard deviation from the mean. Figure 7 show, 

intuitively, why this standardization process works, using a two dimensional example. 

First, we zero out the mean: 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 7. Zero out the mean, image from [33]. 

The second step is to normalize variances. Figure 8 shows the effect of variance 

normalization: x1 has a much larger variance than x2, which could distortion the learning 

process. By normalizing, we make both variances comparable. 
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Figure 8. Normalize variance, image from [33]. 

 

It is very important to standardize all the dataset and go through the same transformation 

for both training and test sets. Figure 9 shows the importance of data standardization for 

training algorithms. If we run a gradient-based algorithm, such as the one used in deep 

learning networks, to find the minimum value on the two dimensional space, we may 

need to use a small learning rate and wait a large number of steps to reach a minimum. 

On the right contour, on a standardized two dimensional space, the minimum is much 

easier and faster to reach. 

 

 

Figure 9. Cost functions for non optimized and optimized features, image from [33]. 
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2.2.3 Data augmentation 

The performance of neural networks often improves with the amount of data available. 

One of the greatest limitations for training effective models is the availability, quality and 

labelling of the training data. 

A widely used option to acquire more data is to make minor alterations to our existing 

dataset. Convolutional neural network are invariant to translation, viewpoint, size or 

illumination. Image data augmentation involves creating transformed versions of images 

in the training dataset that belong to the same class as the original image. This way, 

common sources of variation are explicitly added to training samples which can help to 

avoid overfitting in neural networks models [17]. 

Overfitting happens when a model is able to fit almost perfectly training data but its 

performance is not good on new data because the model is just memorizing the training.  

Transformations must be chosen carefully within the context of the training dataset and 

knowledge of the problem domain. In the following subsections, we describe the different 

data augmentation techniques we have used to increase the variation of our ADNI 

dataset. 

2.2.3.1    Gaussian Noise 

A noise mask is added to the original image, distorting high and low frequency 

components and enhancing the variability of our samples. Basically, an array with a 

gaussian distribution is generated and added to the original image. Figure 10 shows one 

MRI image with Gaussian noise and the original one: 

 

 

 

 

 

 

Figure 10. Original image (left) and noise image with std = 0.2 (right). 
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2.2.3.2    Flip 

Images can be flipped horizontally and vertically. A vertical flip is equivalent to rotating 

an image by 180 degrees and then performing a horizontal flip by reversing the rows or 

columns of pixels of images.  Figure 11 shows horizontal flip, vertical flip and both flips: 

 

 

 

 

 

 

 

 

 

 

Figure 11. Different image flips. Above, original and horizontal flip. The rest are vertical and both flips. 
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2.2.3.3    Crop and resize 

A section is randomly sampled from the original image, then the section is resized to 

the original image size. As CNN are invariant to translation and size, it can help to 

improve the robustness of the model. FIgure 12 shows a random crop. 

 

 

 

 

 

 

 

Figure 12. Random crop and resize. 

2.2.3.4    Rotation 

Another possible transformation is to add a random rotation to the image. Depending on 

the image, a rotation can introduce artifacts in the zones where new information needs 

to be introduced after the rotation. Several filling techniques can be used, such as adding 

zeros, reflecting, wrapping etc. For an MRI, the background is always black (zeros), so 

this problem is avoided. Figure 13 shows a rotation example. 

 

Figure 13. Image rotated 25 and -25 degrees 
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2.2.4 Skull removal 

Thanks to a software called Pincram [34], we have used a brain mask that removes the 

skull from a brain atlas [35]. More information regarding the software can be found in 

[36].  

This new dataset has 1015 images already resized and standardized. Figure 14 shows 

an example of the skull removal. 

 

Figure 14. MRI without skull: axial, sagittal and coronal view. 

The states are distributed as: 

⚫ CN: 292 images (28,76 %). 

⚫ MCI: 493 images (48,57 %). 

⚫ AD: 230 images (22,66 %). 

 

On chapter 4, results from adding data augmentation techniques are discussed. MRI 

images are not natural images and, as mentioned before, some transformations can 

affect negatively to the network performance. 
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2.3 Convolutional Neural Networks 

A Convolutional Neural Network (CNN) takes as input an image and can be trained for 

different problems, such as image segmentation, image classification or reconstruction, 

among others. The idea behind a CNN architecture could be loosely described as the 

connectivity pattern of neurons in the human brain and the visual cortex. A CNN is able 

to capture spatial dependencies in an image by applying different convolutional kernels. 

The model is able to learn those filters at different abstraction levels and can be trained 

via gradient descent to interpret the semantics of the image from low-level to high-level 

abstractions [37]. 

Unlike a regular CNN, the image inputs of the CNN we have used are three dimensional. 

This can add difficulties in the training and the memory used by the network, but the 

building blocks of the CNN remain similar to their 2D counterpart [38].           A typical 

CNN architecture is a combination of three different layers: convolutional layers, pooling 

layers and fully-connected layers.  

2.3.1 Building blocks 

2.3.1.1    Neurons and weights 

The basic unit of a neural network is called neuron. A neuron takes a group of weighted 

inputs, applies an activation function and returns an output. Inputs to a neuron can either 

be features from the training set or outputs from a previous layer of neurons. 

Weights connect neurons from different layers. This connections have a weight value 

associated and it is updated during the training to decrease the error. Figure 15 illustrates 

a neuron and its basic formula. 

 

 

 

 

Figure 15. Example of a simple neuron. 

 



 

18 
 

2.3.1.2    Convolutional Layers 

The convolutional layer is the core building block of a CNN and does most of the 

computational heavy lifting.  

CNN derive their name from the convolution operator, which preserves the spatial 

dependencies between pixels by learning image features using small squares of input 

data. Given an input image, we slide a matrix called kernel over the image to create an 

output matrix called feature map [37].  

In the below demonstration, the green section resembles a 5x5x1 input image. A 3x3x1 

kernel is convolved with the input to get a 3x3x1 feature map. The kernel shifts over the 

image according to the stride length, and repeats the process until the entire image is 

traversed. In the case of images with multiple channels, such as RGB or 3D volumes, 

the kernel has the same depth as the input image. 

 

 

 

 

 

 

 

 

Figure 16. Convolving 5x5x1 image with 3x3x1 kernel to get a 3x3x1 convolved feature, image from [39]. 

For the case of 3D convolutions, the 3D filter moves in three directions (width, height 

and channels). At each position, the element-wise multiplication and addition provide 

one output. Since the filter slides through a volume, the output numbers are also 

arranged in a volume that represent the extracted spatial information of our MRI images. 

Figure 17 illustrates a 3D convolution on a volume. 
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Figure 17. Applying 3D convolution on a volume results in another volume, image from [39]. 

2.3.1.3    Non-linearity layer 

The above convolution is usually followed by non-linearity operations called activation 

functions. These activation functions add nonlinearities to the network and are basic for 

the network to learn properly [40]. For our model we have use the following ones: 

⚫ Rectified Linear Unit (ReLU): ReLU is the most commonly used activation 

function. For any positive value, it returns that value back and for any negative 

value it returns 0. Its equation (1.2) is defined as: 

         (1.2) 

 

The advantage of ReLU is that for a lot of the space, the slope of the derivative  

is very different from zero and makes the network to learn faster than other 

activation functions such as sigmoid or tanh [41]. Figure 18 shows how it looks:  
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Figure 18. ReLU activation function [33]. 

⚫ Softmax: in Deep Learning, the softmax activation function is used for the last 

layer to produce raw class predictions. It turns numbers into probabilities that 

sum one. It outputs a vector that represents the probability distributions of 

possible outcomes. Its equation (1.3) is defined as: 

 

       (1.3) 

 

Figure 19 shows its use in a classification problem: 

 

FIgure 19. Softmax generalizing to 3 classes.  
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2.3.1.4    Pooling Layers 

Typical convolution layers consist of three steps. First, the layer performs several 

convolutions to produce feature maps. Second, non-linear activation functions are used 

on the resulting maps. Third, the output is modified by the pooling layer before reaching 

the next convolutional layer. 

The idea of a pooling function is to extract a summary of non-overlapping 

neighbourhoods to reduce the number of parameters in the following layers, control over-

fitting, and achieve slight translation invariance [42].  Figure 20 illustrates two types of 

pooling: max pooling and average pooling. Max pooling returns the maximum value from 

the portion of the image covered by the kernel. Average pooling returns the average of 

all the values from the portion of the image covered by the Kernel. 

 

 

 

 

 

 

 

 

Figure 20. Max and average pooling with 2x2 filters and stride 2, image from [33]. 

3D pooling follows the same sliding approach as 3D convolutions.  

2.3.1.5    Fully-connected Layers 

This layer changes the previous layers structure features into a one-dimensional feature 

vector. The main task of a FC layer is to mine the incoming features to extract information 

about the content of the input image. The feature maps are flattened coming from 

convolutional layers, to achieve a 1D feature vector representation, which will be the 

input of the FC layer [43]. Compared to other layers, FC layers require a greater number 
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of parameters as each cell of the convolved feature is fully connected to all the elements 

in the previous layer.  

 

 

 

 

 

 

 

 

 

 

 

 

Figure 21. Conv layer is flatten, FC layer is connected to another and finally class is predicted [33]. 

 

2.3.1.6    Loss function 

To train a deep learning network, we need to have a measure of how well the network is 

performing. This is done by defining a loss function on the objective of the training, which 

quantifies how inaccurate is the model if it is used to make a class prediction and then 

reinforce the learned weights to boost the prediction during the learning process. 

Cross-entropy loss measures the performance of a classification model whose output is 

a probability between 0 and 1. The loss function increases as the predicted probabilities 

diverges from the actual class [37]. 

2.3.1.7    Regularisation 

Regularization is employed to mitigate over-fitting. In our architecture, we have 

implemented the following regularization techniques: 

⚫ Batch normalization: training deep networks can be slow since the distribution of 

parameters across hidden units changes dynamically during training, which is a 

phenomenon called internal covariate shift. Batch normalization normalizes the 

output of a previous activation layer by applying zero mean and unit variance. It 

allows each layer of a network to learn by itself more independently and improves 

the convergence speed of the optimization techniques [37].  
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⚫ Dropout: drops random connections of the network. This way, it prevents co-

adaptation among units by encouraging independent contributions of each of the 

units to the final prediction [44]. Figure 22 shows how it works:  

 

 

 

 

 

 

 

Figure 22. Units are randomly skipped, image from [33]. 

⚫ Data augmentation is another approach to improve the performance of the 

model. We have talked about it in section 2.2.3. 

2.3.1.8    Optimisation 

CNN parameters are learned and updated by optimising the loss function. The main 

difficulty when optimizing a CNN is to not get trapped on local minima [45]. Gradient 

descent method updates parameters using a back-propagation algorithm. For our 

network, we have used mini-batch gradient descent because of the large amount of 

memory needed for each image and for a smoother parameter updating and better 

convergence [46]. 

Gradient descent is an optimization algorithm, based on a convex function, that updates 

network parameters iteratively to minimize the cost function as far as possible. After 

initializing the network parameters, each step done to reach the minimum is given by the 

learning rate, which measures the steps size, and partial derivatives that helps to know 

in which direction the step has to be done. Figure 23 shows the gradient descent 

equation, where theta are the weights, alpha the learning rate and J is the cost function: 
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Figure 23. Simple gradient descent equation 

In order for gradient descent to reach the minimum, learning rate must be set to an 

appropriate value, which is neither too low nor too high. If learning rate is high, it could 

be possible that the optimizer do not reach the minimum because it will go back and 

forth. If learning rate is set too small, it will eventually reach the minimum but it will be 

time consuming. Figure 24 shows this phenomena. 

 

 

 

 

 

 

 

 

Figure 24. Learning rate effect trying to find the minimum, image from [33]. 

Depending on the amount of data we use, we can use different variations of the 

algorithm: 

⚫ Stochastic Gradient Descent: it updates the parameters for each training 

example, one by one. 

⚫ Batch Gradient Descent: it updates the parameters after all training examples 

have been evaluated. This whole cycle is called a training epoch. 

⚫ Mini Batch Gradient Descent: it is a combination of the two above. It splits training 

data into small batches and performs an update for each mini batch. It is a 

balance between the efficiency of the batch GD and the robustness of SGD. 
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For our training data, we have used an extension to SGD called Adaptive moment 

estimation (Adam). To understand the intuition behind this algorithm, Figure 25 shows 

the behaviour of the optimizer. 

 

Figure 25. On purple and blue, GD optimizer. On red, Adam optimizer, image from [33]. 

When implementing gradient descent, we can end up with huge oscillations in the vertical 

axis, while trying to move as fast as possible in the horizontal direction. Adam is based 

in two basic ideas: first, to compute exponentially weighted average of the gradients to 

update the parameters to control the horizontal move, and second, to use squared 

gradients to scale the learning rate and avoid huge vertical oscillations [33]. 

Finally, in order have a robust learning rate, we have applied learning rate decay. After 

a set number of epochs, the learning rate is automatically reduced by a fraction. 

2.3.1.9    Weight initialization 

There are two types of parameters to initialize in a neural network, weight matrices and 

the bias vector. Weights are randomly initialized to break symmetry, which means that 

each unit learns a different function of the inputs instead of having units that learn the 

same in each layer [47]. 

2.3.2 Model architecture 

We have trained a 3D CNN with cross-entropy loss, where each convolution is followed 

by a 3D max pooling and a 3D batch normalization layer [27]. Figure 26 depicts the 

following model:  

⚫ Four 3D convolutional layers, with kernel size 3, 11 channels and ReLU as 

activation function. 

⚫ Four 3D max pooling layers, with pool size 2. 

⚫ Two fully-connected layers, with 4096 units and ReLU as activation function. 

⚫ Classifier with 2-3 classes depending on the classification problem. 
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Figure 26. Building blocks of the 3D CNN. 

The model has been trained with Adam optimizer, with a learning rate of 0.0001, which 

decays by a factor of 10 after 15, 25 and 35 epochs. Dropout has been applied with 20% 

of probability to all of the convolutional layers. Mini-batch size varied between 2 and 4. 
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2.3.3 Experiment setting 

To create our model, we have followed the scheme shown in figure 27: 

 

Figure 27. Modeling scheme.  
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For any machine learning project, it is important to divide our data into different sets to 

ensure a proper training and reduce overfitting and false results [33]. We have divided 

our data in: 

⚫ Training set: subset we use to train the model. 

⚫ Validation set: subset of data used to have an unbiased evaluation of the trained 

model while tuning model hyperparameters. It helps to understand model 

behaviour and generalizability of unseen data. 

⚫ Test set: subset of data used to provide an unbiased evaluation of the model. It 

helps to understand how the model can perform in a real world scenario. 

In the following part, we will define every implemented step in the experiment pipeline 

from loading the preprocessed images to the final model evaluation. All the modeling 

code has been implemented with Keras, a Deep Learning library [48]. 

2.3.3.1    Load images and labels 

The first step is read paths and numerical labels. We have applied a hot encoding to 

labels. It performs binarization of the labels and include it as a feature to train the model. 

The encoding is the following one: 

  

 

 

 

 

 

 

Figure 28. Hot encoding of CN, AD and MCI. 
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2.3.3.2    Split data 

As mentioned before, split our data is very important to learn faster, the set up for MRI 

images is the following one: 

⚫ 80 % training. 

⚫ 10 % validation. 

⚫ 10 % test. 

2.3.3.3    Model implementation 

As we cannot load all MRI images to memory due to their huge size, we have 

implemented a generator that take images depending on the batch size. In our case, we 

have applied a batch size of 2 or 4. Each batch is loaded into the 3D CNN that we have 

described in the last chapter. The hyperparameter tuning is explained in section 2.3.2. 

2.3.3.4  Model training and evaluation 

After configuring the model, it is trained on data generated batch-by-batch by a 

generator/sequence. We have trained the model over 45 epochs, using 10 % of the 

original data as validation. 

Finally, we evaluate the model with the remaining 10 % of the data.  
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CHAPTER 3. RESULTS 

The following results will be divided in two parts. First, we will analyze the results from 

the original ADNI images. Second, we will analyze images where the skull has been 

removed. 

3.1 Original images 

3.1.1 CN vs AD 

For the problem of CN vs AD, the number of images is 419. Training the model described 

in 2.3.2, which has 4 convolutional layers and 2 FC layers, we obtain a classifier that is 

overfitting our data. After training, we obtain the following results. Figure 29 shows the 

training process, and table 2 shows the results. We obtain an accuracy of over 70 % in 

validation and test samples, and almost 100% in train samples. This means that our 

model is slightly overfitting to the training data in early epochs, but it still shows a 

competitive performance in test and validation sets.  

 

 

 

 

 

 

 

 

 

 

 

Figure 29. Loss function (train in blue, validation in orange) from the original model. 
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 Training Validation Test 

Accuracy 98,21 % 71,43 % 71,42% 

 

Table 2. Results from model 1. 

One of the approaches we have followed to try to reduce overfitting is to apply a 10 % 

dropout to every convolutional layer and FC layer. Figure 30 shows the effect on the 

model after applying new changes. Table 3 shows the accuracies. In that case, we can 

appreciate how batch normalization and dropout are not well harmonized and the 

overfitting is bigger. There is a study that analyze the effect of using both techniques 

[49], which says that dropout shifts the variance of specific neural units from train to test 

and batch normalization maintains the statistical variance. That inconsistency of variance 

leads to more erroneous predictions as figure 30 and table 3 are showing. 

 

 

 

 

 

 

 

 

 

 

 

Figure 30. Loss function from adding 10 % dropout. 
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 Training Validation Test 

Accuracy 99,99 % 64,29 % 80,95 % 

 

Table 3. Results from adding 10 % dropout. 

To avoid previous results, we have deleted the batch normalization and we have applied 

a 20 % dropout to every layer. Figure 31 and table 4 show the results from another 

modification. The network keeps suffering from overfitting, which shows that batch 

normalization works better than dropout for our network compared to previous models. 

 

 

 

 

 

 

 

 

 

 

Figure 31. Loss function from deleting batch normalization and adding 20 % dropout 

 Training Validation Test 

Accuracy 84,52 % 66,67 % 66,67 % 

 

Table 4. Results from deleting batch normalization and adding 20 % dropout. 

 

We have also trained a model with 20 % dropout but removing it from the FC layers. It 

has not been a good configuration since dropout seems to work better on the FC layer 
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because of the greater number of parameters that can lead to overfitting if they are not 

controlled. For this experiment, we have increased the number of epoch to see if the 

model could learn. Figure 32 and table 5 shows the effect of the new model. Results 

show that the performance has decreased. 

 

 

 

 

 

 

 

 

 

 

Figure 32. Loss function from applying 20 % to convolutional layers. 

 Training Validation Test 

Accuracy 66,26 % 57,14 % 58,02 % 

 

Table 5. Results from applying 20 % to convolutional layers. 

After different configuration trials, we have decided to apply data augmentation. Having 

just 419 images (patients diagnosed with CN and AD from the original dataset) makes 

our model to perform poorly. We have applied the techniques mentioned in 2.2.3 and 

different configurations. The next model has no batch normalization and dropout in every 

layer. Figure 33 and table 6 show the performance of this model. When the loss function 

of our training data is greater than the one of validation the model suffers from 

underfitting, which means that the accuracies are ever worse and the model cannot 

generalize. After solving the overfitting problem, results are more promising, but now the 
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model is not training well because of the underfitting. This could be solved by adding 

more data, or maybe by making the network deeper.  

 

 

 

 

 

 

 

 

 

 

Figure 33. Loss function from adding data augmentation. 

 Training Validation Test 

Accuracy 52,68 % 64,29 % 59,52 % 

 

Table 6. Results from applying data augmentation. 

We have decided to train the same model but making the learning rate to decay in the 

epoch 15 instead of the 25 to check the model can find the minimum that we want to a 

better performance. We have achieve a better but not ideal performance and the model 

is still underfitting. Figure 34 is almost the same as the previous model and the loss 

function values are not varying at all. 

 

 

 



 

35 
 

 

 

 

 

 

 

 

 

 

Figure 34. Loss function from data augmentation and learning rate decay in epoch 15. 

 Training Validation Test 

Accuracy 69,16 % 68,25 % 61,90 % 

 

Table 7. Results from data augmentation and learning rate decay in epoch 15. 

 

3.1.2 CN vs MCI vs AD 

Following our experiments, we have moved to a 3 label classifier. The first model we 

have used is the original one, in section 2.3.2. Even having more images, now the model 

has a harder problem to solve. The model trains and learns decently considering that is 

hard to compare CN and MCI and there is no overfitting. Figure 35 and table 8 show the 

results from the model. 
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Figure 35. Loss function from the original model in 3 classes. 

 Training Validation Test 

Accuracy 55,45 % 45,12 % 52,43 % 

 

Table 8. Results from the original model in 3 classes. 

 

To try to solve that problem we have applied data augmentation to analyze if it helps the 

network to distinguish better between the three classes and we have implement the 

learning rate decay to start in epoch 15. Figure 36 and table 9 show the results from the 

new changes. The network performance does not increase, maybe we should change 

some data augmentation techniques because some variations like flips may not be the 

most accurates. 
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Figure 36. Loss function from adding data augmentation in 3 classes. 

 

 Training Validation Test 

Accuracy 49,54 % 45,12 % 47,65 % 

 

Table 9. Results from adding data augmentation in 3 classes. 

3.2 Skull removal images 

3.2.1 CN vs AD 

In that case, we have 522 images to train a CN vs AD model. We have used the original 

model again to check how it works in that images. In that case, we have achieved great 

results, despite having a bit of overfitting. It seems that after applying the mask to the 

images they are easier to train. Figure 37 and table 10 show the results. 

 

 



 

38 
 

 

 

 

 

 

 

 

 

 

 

Figure 37. Loss function from original mode and new images. 

 Training Validation Test 

Accuracy 98,10 % 84,91 % 82,69 % 

 

Table 10. Results from original model and new images. 

3.2.2 CN vs MCI vs AD 

We have extended the model to check if the results can be almost as good as classifying 

CN and AD. The model is performing quite decently. We can say that after applying the 

skull mask, it is still hard to distinguish between the three classes. 
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Figure 38. Loss function from original model in new images and 3 classes. 

 Training Validation Test 

Accuracy 57,27 % 48,04 % 51,48 % 

 

Table 11. Results  from original model in new images and 3 classes. 
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CHAPTER 4. CONCLUSION AND FUTURE WORK 

The problem of detecting AD with computer-aided diagnosis is hard but not impossible. 

As we have seen through our results, it is not hard to detect if someone is suffering the 

disease or not. Thanks to ADNI, we can build models with good performances and detect 

AD in early stages. 

3D CNN can exploit the nature of MRI with a good performance. Compared to the state 

of the art classification results, ours has been remarkable. Some of high accuracies in 

training and low in testing or validation may be due to overfitting but it is not a major 

problem, since we can search more data or do a better analysis of data augmentation 

techniques. The lower accuracies obtained using data augmentation could be related to 

transforms like flips, as MRI have a standard format and some parts of the brain are 

modified because of that huge rotations, for instance, we will never find the left ventricle 

in the right side. Solving that problem we can also solve the underfitting. Another 

remarkable accuracy is the one related to CN vs AD using the skull removal subset. In 

a future, it would be interesting to study if removing some parts of MRI help a CNN to 

increase its accuracy or the more amount of data is the reason of this great performance. 

For the problem of CN vs MCI vs AD, we have achieved competitive results considering 

again the lack of data and the difficulty to distinguish between CN-MCI and MCI-AD. 

Summarizing, the future work of our thesis is to solve the weak points of the model. We 

should solve the lack of data given by time and memory constraints, having more date 

would allow us to avoid underfitting and train deeper networks. 

Another approach could be the use of transfer learning by using a pre-trained model. In 

some cases were data is limited compared to large datasets, fine tuning achieves an 

equal or greater performance compared to a full trained model [47]. 

More future work could be to use longitudinal information of the patients we already have, 

as in the original paper. This could help to improve our results by adding extra examples 

of the same patient to the dataset. 

And finally, we should analyze which data augmentation techniques fit better to MRI. 
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