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Today, there are approximately 75 million wheelchair users worldwide. From
this collective, there is a percentage of people, the severely disabled, whose mo-
tor capabilities below the neck are damaged, and despite the fact that they are
also wheelchair users, they can’t really move it their own. Even though research
has been attempting to bring a reliable hands-free control for them for nearly two
decades, still no commercial models exist, as no system has proven to be reliable
enough for a real environment situation. In this thesis, I study the most success-
ful remote control modalities so far involving head and eye tracking, and develop
from scratch a collection of 3 enhanced navigation systems inspired from the best
of each. These three systems allow to successfully control a powered wheelchair
using exclusively the head via IMU sensors, the eyes via a head-mounted eye-
tracker, and a combination of both. Finally, I test the first two systems on myself
and also on different healthy people to contrast their performance with respect to
the standard joystick navigation. From the results collected, I propose future im-
provements that could step up level of these hands-free controllers to the market
level.
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Chapter 1

Introduction

1.1 Motivation

Wheelchairs have become a very present tool in the modern society. Either be-
cause of an injury, disease or disability, patients unable to walk now rely on
wheelchairs to be able to move around on their own. According to the Guidelines
on the provision of Manual Wheelchairs in less resourced settings [1] from the World
Health Organization, 1% of the total population requires a wheelchair, which to-
day in 2017 represents a total of 75 million people worldwide. Furthermore, ac-
cording to KD Healthcare [2], the total number of wheelchair users increases by 2
million every year around the globe. By 2018 the wheelchair market will be worth
7 billion dollars, 4 of which are attributed to powered wheelchairs, as estimated
in this study.
Indeed, these devices can be categorized into two groups: manual wheelchairs,
which rely on the user’s own effort to move, and powered wheelchairs (also known
as automatic, electronic or electric wheelchairs) which have a motor that moves
the wheels and some kind of joystick that controls the direction and magnitude of
the motion. Currently, there are lots of available models that can adapt to every
customer’s needs, but, despite that, several studies [3, 4, 5] defend that up to 10%
of the users experience some kind of accident within the first 4 months of usage,
such as running into objects or people, and [6] suggests that patients suffering
from neuromuscular degenerative diseases such as Amyotrophic Lateral Sclero-
sis (ALS) experience a lot of trouble at operating joysticks and similar controllers.
All this evidence demonstrates that there is a need to develop more intelligent
systems for wheelchairs, or some variants that can be used by people with more
harsh disabilities.

To the knowledge of the writer, among all the available commercial models, it is
always required that the user can operate at least one of his or her hands. There
is the exception of the Ogo wheelchair [7], which was launched in 2015 and uses
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a similar technology than the Segway to turn and move, but still is not viable for
cases of important body paralysis. Therefore, it can be affirmed that patients of
quadriplegia or other types of severe paralysis or motor-impairing diseases don’t
have at their disposal any kind of autonomous way of moving, since even the
Ogo requires a certain degree of motor function in the body.
On the other hand, as it will be shown in the next section, there are already pub-
lished papers that have started to tackle implementations of hands-free naviga-
tion systems for wheelchairs. Those studies, however, are still limited as far as
technical ambition is concerned, and in any case large scale tests with patients
have been attempted. In this thesis, the writer proposes a collection of three dif-
ferent shared-control algorithms inspired from those in the literature, which en-
able the user to fully control a powered wheelchair without using any part of the
body below the neck. The first is based on head-tracking, and, among all similar
systems in the literature, it is by difference the most advanced in terms of ma-
neuverability and control. The second uses a head-mounted eye-tracker, which is
similar to other existing systems using gaze-tracking as control strategy. The last
one, which is still under development, combines the previous two with the aim
of compensating their individual flaws.

1.2 State of the art

For the last decade and a half, researchers worldwide have published different
systems attempting to enhance the ease and control of hands-free driving for
powered wheelchairs. Some of those relied on speech recognition, electroen-
cephalography (EEG) and similar Brain-Computer Interfaces (BCI) or electroocu-
lography (EOG), but neither of them was suitable for daily-life scenarios. In
particular, BCI’s are prone to artifacts and noise [8], speech recognition was un-
derperforming in noisy environments and was proving inefficient for wheelchair
navigation [9, 10] and EOG only was useful for a handful of very basic com-
mands, restricting the control of the user over the wheelchair itself and thus un-
suitable for real-life outdoors scenarios, without mentioning the fact that contact
electrodes had to be worn around the eyes, which was annoying for some subjects
[11, 12].
On the other hand, other techniques involving head pose estimation and eye
tracking have succeeded at pulling out some more promising results. On top
of that, eye-based controllers have the advantage that eye movement is one of the
latest motor capabilities to deteriorate with neurodegenerative diseases [6]. As
an example, Seven Hawking, the famous physicist who suffers from ALS, is able
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to communicate by using his eyes and a complex Artificial Intelligence-based al-
gorithm from Intel that helps him generate sentences. In this section, the already
existing techniques using either of the two systems, head-based and gaze-based,
or combinations of both will be reviewed and compared.

1.2.1 Gaze-controlled wheelchairs

Among the different approaches in the literature using eye-tracking as a way to
move robots and, more interestingly, wheelchairs, two different models exist. The
first group, which will be referred to as screen-based, have the common character-
istic that the user must be looking directly into a screen of some sort in front
of him or her. In that monitor, there is a representation of different commands
that the user can trigger with the gaze, such as the example shown in figure 1.1a.
Some references using this control method include [6, 12, 13, 14], although [12]
uses EOG instead of eye-tracking. The different interfaces used in those studies
have in common that they have an idle position in the middle of the screen and in
the corners (where it would be hard to distinguish which command is the correct
one), and, except for [6], the only possible commands are forward, right, left and
backwards, without being able to modify the actual moving or turning speed.
In general, they all conclude that the screen interface allows the user to have
a feedback on what the machine is interpreting, increasing the feeling of secu-
rity using the device, and at the same time the simplicity of the approach makes
them easy to understand and use. Also, some defend that such interface can be
easily adapted to each particular driver, making it more user-specific and thus
more comfortable in this sense. On the other hand, they have the flaw that, in
order to move the wheelchair, the user must be looking into the monitor, which
in some cases might be a bit counter-intuitive, specially in the situations that re-
quire a more precise understanding of the surroundings. For instance, navigating
trough tight alleys or complicated turns is tough, as moving the wheelchair pre-
vents from making sure that the path is clear, and the other way around. [13]
and [14] tried to fix this by merging the User Interface (UI) with a real time im-
age from a mounted web-cam (see figure 1.1b) but still the images only show the
area occluded by the screen, but not the issue regarding the fact that users cannot
explore the surroundings of the chair and move it at the same time. Also, these
driving strategies are very sensitive to noise and calibration issues, as the user
must be precise with his or her gaze to trigger the right commands.
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FIGURE 1.1: Two different screen UI’s, for screen-based navigation

(A) UI used in [12]. When the user looks
to the arrows, the chair will move to-
wards the represented direction. When
he or she looks at the stop signals, the

chair will remain idle instead.

(B) UI used in [13] in forward state (rep-
resented by the green arrow). This UI
has the advantage that it is overlaid
with a real-time web-cam image, allow-
ing the user to see through the screen.

The second type of gaze navigation is of course the screen-free system, which
doesn’t rely on any kind of UI. These have been implemented in several occasions
by [15, 16, 17, 18, 19, 20], using both head-mounted and wheelchair-mounted eye-
tracking systems. By far, the biggest concern in all these studies has been how
to keep the relative position between the eyes and the tracking cameras stable,
and how to compensate for illumination and inter-user morphological variabil-
ity. Notice that, at the time some of these studies were published, there were not
commercial eye-trackers available, so each one of them created their own device
according to what they considered essential for their experimentations. The ma-
jority of them defend that, in order to be more reliable, the eye tracker has to be
mounted on the driver’s head (to keep the relative position between the eyes and
the camera constant) and image processing must be performed to detect the posi-
tions of the pupils and mitigate illumination issues. Others also implemented an
eye blinking detector to trigger the start/stop signals or in some cases the back-
wards/forward movement. However, in general, the functioning of the systems
generally works by translating the gaze point into a virtual map of controls that
in most cases is similar to the ones observed in UI’s of screen-based systems. No-
ticeably, in [20] a set of more complex mappings that enable the user to chose the
movement speed in terms of the gaze angle is used, which the writers defend
allows more natural control (refer to figure 1.2). However, their experiments were
limited to a Virtual Reality (VR) platform and, on top of that, their system turned
out to cause more crashes than simpler interfaces. That said, in general, all the
studies defend that the proposed systems are intuitive and could be potentially
usable in severely disabled people, since they are limited to eye gaze which is still
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preserved for them.
In [17], however, Bartolein and his team try to address one of the main issue
regarding eye-based navigation: the Midas touch problem [21]. Straightforward
systems will translate every single eye gaze into a movement command. How-
ever, it might be the case that the user had no real intention to trigger that action
in that specific moment of time. For instance, before crossing a street, the user
will need to look to both sides to check that no cars are coming, but he or she
has no real intention to move in those directions. To sort out this problem, in
[17], a probabilistic 11-fold classification of the gaze based on its time dynamics
is proposed, among which a small subset are actual relevant saccades and trigger
movement. With this strategy the writers defend that some unwanted gaze sac-
cades are ignored, which allow for a more comfortable driving.

FIGURE 1.2: UI used in [20]. When the user looks to the arrows, the
chair will move towards the represented direction. When he or she

looks at the stop signals, the chair will remain idle instead.
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1.2.2 Head-controlled wheelchairs

Besides the Midas touch problem mentioned in the previous section, in [22] the au-
thors note that navigation systems based exclusively on eye gaze have the setback
that head movements can disturb, or even decalibrate, the eye tracking system,
which is a very important process for a proper performance. In other words,
those systems require that the head of the user is as static as possible, which can
be both unnatural and uncomfortable. As a consequence, this group and others
like [23, 24, 25] have tried to develop systems that allow wheelchair control using
only an estimation of the head position of the user.
The most intuitive way of estimating the head pose is by means of an Intertial
Measurement Unit (IMU) device. These are electronic equips that are composed
of an accelerometer (which measures linear acceleration), a gyroscope (that reads
angular velocity) and, in some cases, a magnetometer (which measures vectorial
magnetic fields). If the IMU does contain a magnetometer in it, sometimes it is
called a Magnetic, Angular Rate and Gravity (MARG) sensor, but for sake of sim-
plicity these will be referred as IMU sensors as well in this thesis. By combining
the data from the three physical fields (as it will be shown in section 3.1.3), the
relative 3D orientation of the IMU can be known and by extension the user’s head
pose, if the sensor is properly attached to it. The problem with those devices is
that, in order to obtain the yaw rotation from the gyroscope, its data must be in-
tegrated over time, meaning that any errors from past samples will drag on to
future samples, amplifying even more the total deviation from the correct value.
This is often referred as gyroscope drift, and makes the estimate worse and worse
as time passes. This fact has made researchers avoid this approach as a way
of unilateral navigation, even though [25] implemented a simple system that al-
lowed to control a small robot with an IMU attached to an external driver’s head
for very short paths. However, in this article, the authors don’t mention anything
about the gyroscope drift, but rather they are more concerned about making the
system operational for variable slopes. Moreover, the system is never tested on
an actual wheelchair with a user seated on top of it, even though all along the
writers defend that this could be used for wheelchair navigation.

Although recent technological advances have allowed the production of more
affordable and more precise IMU’s which are already being used in VR and aug-
mented reality devices among others, the more promising approaches using ex-
clusively head-pose based navigation rely on Artificial Vision (AV). In particular,
in [22] an approximation of the head orientation is obtained by processing the
images taken from an egocentric camera attached to the user’s head (called active
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tracking by the writers) and a camera pointing towards the user’s face (passive
tracking) for sake of comparison. Using SIFT features [26] alignment and an algo-
rithm to solve the so-called five-point problem [27] an approximation of the head
rotation can be extracted. This problem is a typical one in 3D vision, which in-
volves finding the relative position difference of a moving camera by using two
of its matched frames, both in terms of rotation and translation. On the other
hand, in [23] the head pose estimation is based on localizing the relative position
of the nose within the face frame, which is then translated into basic turn com-
mands, and in [24] the eyes and mouth positions (obtained through a real time
image processing from a web-cam in front of the user) are used merged with the
data from an IMU attached to the user’s head to compensate its drift and noise.
Once again, all the studies defend that their navigation strategy is potentially
usable for wheelchair users, since they allow a smooth driving experience, and is
at the same time intuitive. However, as noted by [6], head-exclusive approaches
are not compatible with severe cases of palsy such as ALS, whose users cannot
rely on their head movement anymore. Moreover, head-based systems also suffer
from the Midas touch problem, although it is true that the head is usually much
more static than the eyes in normal conditions. On top of that, AV-based systems
still have the same problems than before, i.e. illumination, loss of tracking, etc.

1.2.3 Hybrid control approaches

Based on the evidence obtained from all the previous references, it is intuitive
to hypothesize that the best system should be the one combining both gaze and
head pose information to mutually compensate the flaws of each other. Indeed,
something similar had already been published, but there was plenty of room for
improvement. In [28] an AV based system is implemented, which extracts facial
features from a camera placed in front of a wheelchair, pointing to its user. From
these features, which include pupil positions, and the corners of the eyes and
mouth, the 3D position of the head is approximated, together with the vectorial
direction of the eyes. However, as it is stated in the paper, the eye information
is not really used for directing the wheelchair since it "cannot be fully controlled
intentionally in dynamic environments", but rather to modulate the velocity of
the chair. In particular, when the eyes match the head, the velocity is increased,
and the other way around, since the writers defend that this correlation between
the two signals corresponds to a clear intention from the user to move forward.
Despite the fact that this hybrid approach provides more robustness than eye-
only or head-only systems, it still has the flaws involving the usage of a camera
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in front of the user. Most noticeably, losing the track of the user can put him or
her into a dangerous situation where the chair will not respond to the commands.
On top of that, the user must be always centered in the middle of the field of view
of the camera, which requires careful calibrations in order to work properly.
On the other hand, [29] is a short letter that describes a system combining an im-
provised eye tracker, which is attached to the user’s head, that also incorporates
an IMU to detect its orientation. The gaze point obtained from the eye tracker is
remapped to the reference coordinates captured by the sensor, and a simple con-
trol strategy is established depending on where the obtained gaze point is (figure
1.3). This control has 5 different regions including: forward motion, right turn,
left turn, start and stop, but does not control the wheelchair velocity whatsoever.

FIGURE 1.3: Navigation system developed by [29]. It combines in-
formation from an eye tracking device and an IMU to obtain a head
rotation-free gaze point, which is then translated into a 5 region

command map (c).

1.3 Objectives

After the above analysis of the literature, hereby all the initial objectives of this
project are enumerated:

• Using Robot Operating System (ROS), to set up 3 systems to control a pow-
ered wheelchair. These will be an exclusively head-based system, an ex-
clusively eye-based system, and a third and final approach that will be a a
combination of the previous two, which will be called the hybrid system.
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• For each of the systems, to try different technical approaches whenever the
opportunity arises, and also to justify as much as possible the definitive
choices with empirical evidence of their superiority.

• To test the three systems on the creator to see if, as a healthy user, he can
manage to successfully operate them reliably.

• For a more realistic study, to try the three systems on other healthy subjects
and evaluate their personal thoughts on each one.

• If possible, to do the same comparative test with at least one disabled pa-
tient.

• Based on the previous gathered data, propose further modifications to the
developed systems to solve any issues that might have become noticeable.

Also, at the time the writer was working in the development of this thesis, he
was also collaborating in the production of a scientific publication with two of
his colleagues from the laboratory at the Imperial College, which would review
and rank different head and gaze based navigation systems from the literature,
i.e., screen-based, gaze-based and head-based, and compare them with the per-
formance of a joystick. Although this publication will not be commented much
further in this thesis, the experimentation section 3.4 will contain material gen-
erated from the tests for this publication, as their objectives and the ones of this
current document were somewhat similar.





11

Chapter 2

Materials and Methods

For this project, an improved version of the already existing hands-free navi-
gation systems for a powered wheelchair were set up using ROS. With them,
quadriplegic and severely disabled people could regain some of their indepen-
dent mobility. However, since the time span of this project was only 5 months
(January to June 2017) setting up everything from scratch would have been im-
possible. Fortunately, Professor Demiris from the Imperial College London had
at the disposal of the writer some materials and software, which were very use-
ful for the development of this study. In particular, those were the powered
wheelchair, the eye tracking device and the IMU sensors. Also, especially for the
development of the head-based system, the algebra of Quaternions (introduced
in section 2.5) was studied in detail, as it will be extensively used in section 3.1.3
when explaining the Madgwick fusion algorithm. Since those devices, softwares
and concepts were not developed by the writer, this chapter right here will be
dedicated to reviewing in detail everything about them relevant for the compre-
hension of this thesis. Additionally, the basic concepts about ROS will also be
introduced in the next section for the sake of a better understanding for any un-
experienced reader. In it, the basic structure of ROS packages and the different
ways of node communication will be overviewed, so readers can feel free to skip
until section 2.2 if they are already familiar with them.

2.1 Robot Operating System

In its Wiki page [30], ROS is defined as:
“ROS is an open-source, meta-operating system for your robot. It provides the
services you would expect from an operating system, including hardware ab-
straction, low-level device control, implementation of commonly used function-
ality, message passing between processes, and package management. It also pro-
vides tools and libraries for obtaining, building, writing, and running code across
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multiple computers.”

Indeed, ROS is a software platform that has been designed to [31]:

• Distribute the computation required for operating a robot in smaller com-
ponents and establish routines for their communication.

• Speed up the testing and debugging of the code. Thanks to the previous
modularity characteristic, each different software component can be de-
bugged separately. Moreover, the robotic hardware can be substituted by
simulators to first ensure that the high level nodes behave accordingly be-
fore trying them on a real robot.

• Make it easier to reuse code for different projects or even different robots.
With each distribution of ROS, there are multiple debugged and documented
packages available for a variety of tasks. These include mapping, naviga-
tion, computer vision, image processing and many others, which can be
used similarly in different robotic platforms. All the code for this project
has been developed in the Kinetic Kame distribution of ROS (2016).

A robot can simply be defined as a programmable machine capable of completing
a task. Even though it might not seem so, the system comprised of the wheelchair,
eye-trackers and IMU’s is therefore a robot as well, and therefore can be pro-
grammed with ROS. In particular, it contains a series of rotary motors that move
the wheels, and a handful of sensors including the joystick, eye-tracker, IMU,
laser scanners, etc. In this section, the basic structure of a ROS package and the
typical architecture of a network of inter-connected nodes will be introduced, for
the sake of a better understanding in the next chapters. More information regard-
ing the wheelchair will be provided afterwards, in section 2.2.

2.1.1 Packages and nodes

In ROS terminology, a package is a recyclable set of scripts and other files that
provides a useful functionality. These other files may include libraries, data sets,
configuration files, images, sound tracks and whatever is required for the proper
functioning of the overall system.
Packages are composed by one or mode Nodes, which are virtual systems that
process and use data, either self-generated, from another node, or recorded by an
external hardware like, for instance, a camera, joystick, a sensor, etc. Typically,
every node will output the result of its processing for another node to use it,
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or will use the data for triggering some kind of functionality within the robot.
ROS nodes are formed by a distributed networks of script files written in C++ or
Python and perform a particular task in the pipeline to operate a robot. In order
to properly build a node, all the information regarding its inner structure (the
scripts composing it, the executable files, etc) must be provided to the compiler.

2.1.2 Publishing and subscribing to a topic

Although it is not the only way of communication between nodes, for the major
part of this project the Publisher - Subscriber routine was used. Basically, each node
can Subscribe, or equivalently "read" from a Topic, and/or Publish (write) to it. A
topic can have as many subscribers as needed, but typically will have only one
publisher. Also, within each topic, only one specific type of data, or Message, is
being published, which is specified by the publishing node. A message is very
similar to a struct data type in C, and ROS has a lot of standard messages which
developers should use if possible for better code recycling. Otherwise, new mes-
sage types can be created containing the required data, although this demands
some extra regulations when compiling. Some examples of standard ROS mes-
sages include the Bool, Float or Int8, which only contain a single data type, or more
complex ones such as Header, containing temporal information, Vector3, namely
a 3-component floating point vector, or Quaternion, which in practical effects is a
4-component vector but its deeper meaning will be further explained in section
2.5, as it is very important for this project.
The second type of communication routine is the so-called Server - Client, which
is similar to the Publisher - Subscriber one, except for the fact that it allows bidi-
rectional communication. This is useful, for instance, if a particular node has a
function of interest that the programmer would like to use from a different, unre-
lated node.

2.1.3 Graphical representation of a ROS program

Typical high-end ROS packages in a project will contain a lot of nodes, each one
being subscribed and publishing to even more topics and, on top of that, multiple
packages may be running simultaneously at the same time. In order to better
understand what is going on, and for illustrative purposes in this thesis, packages
can be represented by a graph structure. An example of such graph is depicted in
figure 2.1a, which is the result of executing two packages from the ROS tutorial,
that allow to control a "turtle" using the keyboard arrows, around the interface
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shown in figure 2.1b. Let’s now analyze the structure of the graph image, which
contains all the main features of a larger-scale graph.

FIGURE 2.1: Turtlesim package example.

(A) Example of a ROS graph. (B) UI of the turtlesim package.

For structure optimization purposes, nodes and topics can be grouped in Names-
paces. In figure 2.1a there are 3 different namespaces, namely turtlesim, turtle1 and
teleop_turtle, which are represented by large square boxes. Nodes can subscribe
and publish to topics of the same namespace using an easier and more dynamic
syntax than if they were from a different one. Also this is recommended for a
better transferability or recycling of the package. Topics are represented by a
square box as well, but their names always start with the character "/" followed
by the namespace they belong to. Therefore, in this example we have 3 topics:
/turtle1/color_sensor, /turtle1/pose and /turtle1/cmd_vel, which contain information
about the pixel color below the turtle, the 2D movement of the turtle and the com-
mand from the keyboard, respectively. Finally, nodes are represented by a circu-
lar box, and their names also start with the character "/". /teleop_turtle is the first
node, which gets information of the keyboard and transforms it into a command
message, which is published to /turtle1/cmd_vel, and /turtlesim is the second and
final node that subscribes to the latter topic, and calculates the next position of
the turtle, publishing it to /turtle1/pose. Additionally, this node also gets the color
information of the pixel underneath the turtle, publishing it to turtle1/color_sensor.
The "color" circle within the turtle1 namespace is a different feature which is irrel-
evant for this example or this thesis, so for sake of simplicity we will not consider
it.
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With this information, any reader should be able to understand the ROS techni-
calities in rest of this thesis. In the following sections, the materials at the dis-
posal of the writer will be overviewed, namely the wheelchair, the eye tracker,
the IMU’s, and all the software related to them.

2.2 The powered wheelchair

The entirety of the navigation systems that are going to be explained in this the-
sis were tested on the Assistive Robotic Transport for Adults (ARTA) wheelchair
at the Personal Robotics Laboratory. The ARTA (figure 2.2) is a re-engineered
version of the commercial wheelchair Heartway Allure Powered Wheelchair from
Independent Living Centres. More precisely, it has been equipped with three laser
scanner sensors (two small ones in the front and a larger one in the back) which
are used to detect the surroundings of the chair, one emergency stop button for
interrupting any running experiment if necessary (yellow box) and a high preci-
sion IMU sensor which tracks the orientation of the chair. Additionally, the main
functionalities of the wheelchair (that is the joystick, movement, battery moni-
toring, powering up/off) have been rewired into an Arduino board which also
allows to control the wheelchair from an external computer using ROS. Neither
the code involving its inner programming or its hardware have been produced
or designed by the writer whatsoever, so in this section, the very basics of them
that might be relevant for this thesis will be overviewed.

2.2.1 The hardware

As mentioned, ARTA is a commercial wheelchair to whom some extra sensors
have been added (laser scanners, emergency stop button, IMU), but indeed it
still maintains its basic default functions whatsoever. ARTA is powered by two
rechargeable acid-lead batteries which are placed below the seat, which also power
up the added sensors. The emergency stop button disconnects the power supply
of the batteries from the rest of the wheelchair, thus immediately stopping it, as
well as its IMU and laser scanners. The circuit of the emergency stop button was
designed to avoid current spikes when operating it, but fuses have been installed
just in case to protect the electronic equipment. There are currently 3 scanners in-
stalled: two small ones1 at each side of the feet platform in the front, which have
a detection area of 240 degrees and 5.5m of depth range each, and one long-range

1Hokuyo URG-04LX-UG01 Scanning Laser Rangefinder
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FIGURE 2.2: The Assistive Robotic Transport for Adults (ARTA), is
the powered wheelchair that has been used in this thesis

(A) Frontal view of the ARTA (B) Back view of the ARTA

(up to 80m) LMS2xx 2D SICK scanner in the back. The three lasers must be con-
nected via USB to a computer to operate them, since their manipulation requires
specialized C++ libraries, which is also necessary to communicate the Arduino
with whatever ROS package that wants to be used.

2.2.2 The software

To properly run ARTA, an entire ROS package (the ARTA package), which has
been developed by current and past members of the Personal Robotics Labora-
tory, is needed. For this section, only very specific key points, where the pack-
age developed in this thesis and the one to control the ARTA interact, will be
overviewed.
The entire movement of the wheelchair is controlled by a single ROS topic, which
is called /arta/cmd_vel and should only contain Twist messages for proper func-
tioning. This kind of message is the same that controls the turtles in the ROS ex-
ample shown in section 2.1.3, which basically contains angular velocity and linear
velocity information. Of course, since the wheelchair can only move linearly in
the x direction, or angular-wise in the z plane, the remaining 4 components of the
message are 0 for the ARTA control. This topic will be used later on in sections
3.1.6, 3.2.2 and 3.3.1. Once the package receives a Twist message, it will process
and command the motors to move accordingly.
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As previously mentioned, ARTA contains an IMU on its own. Its readings, com-
bined with a processing of the depth information gathered by the laser scan-
ners, are fused into a very accurate orientation of the wheelchair position, which
is also streamed as a ROS PoseStamped message. The topic carrying this data
is /arta_scan_matcher/pose_stamped, which contains many information about the
wheelchair position and direction, although only the Quaternion representation
of its orientation will be used in this thesis. This video shows how the ARTA
package is able to iteratively build a map of its environment using fused read-
ings of the three laser scanners and localize itself within it. This two-fold paral-
lel technique is the so-called Simultaneous Localization And Mapping (SLAM),
which is a very common computational problem in robotics. ROS has an open-
source package called Hector SLAM [32] that uses data from SICK laser depth
readings and a 6 degree of freedom IMU to perform a low CPU cost SLAM,
which is used to set up an obstacle avoidance algorithm and to refine the IMU
pose output. When activated, ARTA constantly generates this map, if none is al-
ready provided, localizes itself in it, and corrects all movements that will cause
it to crash with an obstacle. Since all the experimentation process in section 3.4
was performed in the same, known environment, such map was prerecorded and
sourced every time to the Hector SLAM node.

2.3 The eye tracker

This device was used for developing the eye controller for the wheelchair. It is
a still unfinished open source project, which is mainly developed by Pupil Labs
[33]. In this thesis, two of their products were used: the eye tracker hardware and
their Linux application Pupil Capture, together with a ROS package developed by
one of the researchers at the Personal Robotics Laboratory. As with the ARTA
wheelchair, both the software and the hardware will now be addressed:

2.3.1 The hardware

As shown in figure 2.3, the eye-tracker is composed by a lightweight 3D printed
chassis structure holding 3 adjustable cameras. The frontal camera, which will
be referred to as the world camera, records the egocentric view of the user, while
the other two are infra-red (IR) cameras that record the images of his or her eyes
at 120 Hz. Those two will be the eye cameras. More precisely, the two eyes are
shone with a low intensity IR LED mounted on the device, which the camera
records back. This is done in order to capture the images even in darkness, which

https://youtu.be/YpghXSEnnI0
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was an important concern of systems using eye-tracking technologies in the lit-
erature. The resolution of the frontal camera can be adjusted at the expense of
less sampling frequency, but for this project the maximum image quality possi-
ble (1920x1080 pixels) was used at 30 fps. The eye tracker is connected to the
computer with a USB-C or USB-A cable, for both the streaming of the data to the
computer application and to power the device.

FIGURE 2.3: Eye-tracking device from Pupil Labs. It is a lightweight,
adjustable, head-mounted tracker that features 3 cameras that
record the user’s field of view, and his or her eyes. Image obtained

from Pupil Labs’ website

2.3.2 The software

Pupil Labs has a free open-source application called Pupil Capture that reads and
refines the data coming from their eye tracker. It is mostly written in Python, al-
though all the AV processes are programmed in C++ for better performance. This
application generates the high-level data, which, in this case, is the 3D position
of the gaze and the detection of the blinking of the user. When run, Pupil Cap-
ture starts two parallel processes. Eye process is the first one, and it simply reads
the images from the two eye cameras and finds the pupil position within them.
For a better accuracy of the detection, the application generates an iterative 3D
model of the eye ball based on the pupil shape and localization points. The sec-
ond process is the so-called World process. It reads the world camera images and
the pupil positions mentioned above, and calculates and maps the gaze position
onto the recorded egocentric view. This requires a previous calibration which in-
volves staring at a series of points on the computer screen with a known distance
between them so that the system can establish a set of transformation functions.
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This is necessary because each user has a different facial anatomy, so the posi-
tion of the eyes relative to the world camera is different and, on top of that, the
3 cameras in the device can be adjusted to better fit the user. The horizontal and
vertical components of the 3D gaze point are calculated from the respective map-
ping onto the imaginary screen described by the calibration points, and the depth
component is extracted from the vergence of the two eyes. Figure 2.4 shows the
basic interface of the application when properly calibrated: the left colored image
corresponds to the world camera view, with the gaze point mapped on top of it
(represented by a red dot), and the right two gray scale images are indeed cap-
tured by the eye cameras, with the pupil position shown in red and in green the
perimeter of the 3D model of the eyes.

FIGURE 2.4: Pupil Capture UI. In the left, the world camera view
with the mapped 2D gaze point (red dot). In the right, the two IR
eye cameras, the pupil position (in red) and the contour of the 3D

eye model (in green).

Additionally, the world process allows to load extra plug-ins. These are multi-
purpose programs that are disabled by default for CPU optimization, but can be
uploaded any time. Some of these plug-ins include a blinking detector, a fiducial
surface tracker, and a remote publisher, which will be useful for converting the data
generated by the Pupil Capture to ROS.
As mentioned above, Pupil Capture will be in charge of calculating the 3D gaze
point and other interesting data, but it still needs to be transformed to a ROS mes-
sage to be used. Fortunately, Tobias Fischer, a Ph.D. candidate from the Personal
Robotics Laboratory, has a ROS package that does exactly that. Using the Python
version of the Zmq library [34, 35] (a low-latency distributed computing multi-
language toolbox), Pupil Capture can act as an Internet server, providing a local
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address to which a client can connect using again the Zmq library. Once con-
nected, the client (in this case a Python ROS node) can subscribe to the different
channels being streamed by the application to read the incoming data, convert it
to a ROS-like message, and publish it to a ROS topic for other nodes.

2.4 The IMU sensor

Last but not least, for the head-based controller the Invensense MPU-9250 Mi-
cro ElectroMecanical System (MEMS) embedded in sensorTag model cc2650 from
Texas Instruments (TI) was extensively used (see figure 2.5). The MPU-9250 MEMS
is a so-called 9-axis degree of freedom IMU, because it has three different sensors
installed in it (namely a gyroscope, accelerometer and magnetometer), each one
measuring a different 3D vector. From the data provided by the three of them, the
orientation of the device can be approximated, as it will be explained in section
3.1.3. Additionally, the sensorTag has a firmware installed in it, to which some
slight modifications were made for better performance. All of this information
will be covered in the following two subsections, starting with some hardware-
related annotations:

2.4.1 The hardware

As introduced in Chapter 1, the sensorTag has three basic MEMS within it [36]:

• The gyroscope: it is installed within the MPU-9250 MEMS, and measures
rate of rotation (or equivalently angular velocity) of the device in all the 3
axis. This MEMS enables the user to tune its sensitivity range at the expense
of precision, since for all ranges it uses the same 16-bit Analog to Digital
Coverter (ADC). For the reader’s interest, an intermediate precision range
was chosen, which reaches from -500 to +500 ◦/s, since no user should be
able to move the head faster than that. Alternatively, the gyroscope can
also use the ranges ±250, ±1000 or ±2000 ◦/s, although the precision of the
measurement is halved for every 2x range increase. Note that if the option
±250 had been chosen, the sensor would have been twice as much precise,
but from real tests with head movements the readings were observed to
reach saturation when using this configuration.

• The accelerometer: measures proper linear acceleration, which means that
it does not have the gravity acceleration subtracted to its measurement. For
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instance, an accelerometer laying still at the surface of the earth will mea-
sure a -9.81 m/s2 vertical component, while a free-falling accelerometer to-
wards the center of the planet will measure 0 acceleration. This one is also
installed in the MPU-9250 MEMS, and therefore also has a variable sensi-
tivity range, although again at the expense of precision as it shares the same
16-bit ADC with the gyroscope. In this case, the most precise range possible
was chosen, i.e. the one covering ±2g, since it was proven big enough for
head movements because saturation was never reached. Alternatively, the
following configurations could be selected ±4g, ±8g and ±16g, where "g" is
the magnitude of gravity near the earth’s surface, i.e. ∼ 9.81m/s2

• The magnetometer: alternatively called "digital compass", measures any
sort of magnetic field, also along the 3 axis. In normal conditions, though, it
is supposed to measure only the earth’s magnetic field, which in the surface
is in the order of in 20 to 60µT . Despite this fact, this sensor can accurately
measure fields in the range of ±4800 µT . The only downside regarding the
magnetometer in the MPU-9250, is that its current consumption is of 280 µA
when operating at 8Hz, and potentially more at higher sampling frequen-
cies (not specified in the technical datasheet). When compared to the other
two counterparts, which only consume 8µA, the difference becomes more
evident.

Although the TI’s sensorTag cc2650 has more sensors installed in it, such as a
temperature, pressure, illumination, etc., only the IMU and the Bluetooth module
to stream the data to the computer were used for this project. Finally, regarding
the Microcontroller (MCU) of this device, it is a TI-developed wireless MCU of
the generation cc2650. It contains a Bluetooth low-energy module, 28KB of static
RAM and 128KB of hard drive for storing the firmware and other programs.

2.4.2 The software

TI’s sensorTag’s are commercialized with a basic firmware installed, which can be
downloaded from the Bluetooth Low Energy cc26xx firmware stack and edited
if desired. In this default version, the sampling frequencies of the sensors are
very turned down for battery saving purposes. In particular, all the sensors in
the MPU9250 are set to only 1Hz, even though theoretically they can reach up
to 8kHz (in case of the first two sensors, according to their datasheets) or 100Hz
in the case of the magnetometer, also following Asahi Kasei’s indications in the
technical sheets of their sensor [37]. After some hours of exploration in TI’s cus-
tomer forums, the way to use TI’s cloud CCS platform to change the sampling
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FIGURE 2.5: Hardware for head-based controller

(A) TI’s sensorTag model cc2650 with-
out the silicon sheath. Dimensions:
45x36x9 mm. Image obtained from TI’s

website

(B) Model of the InvenSense’s MPU9250
MEMS. Dimensions: 3x3x1 mm. Image

obtained from InvenSense’s website

frequency limitations was found. Also, the gyroscope and accelerometer sensi-
tivity ranges were modified (since by default they were set to ±250 and ±8g, and
for some reason they could not be reconfigured externally, as it will be explained
in section 3.1.1).
However, after trying to set the sampling frequency of the MEMS to their theo-
retical maximums, the device reached a plateau of around 16Hz when using the 3
sensors simultaneously, or 45Hz without the magnetometer, so at the end a much
lower frequency was selected, slightly above these values, to avoid any battery
overuse. This plateau probably happened because the MCU requires some extra
time for communicating with the MEMS and streaming the data over Bluetooth,
during which all the data read by the MEMS is lost.

2.5 Quaternion algebra

Finally, in this section, the very basics of quaternion algebra will be overviewed,
and some nuisances of the rotation representation through quaternions will be
also introduced so that later on, in section 3.1.3, the implementation of the Madg-
wick fusion algorithm can be tackled with more meaningful and in-detail expla-
nations. If the reader is already familiar with Quaternions, then skipping this
section is safe, as only the most basic rotation and interpolation operations will
be covered.
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A quaternion is a four-dimensional complex number, used to represent the orien-
tation of a body or a coordinate frame in 3D space. They were first introduced by
William R. Hamilton in 1844 [38], and one of their main advantages is that they
avoid the singularities associated with Euler angle representations (roll, pitch and
yaw), also called Gimbal locks. These come from the fact that Euler rotations are
defined step-wise and with reference to the object internal coordinates, leading
to the fact that if the rotation associated with the second angle (whichever it is)
makes the other two rotation planes coincide, then the body has infinite possible
pose solutions, since it looses one degree of freedom. In mathematical terms, this
means that, if an Euler rotation is defined by the angles (φ, θ, ψ) and θ is set such
that it produces a gimbal lock (for instance π

2
, 3π

2
), etc., then the ψ rotation will

have no effect on the final orientation.

In general form, a quaternion q can be written using several notations (see equa-
tion 2.1), where the imaginary units i, j, k fulfill the basic Hamilton’s rules: i2 = −1,
j2 = −1, k2 = −1 and ij = k, a is a scalar (real) number and the vector ~v is the
3-dimensional vector [b, c, d]. The last two notations, which will be referred to
as the imaginary and vectorial representations of a quaternion, are the most com-
monly used.

q = (q1, q2, q3, q4) = (a+ bi+ cj + dk) = (a,~v) (2.1)

Before starting the more in-depth analysis of the quaternion applications, let’s
first investigate which are the basic operations that they can handle. If we have
two quaternions q1 = (a1, ~v1) and q2 = (a2, ~v2), they can be easily added up and
thus subtracted as shown in equation 2.2, using the vectorial definition. Further-
more, it is also possible to multiply them (noted by the symbol ⊗), which can be
demonstrated using the imaginary definition of the quaternion (see equation 2.3),
and extrapolated to the vectorial one, where ~v1 · ~v2 is the dot (or scalar) product
between two vectors and ~v1×~v2 is the cross (or vectorial) product. It is important
to point out that, although the sum operation of two quaternions is commutative,
the product operation is not, since ~v1 × ~v2 is not the same as ~v2 × ~v1, as the cross
product between two vectors takes into account their respective 3D direction and
the angle between them, which has a positive or negative sign depending on
which vector goes first. This will be important when thew way how to express a
rotation in terms of a quaternion object will be introduced.

q1 + q2 = (a1 + a2, ~v1 + ~v2) (2.2)
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q1⊗q2 =


a1a2 − b1b2 − c1c2 − d1d2

a1b2 + b1a2 + c1d2 − d1c2

a1c2 − b1d2 + c1a2 + d1b2

a1d2 + b1c2 − c1b2 + d1a2


T

= (a1a2−~v1 ·~v2, a1~v2 +a2~v1 +~v1×~v2) (2.3)

Also, notice that, out of every quaternion q = (a,~v) another quaternion q
′ defined

as q′ = (a,−~v) exists, that fulfills that the resulting multiplication of q and q
′ has

no imaginary components: q ⊗ q
′

= (x, 0). This can be demonstrated using the
vectorial definition of two quaternions, as depicted in equation 2.4. This means
that it is possible to find a more specific inverse quaternion q∗ such that q ⊗ q∗ =

(1, 0), as shown in equation 2.5. Notice that in order to obtain the inverse of an
arbitrary quaternion q = (a,~v), the only thing required is to divide it by the
factor a2 + |~v|2, which is also the squared length or magnitude of the quaternion,
i.e., lq =

√
a2 + |~v|2.

q ⊗ q
′
= (a,~v)(a,−~v) = (a2 + |~v|2,−a~v + a~v − ~v × ~v) = (a2 + |~v|2, 0) (2.4)

q ⊗ q∗ = (a,~v)(
a

a2 + |~v|2
,− ~v

a2 + |~v|2
) =

= (
a2 + |~v|2

a2 + |~v|2
,−a ~v

a2 + |~v|2
+

a

a2 + |~v|2
~v + ~v × ~v

a2 + |~v|2
) = (1, 0)

(2.5)

The fact that out of every quaternion, an inverse quaternion exists, yields to
the quaternion division operation. Given two quaternions q1 = (a1, ~v1) and
q2 = (a2, ~v2) they can be divided together by computing the inverse of q2, i.e.
q∗2, and finally multiplying q1 by the resulting inverse of q2: q1 ⊗ q∗2.

As shown, quaternions have the nice property of allowing any kind of operation
anyone would expect, except for the fact that multiplication is not commutative.
Using them as a new algebraic tool, they can be used to represent objects in 3D
space and, more importantly, rotations also in three dimensions. In order to in-
troduce how a quaternion can represent such a rotation, first the unit quaternion
concept must be explained. As previously stated, any given quaternion has a
length, which is calculated as lq =

√
a2 + |~v|2. It is true, then, that any quaternion

with the general formula shown in equation 2.6 such that ~v is a unit vector (and
thus its length or magnitude is 1; |~v| = 1) will have length 1. This is straight-
forwardly demonstrated in equation 2.7. Another useful advantage of using unit
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quaternions is that computing its inverse becomes even easier. Since the length
of a unit quaternion is 1, then q∗ = (a,−~v).

q = (cos(θ), sin(θ)~v) (2.6)

lq =
√

cos(θ)2 + sin(θ)2|~v|2 =
√

cos(θ)2 + sin(θ)2 = 1 (2.7)

Notice that, if we use the vector definition of the quaternion proposed in equa-
tion 2.6, we may realize that unit quaternions represent a rotation, if we combine
it with Euler’s formula for complex numbers. If we have the unitary complex
number expressed in polar form cos(x)+ i sin(x), then it can be rewritten in its ex-
ponential form eix, which also represents a rotation of magnitude x with respect
to the origin of coordinates. Using this intuition, and considering that ~v is a 3D
complex vector, then we can understand our quaternion above as a rotation of
magnitude θ with respect the coordinates represented by the unit vector ~v (see
equation 2.8).

cos(x)+ i sin(x) =
√

cos(x)2 + sin(x)2eix = eix ⇒ e~vθ = cos(θ)+~v sin(θ) = q (2.8)

More interestingly, equation 2.8 suggests that, if we have n different rotations de-
noted by the unit quaternions q1, q2 ...qn, then, by multiplying all of them to-
gether, then we can obtain a single rotation, which is also a unit quaternion, that
includes all the n individual rotations combined. Also, if we have two different
quaternions q1 and q2, and we want to find a third quaternion qr that contains
the rotation necessary to convert q1 into q2, we can do it by dividing the first two
quaternions, following equation 2.9.

q1 ⊗ qr = q2 ⇒ qr = q2 ⊗ q∗1 (2.9)

Sometimes, however, it might be interesting to apply a quaternion rotation to a
3D point in space, represented by a 3-component vector ~p = (p1, p2, p3). A priori,
this is impossible to do since quaternions are 4-dimensional entities, while the
point is not, but fortunately we can manage to sort it out if we start by trans-
forming the point into a pure quaternion, i.e., a quaternion where a = 0, which
will be named p = (0, ~p). However, if we apply the quaternion rotation q to this
new artificial 4D point p, we will get a wrong result, since, despite the fact that
the vector component of the resulting quaternion will be correct, the scalar part
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won’t, since it was artificially generated and, on top of that, the resulting quater-
nion will not even be unitary. Notice, however, that, if we were to multiply the
resulting quaternion by the inverse of the rotation quaternion (qp⊗q∗), we would
undo the 4D miscalculation, but double the rotated angle instead. We can there-
fore proceed as follows: if q was supposed perform a rotation of angle θ, we can
instead calculate the rotation quaternion for θ/2, multiply it by the fake 4D point,
and, afterwards, apply the inverse rotation again. This will force the resulting
quaternion to be pure again (thus a 3D point), and will have been rotated twice,
but half the angle, so, in overall, just the right amount.

q θ
2

= (cos(θ/2), sin(θ/2)~v)

q∗θ
2

= (cos(θ/2),− sin(θ/2)~v)

q θ
2
⊗ p⊗ q∗θ

2

= (0,p′θ) (2.10)

This operation above can be algebraically manipulated and be transformed into
a 3x3 matrix that performs the exact same rotation to a point specified in three
dimensions. Although the mathematical derivation of such matrix is out of the
scope of this thesis, for the reader’s own interest equation 2.11 includes it for the
general quaternion written in imaginary form: q θ

2
= (a + bi + cj + dk). Finally,

it also might be interesting to transform a quaternion into an Euler rotation, de-
fined, again, by the triplet (φ, θ, ψ). This can be done by a set of transformations
(see equation 2.12) that will be used throughout the navigation systems for differ-
ent purposes.

R =

2a2 − 1 + 2b2 2(bc+ ad) 2(bd− ac)
2(bc− ad) 2a2 − 1 + 2c2 2(cd+ ab)

2(bd+ ac) 2(cd− ab) 2a2 − 1 + 2d2

 (2.11)


ψ = tan( 2bc−2ad

2a2+2b2−1
)

θ = arcsin(2bd+ 2ac)

φ = tan( 2cd−2ab
2a2+2d2−1

)

(2.12)

There is one final operation that is not introduced in [39] that is, however, im-
portant in the head-based navigation system in order to combine the orientation
calculated from the two sensors. This operation is called the quaternion Spherical
Linear Interpolation (SLERP), and is used to find transitions between two quater-
nion rotors, or, in other words, calculate weighted averages of two quaternions.
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In order to explain the basic algebra behind this algorithm, a self-adapted ver-
sion of [40] will be used, which is one of the first papers (published in 1985) that
introduced quaternions in the animation world.
For sake of simplicity, let’s imagine we have two unitary 2D complex numbers
(p1 = a1 + b1i and p2 = a2 + b2i), one of which lies on the real axis, and the
other on the imaginary axis. Indeed, both vectors are separated by an angle Ω

which happens to be π/2, and they both also are part of a circle of radius 1, which
contains infinitely many other vectors. We can therefore trace an arc or radius 1
between both, and place a third vector p that describes an angle θ above p1, which
can also be rewritten as θ = rΩ, provided that 0 < r < 1 (see figure 2.6a). We now
want to find a combination of the two vectors p1 and p2 that generates p. This can
be obtained by linearly interpolating them, but using the respective cosines of the
angles to the vector p as coefficients:

p = p1 cos(θ) + p2 cos(Ω− θ) (2.13)

With these weights, we would ensure that the resulting vector is unitary, since for
this particular example, Ω = π/2 and therefore cos(Ω− θ) = sin(θ):

|p| =
√
|p1|2 cos(θ)2 + |p2|2 cos(Ω− θ)2 =

=
√

1 cos(θ)2 + 1 cos(Ω− θ)2 =
√

cos(θ)2 + sin(θ)2 = 1

However, of course, as shown in figure 2.6b, we cannot rely on the fact that the
two vectors will be exactly 90 degrees apart, so some modifications must be made
to the function. Notice that, previously, each weight could theoretically reach up
to 1, since when θ → π/2 then sin(θ)→ 1, but now, the maximum value is sin(Ω),
so we must normalize the weights by this factor. If we rewrite equation 2.13 for
this new situation, we have that:

p = p1
cos(rΩ)

sin(Ω)
+ p2

cos((1− r)Ω)

sin(Ω)
⇒ p̃ = p1

sin((1− r)Ω)

sin(Ω)
+ p2

sin(rΩ)

sin(Ω)
(2.14)

With equation 2.14 only the weights have been rescaled so that they are still prop-
erly proportional to the angular distance of the interpolated one. However, the
outcome of the SLERP will not be a unit vector anymore, so it will be necessary
to normalize the obtained vector as indicated in equation 2.5. Finally, notice that a
quaternion can be expressed in vectorial form as if it was a 2D complex number.
Consequently, we can also apply the same equation for making a SLERP between
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two arbitrary quaternions just by considering that the imaginary component of
the complex number is a vector rather than a scalar.

FIGURE 2.6: Three unit complex numbers, from which p is an un-
known combination of p1 and p2

(A) In this case, the angle between p1

and p2 is π/2.
(B) Now, p1 and p2 are not orthogonal so

the formula must be modified.

This information wraps up all the materials, both software and hardware, that
have been recycled or received from other people. From now on, unless stated,
everything will be produced on by the writer during his internship at London.
In Chapter 3, which will be the core of this project, the three navigation systems
developed will be described in detail.
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Chapter 3

Results

The initial aim for this thesis was to create a navigation system for the ARTA
limited to eye control. However, during the investigation process, the conclusion
that the head pose should be also included in the project scope was reached. That
idea was basically due to two facts: a navigation system in which the head had to
remain as steady as possible in order to properly maintain the calibration of the
eye-tracking device was unappealing. The more the first eye-based systems were
tested, in which the head had to be still, the more evident it was that this was not
the perfect solution. Secondly, the nature of the human eye gaze is very noisy:
as we walk or drive, we are constantly looking at things in our environment that
catch our attention, changing our gaze fixation point, meaning that we are not
necessarily looking to where we want to go all the time.
This reasoning, in fact, is quite similar to what is described in [28], in which their
hybrid navigation system uses the head as the base reference for moving the chair,
and the eyes for a "confidence" measure of the intention of the user. More specif-
ically, if the gaze angle is similar to the head angle, this is interpreted as the in-
tended direction that the user wants to follow. More recent studies such as [41]
have shown that there are more accurate ways of classifying an intentional gaze
saccade, from the ones originated by some distractive stimuli. In particular, this
study states that, in intended gaze saccades, the head starts moving as soon as,
or even before, the eyes, while in involuntary saccades, it is the head that follows
the eyes, if it moves at all. This will be implemented and explained with more
detail in section 3.3.3.
Because of that, a head-based system was built up in parallel with the gaze-based.
Even if the final purpose was to make the system be an hybrid version between
the two, for comparison purposes it was also interesting to have an exclusively
head-based system, as well as an exclusively eye-based one, so that the individual
flaws of each one could be easily identified, with the aim of having them corrected
in the hybrid version. In this chapter, the development and the functioning of the
three navigation systems will be explained, as well as the experimental setup to
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test their usefulness. As an introductory taste, this video shows a brief demon-
stration of all of them.

3.1 The head-based system

As commented in section 2.4, the IMU contained in TI’s sensorTag model cc2650
was used, since, when properly attached to the head of the user, it allowed to
approximate his or her head orientation, and use that as a way of directing the
wheelchair. However, before doing any calculation, the first step for this was
reading the necessary data through Bluetooth, since that was the only way possi-
ble to communicate with the sensors, as they were wireless.

3.1.1 Connecting to the sensor via Bluetooth

As Dr. Huang explains in [42], Bluetooth programming can be a difficult topic
to tackle for the unexperienced programmer. This is because its lowest level of
coding involves dealing with aspects such as the frequency of transmission, the
signaling and authentication protocols, the connection modes, the addresses etc.,
which the typical application developer really does not care about. For these
cases, BlueZ stack [43] is a Python extension for Linux that allows to use the sys-
tem Bluetooth functions in a simpler object-oriented manner. Using this library,
a short script can be put together to make the computer scan for Bluetooth slave
devices and list their respective MAC addresses, which is a device-specific 48-bit
number identifier, and use them to connect a master device (like a computer) to
them.
Unfortunately, when using the sensorTag, this simple program is not good enough,
since there are extra steps for properly reading its data. As it was explained in
section 2.4 this device has multiple MEMS in it, yet only one MAC address to
connect to. In order to selectively operate with one of the smaller MEMS, its Uni-
versally Unique Identifier (UUID) must be used, which is listed in TI’s Wiki for
this sensorTag model [44], and defined within its firmware. More specifically,
each MEMS has four different UUID addresses which correspond to four differ-
ent channels of communication: one for reading its data, another for toggling its
incoming notifications, the third for enabling and configuring it and the latter for
specifying its sampling period.
Interestingly, even though the sampling period can be changed using the config-
uration UUID address, the firmware of the sensorTag is programmed so that the

https://youtu.be/Sm6WXop6Pvw
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TABLE 3.1: Data structures for the configure and read channels of
the IMU MEMS. Information extracted and restructured from [44]

Configure channel (8 bits - 2 bytes) Read channel (72 bits - 18 bytes)
Bit number Structure Byte number Structure C type

0 Enable gyro-Z 1-2 Read gyro-Z short
1 Enable gyro-Y 3-4 Read gyro-Y short
2 Enable gyro-X 5-6 Read gyro-X short
3 Enable acc-Z 7-8 Read acc-Z short
4 Enable acc-Y 9-10 Read acc-Y short
5 Enable acc-X 11-12 Read acc-X short
6 Enable magn (all axis) 13-14 Read magn-Z short
7 Enable wake-on-motion 15-16 Read magn-Y short

8-9 Set acc range 17-18 Read magn-X short
10-15 Not used

maximum sampling frequency that can be remotely set is 10Hz, which is still re-
duced for this purpose. To sort this problem the maximum sampling frequency
had to be manually modified from within the firmware, as described in section
2.4. The configuration channel can be used as well to activate or deactivate the
sensors within the IMU and, besides that, the user can also change the precision
range of the accelerometer, and activate the wake-on-motion function (which al-
lows the sensor to turn off and on if it stops detecting movement, and the other
way around respectively). In total, the configuration message occupies 2 bytes,
and is structured as shown in columns 1 and 2 of table 3.1. Notice that there are
no channels to change the gyroscope range, since in the firmware the function to
change the gyroscope precision is not programmed, which is why it also had to
be manually modified in the firmware (by default this range was set to ±250 ◦/s).
On the other hand, despite the fact that bits 8 and 9 should be used to change
the accelerometer sensitivity range, strangely the current version of the firmware
that was used at that time did not support accelerometer range modifications, so
after some unsuccessful attempts it also had to be manually hard-coded to ±2g,
down from ±8g.
As shown in columns 3 to 5 in table 3.1, the readings from the data channel also
come with a specific byte structure. In particular, the three x, y and z axis for each
sensor are streamed as a 2-byte-long signed-short data types, occupying a total of
18 bytes. The message can be properly decompressed to a readable vector using
the struct Python package with the little-endian format.

Bluepy [45] is a Python library developed by Dr. I. Harvey based on the previously
cited BlueZ stack, which has already implemented a script for connecting to TI’s
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sensorTag devices. This script is located in bluepy/bluepy/sensortag.py within his
GitLab repository, and it follows exactly what was above mentioned. Given a
MAC address from a sensorTag and specifying the desired sensors to read using
a series of flags as input, it will connect to it, and read all the requested MEMS.
For this project, this script was used with some modifications to exclusively read
the MPU-9250 IMU sensors from cc2650 models using the corresponding UUID
addresses. As mentioned, the data retrieved from this channel is an encoded 18-
byte-sized struct, which has to be split into the nine parts. Of course, each of
the 18 readings are digital values, not the physical measurements, so they need
to be decoded taking into consideration the number of bits of the ADC within
the sensors, and the chosen sensitivity ranges. More precisely, the gyroscope and
the accelerometer share a common 16-bit ADC, and the magnetometer uses an
alternative 14-bit ADC. Therefore, the digital readings have to be divided by 216

or 214 accordingly, and then multiplied by the corresponding sensitivity ranges:
x1000 for the gyroscope (-500 to +500 ◦/s), x4g for the accelerometer (-2 to +2 g)
and x9600 for the magnetometer (-4800 to +4800 µT ).

After this step, the true readings from the sensorTag are available from within
the computer, and thus they can be processed. Of course, in order to use the head
pose estimation with the purpose of controlling the wheelchair, the first step is to
transform the data to ROS-like messages. This step is rather straightforward, and
is implemented at the end of the sensorTag-reading script, so that data is trans-
formed as it comes. In particular, since data is generated in triplets for each sensor
(gyroscope x,y,z, accelerometer x,y,z and magnetometer x,y,z) it is convenient to
store these values in Vector3Stamped messages. These are ROS-standard messages
which have a 3-component vector that are suitable for storing this particular data,
and one Header sub-message that saves information regarding the time when the
message was registered. The time information is based on an internal ROS clock,
which measures the nanoseconds that have passed since a specific point in the
past which is common for any ROS user, which is vital since for a lot of robots
more than one computer is needed to fully control them.

3.1.2 Basal noise filtering

Before calculating the orientation from the data of the two IMU’s, one extra step
is performed to obtain better results. For a tunable amount of seconds (for in-
stance three, or approximately 50 samples) the readings of the two gyroscopes,
accelerometers and magnetometers are processed real-time while the user is as
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still as possible and the two sensors are attached to his or her head. By assuming
that the sensors are not moving, it must be true that the gyroscope readings are
zero, and that the accelerometer and magnetometer readings are constant. Using
this information, the basal (bias) noise of the some of the sensors can be filtered
out, which is an important step since not doing so would yield to a wrong pose
estimation.
Following the above statements, the noise of the gyroscopes is simply the average
values read during this calibration time (since their average values are supposed
to be zero, as previously explained). Unfortunately, no straightforward filtering
can be performed on the other two sensors because their theoretical true read-
ings are unknown. That is, unless the sensor is placed completely horizontal
and upright position, in which case the accelerometer can also be filtered since
its true readings are ideally (0, 1, 0) in g units. If the user decides to calibrate
the sensorTag’s making sure that they are in perfect horizontal position, the ac-
celerometer calibration can be activated through a parameter when running the
ROS package. For illustration purposes, and to demonstrate that the filtering,
even if only of the gyroscope, helps, this video shows a fast-forward real-time
representation the pose estimation of one of the sensorTags with and without the
filtering step. Notice that, with the filtering, the pose remains much more sta-
tionary over time, although it still has some noise that will be dealt with later
on.
Taking advantage of the idle time during which the gyroscope is being calibrated,
a statistical analysis of the average and variance of all the sensors is performed
and displayed on the terminal for the user’s own information, in case he or she
needs it, as it might help spotting problems with the sensors. This variance value
can be calculated real-time using equation 3.1

σ2 = E[x2]− E[x]2 (3.1)

Where E[•] is the expected value function, or equivalently the average value, x
represents the collection of all the samples and σ is the standard deviation (or the
square root of the variance). To properly use this function real time, only three
scalar variables are needed; the first will store the sum of the readings xi, the
second the sum of the squared readings x2

i , and the latter will track the number of
readings i as they arrive. Then, after the last sample, the expected values of x and
x2 are computed by dividing the first two variables by i, and finally subtracting
them as indicated in the equation to obtain the variance. Figure 3.1 shows the
output of the statistical analysis of the sensors. Notice that, among the three, the
gyroscope is the one that has has the highest variance to average ratio (also called

https://youtu.be/dlUi4anoa5I
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index of dispersion), meaning that it is the one suffering from most noise among
the three. Also notice that there is a quite significant deviation from the 0 values,
which is why removing this noise helps at maintaining the sensor more stable
over time.

FIGURE 3.1: Average and standard deviation values of the two sen-
sors. The gyroscope is the one having the highest index of disper-

sion ratio.

Finally, one extra calibration is performed. It turns out that the accelerometer
is, on its own, good enough to estimate the orientation of the head in the two
axis that are perpendicular to gravity, i.e. pitch and roll (see figure 3.2). In future
steps (see section 3.1.4), the pitch information will be used to control the velocity
of the wheelchair, but for that it is required to know the basal pitch of the head
or in other words, its basal inclination. Hence, for some extra seconds (3, to be
more precise) this parameter is calculated for each accelerometer reading, and an
average of all the samples obtained is computed.

3.1.3 Sensor fusion

In aerospace sciences, robotics, navigation and many other fields, measurement
of 3D orientation of objects plays a critical role. Currently, there are many algo-
rithms out there (the so-called sensor fusion algorithms) that use different math-
ematical techniques to obtain this information out of IMU sensors. Among all
these algorithms, Madgwick’s approach [39, 46], published in 2010, has been one
of the most successful ones, which can combine the data from a 6-dof (gyroscope
+ accelerometer) or from a 9-dof (gyroscope + accelerometer + magnetometer)
IMU to obtain a Quaternion representation of the 3D positioning of the object.
Among other reasons, this algorithm was used in this thesis because it features
several interesting advantages: it is fast (only 277 scalar operations per iteration),
it is efficient even with low sampling frequencies (minimum of 10Hz to ensure
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FIGURE 3.2: Representations of the roll, pitch and yaw movements
with the head.

good results), it is easy to tune (only has 2 parameters) and it is open source
and written in C++, which is compatible with ROS packages. In this section,
this algorithm will be overviewed, but to do so, the writer recommends taking
a look at the quaternion algebra introduction in section 2.5 if the reader is unfa-
miliar with it. Otherwise, let’s proceed with the overview of the main concepts of
Madgwick’s own algorithm and, finally, how it was integrated it in the navigation
system.

Madgwick fusion

For explaining the basic pipeline of this algorithm, Madgwick’s own description
in his publication [39] will be used, also keeping the same notation that he uses
in it. In particular, quaternions and vectors are written in bold font, and are
sometimes accompanied by leading super and/or subscript, which represent the
reference frame and the frame described by the quaternion respectively. For in-
stance S

Eq represents the quaternion position of the Earth (E) with respect to the
Sensor (S) frame. Finally, whether a quaternion is normalized to be unitary, this
is indicated by the symbol “^” on top.

As stated, the MPU-9250 included in the sensorTag cc2650 is a 9-dof IMU MEMS,
also known as MARG, which therefore contains a gyroscope, an accelerometer
and a magnetometer. The gyroscope reads the approximate angular rate about
the three main axis, which can be rewritten as indicated in equation 3.2, where
ωi is the angular rate in radians per second along axis i. According to [47], it is
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possible to extract the rate of change in quaternion form of the earth coordinates
S
Eq̇ω,t at time t given a past pose estimation S

Eq̇est,t−1 and Sωt. Since this is a rate
of change, by numerically integrating it an approximation of the pose in terms of
the angular velocity readings can be found, as shown in equation 3.3, where ∆t is
the sampling period of the sensor in seconds.

Sω = (0, ωx, ωy, ωz) (3.2)

S
Eqω,t =S

E q̂est,t−1 +S
E q̇ω,t∆t (3.3)

However, it is known that this approximation will have drift and error, but a sec-
ond one can be extracted from the remaining two sensors (the accelerometer and
the magnetometer) using very similar approaches for both of them. Notice that
both sensors measure terrestrial vectorial fields E d̂ (thus in the earth reference
frame), therefore acquiring a reading in the sensor frame S ŝ. These two general-
ized vectors can be reshaped in quaternion form as indicated in equation 3.4.

Ed̂ = (0, dx, dy, dz)

Sŝ = (0, sx, sy, sz)
(3.4)

Furthermore, since gravity in the earth reference frame (Ed̂) is zero in the non-z
components, and the magnetic field is also null in the y direction (because of its
intrinsic shape), we can substitute by zero the corresponding components to ob-
tain the specific gravitational (Eĝ) and magnetic (E b̂) fields, as follows in equation
3.5.

Eĝ = (0, 0, 0, 1)

E b̂ = (0, bx, 0, bz)
(3.5)

On the other hand, if Sâ and Sm̂ are the readings in the sensor reference frame
(Sŝ) of the accelerometer and the magnetometer respectively, we cannot apply
this approximation now, because we cannot ensure that they will not have read-
ings in these components. What Madgwick does instead, is try to find a unitary
sensor orientation S

Eq̂ such that, if you were to rotate the terrestrial fields Ed̂ into,
they would be as close as possible to the measured fields by the sensor Sŝ. In
other words, to try to minimize the distance between a rotated version of the
true fields, and the measured fields. This can mathematically be expressed as
shown in equation 3.6, which, as previously explained in equation 2.10, consists on
rotating the artificially expanded quaternion Ed̂ by S

Eq̂, and then subtracting the
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measured field S ŝ to it.

min
S
E q̂∈<4

f
(
S
E q̂, Ed̂, Sŝ

)
≡ min

S
E q̂∈<4

(
S
Eq̂
∗ ⊗ Ed̂⊗ S

E q̂ − Sŝ
)

(3.6)

Although there are several ways to implement this minimization problem, Madg-
wick decides to use gradient descent in his code for computational simplicity.
This optimization algorithm studies step-wise how local variations of the func-
tion to be optimized f improve the outcome (by minimizing it, in this case) and
updates the problem variable S

E q̂ towards the best direction with a step µ. The
gradient descent between the iterations k and k + 1 is formulated as shown in
equation 3.7: the gradient of the problem function is calculated and normalized
(so that the steps are independent on the actual slope of the gradient at that point
to make the steps smoother), and multiplied by the step parameter µ. Finally,
since we want to optimize by following the steepest negative path, we subtract
the resulting quaternion to S

Eq̂k to obtain the estimation for next iteration, SE q̂k+1.

S
E q̂k+1 = S

Eq̂k − µ
∇f

(
S
E q̂k,

Ed̂, Sŝ
)

∥∥∥∇f ( SE q̂k,
Ed̂, Sŝ

)∥∥∥ (3.7)

Notice that since f is a 3-dimensional vector, but has 4 variables to be optimized
(the four components of S

E q̂), the gradient must be computed using a Jacobian
function J , as shown below. The Jacobian function basically computes the multi-
dimensional partial derivative of a function along all the specified directions,
which in this case is equivalent to a 4D gradient.

∇f
(
S
E q̂k,

Ed̂, Sŝ
)
≡ JT

(
S
E q̂k,

Ed̂
)
f
(
S
E q̂k,

Ed̂, Sŝ
)

J
(
S
E q̂k,

Ed̂
)

=


∂fx
∂q1

∂fx
∂q2

∂fx
∂q3

∂fx
∂q4

∂fy
∂q1

∂fy
∂q2

∂fy
∂q3

∂fy
∂q4

∂fz
∂q1

∂fz
∂q2

∂fz
∂q3

∂fz
∂q4


However, as noticeable, if we were to substitute the real quaternions pairs (Eĝ,E â)

and (E b̂,S m̂) in the general pair (Ed̂,S ŝ), and perform the gradient descent, we
would obtain infinite possible solutions for each pair, all placed in a line along the
undefined axis of the sensors. However, if instead of calculating the two separate
estimations we combine the two into a single optimization problem by redefin-
ing the problem function and the Jacobian as shown in equation 3.8, then there is
theoretically one single solution to the problem: S

Eq∇,t. Of course, this solution
will also be an approximation of the true orientation, and it will likely never be
reached, since the gradient descent algorithm requires infinite steps to completely
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converge to it. However, Madgwick in his paper defends that, if the sensor has
very high sampling frequency, the position variations should be small enough
for the algorithm to approximate it properly with only one iteration, and, on the
other hand, if the sensor has low sampling frequency (like the ones used in this
thesis) the algorithm has enough time to compute enough iterations to consider
the obtained value a good approximation. Nevertheless, the parameter µ should
be tweaked for every particular sensor and problem so that it is not high enough
to produce overshoots, or low enough to compromise the convergence in time.
After some trial-and-error experimentation, it was found that µ = 0.1 was a good
choice for the particular situation of this thesis.

f g,b

(
S
E q̂k,

Eĝ,S â,E b̂, Sm̂
)
≡

[
f g(

S
E q̂k,

Eĝ,S â)

f b(
S
E q̂k,

E b̂,S m̂)

]

∇g,b

(
S
E q̂k,

Eĝ,E b̂
)
≡

[
JT
g ( SE q̂k,

Eĝ)

JT
b ( SE q̂k,

E b̂)

] (3.8)

After this second approximated orientation S
Eq∇,t, coming from the combined ac-

celerometer and magnetometer data, is found, a final estimation S
Eqest,t can be

obtained by combining it with the gyroscope one (SEqω,t). This is performed using
a simple time-dependent weighted average with parameter γt as shown in equa-
tion 3.9. γt is recalculated in every time step t from the divergence (magnitude of
the derivative) of the gyroscope estimation:

∥∥S
Eq̇ω,t

∥∥. In other words, when S
Eqω,t

experiences important changes between two time samples, then the new estima-
tion will take more into account the field-based estimation S

Eq∇,t and the other
way around.

S
Eqest,t = (γt)

S
Eq∇,t + (1− γt)SEqω,t , 0 ≤ γt ≤ 1 (3.9)

Until here is the basic idea of Madgwick’s fusion algorithm. Notice that, however,
to save computational time, in his paper he does a series of extra approximations
to simplify the calculation of S

Eqest,t which will not be explained here, but that
can be found in [39] if the reader is interested. Furthermore, there are a couple of
extra filtering steps to compensate for the gyroscope drift and the magnetometer
distortions (due to environmental magnetic fields generated by metallic objects
or other sources). In particular, to remove the former, a sort of high pass filter is
applied to the gyroscope signal by calculating the integral value (angular change
rate) of consecutive position error estimations and extracting them from the gy-
roscope raw data. The magnetic disturbances are partially removed in the pitch
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axis (but not in the yaw axis) by assuming that the "y" component of E b̂, by is
0, and that, whatever value it has, should in fact be in the "x" component, bx,
which is done assuming that: bx =

√
h2
x + h2

y, where Eĥt is earth’s magnetic field
estimated from the pose obtained during time sample t− 1.

SensorTag Converter node

Before proceeding with the explanation of the ROS navigation system, let’s do
a fast recapitulation. For this purpose, the writer recommends following the
remaining of the section while looking at figure 3.3 for better understanding of
the procedural pipeline. Notice that, in the figure, there are two nodes: /sen-
sorTag_reader and /sensorTag2/converter1, contained in two different namespaces:
sensorTag_reader and sensorTag2 respectively.

FIGURE 3.3: ROS graph of the sensorTag_reader and Converter
nodes. It contains all the pipeline between reading the raw data
from the IMU and obtaining a quaternion estimation of the orienta-

tion of the very sensor.

Data read from the IMU of the sensorTag is transformed from digital strings to
physical values with the proper transformations. Then, this data is placed in
ROS messages (Vector3Stamped) and published in the three different topics, all
of which is performed by the node /sensorTag_reader, which is a Python script
adapted from Harvey’s bluepy stack [45]. This node is not subscribing to any
topic, since the communication with the IMU is performed via Bluetooth, which
does not appear in the ROS graph (as it only shows, indeed, publisher-subscriber
interactions). The second node, /sensorTag2/converter1, does several things: first, it
subscribes to the three previous topics. Second, it performs the filtering described
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in section 3.1.2 in order to remove a bit of noise coming up from the MEMS (ex-
cept for the head basal tilt calibration, which is performed elsewhere, see section
3.1.4). The resulting filtered data is published in three extra topics; those start-
ing with /sensorTag2/filt/.... When the calibration is complete, the node sends a
single message containing the exact moment when that happened through the
topic /sensorTag2/calibrated, which will be used in future nodes (see section 3.1.4).
Finally, it calls the Madgwick fusion algorithm on the filtered data, and produces
three extra topics:

• sensorTag2/quaternionAngle/Quat: the final, refined product of the pipeline. It
contains the QuaternionStamped message with the obtained pose estimation
in quaternion form. Since it is a stamped message, it also contains time
information regarding the message itself.

• sensorTag2/quaternionAngle/Angle: also streams information regarding the
orientation of the sensor, but this time in Euler angle form (yaw-pitch-roll)
message. This information is thus streamed through Vector3Stamped mes-
sages

• sensorTag2/quaternionAngle/Marker: ROS has a module called rviz which al-
lows to graphically visualize the system. In this case, this is used to graph-
ically represent the orientation of the sensorTags in real time. However,
to properly place objects in rviz, these must be published using a special
type of ROS standard message, which is called Marker. Basically, it contains
graphical information regarding the shape of the object in rviz, its position,
orientation, and some other required features. Additionally, notice that, in
figure 3.3, there is one topic called tf, which is outside any namespace. This
topic is used also in rviz, which tells information regarding the position of
a given object (in this case, sensorTag #2) relative to other objects (more on
rviz in section 3.1.4).

One may wonder why the node is publishing and subscribing to itself (regard-
ing the filtered data topics), which might seem like a waste of CPU time. This is
because the script that filters the data, and the one that calculates the orientation
estimate using Madgwick’s algorithm are not the same, but still they are both
part of the same node. This was done for meta-programming structure purposes,
to avoid too long scripts which are more difficult to follow and understand. For
this same aesthetic reason, the node was further simplified by grouping data into
custom messages, which resulted into the more concise version shown in figure
3.4. The differences between this figure and the last one, is that the data coming
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from the sensor, and its filtered counterpart, have been grouped into a self-made
message called RawIMUStamped and that the Euler and Marker messages have
been suppressed, as they are only for visualization purposes or because they are
not really used within this package. Although their generation supposed a really
small CPU consumption, they were in fact removed because during the experi-
mentation (see section 3.4) all the topics were recorded to have a complete set of
data, and unnecessary topics such as those two were not meaningful for the data
analysis after the experimentation, but required hard drive space to be stored
whatsoever. For the reader’s own interest, the custom message RawIMUStamped
contains four sub-types: a header structure to display time information about the
message, and three Vector3 messages that contain the data of the three sensors,
either filtered or unfiltered.

FIGURE 3.4: ROS graph of the simplified sensorTag_reader and
Converter nodes. The data of the gyroscope, accelerometer and
magnetometer have been grouped into a custom message called

RawIMUStamped

Finally, the topic /sensorTag2/reset to which this program is subscribing and that
contains Quaternion-type messages, is used to request the sensor pose estimate
to reset its position to the one received through the channel. This will be further
explained in section 3.1.4, but it is used to make sure that this sensorTag, and the
second one (since two sensors will be combined for noise-compensating reasons)
are properly aligned to each other, and to the estimate generated by the combina-
tion of the two.

3.1.4 Combining two sensorTag’s

It turns out that, even after all the filtering within the Converter node and the
Madgwick algorithm, one single sensorTag was too inaccurate on its own to prop-
erly control a wheelchair. This, in fact, was an expectable problem, since many
papers in the literature already exposed this issue, but in an attempt to increase
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its precision, the approach of combining the data of two noisy sensors was at-
tempted. The outcome was a new node, called /sensorTagCombiner, that, as sug-
gested in figure 3.6, subscribes to topics from both sensors and integrates them
into different head dynamics information. In order to ensure that both sensors
are coherent when moving, a lightweight 3D printable module that can be at-
tached to the eye-tracker (see figure 3.5) was designed with SolidWorks, whose
purpose was to hold the two devices tied together and to the head of the user. In
this section, the different features of this node will be explained in detail.

(A) 3D model of the designed part to
hold two sensorTag together.

(B) The two sensors slide in horizontally
from one of the lateral sides of the part.

(C) Printed version of the designed part. (D) Part mounted on the eye tracker
with two screws.

FIGURE 3.5: 3D models of the designed system, and the printed
counterpart
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FIGURE 3.6: ROS graph of the sensorTagCombiner node (in red). It
merges data from the two sensorTags to output information regard-
ing the dynamics of the head and its orientation. For visualization
purposes, topics being subscribed to by the node are colored in blue,

and topics being published to in green

Head orientation estimation

This is one of the key points of the whole head-based navigation system. Con-
stantly (at about 16 Hz), but not necessarily at the exact same rate or moment,
the two Converter nodes (one for each sensor) are streaming their calculated head
pose estimations through QuaternionStamped messages. Before attempting to com-
bine them, first a filter is applied to synchronize the two data channels. The filter
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that was chosen for this is ROS’ Approximate Time Synchronizer [48], which im-
plements a near real-time algorithm to find temporal matches between two un-
equally sampled streams. This ensures that no wrong matches will be done if,
for some reason, one of the sensors lags (for instance if it starts running out of
battery). Once the match is found, the node does the following operations:

• Normalize both current quaternion poses. As extensively explained in sec-
tion 2.5, for proper quaternion rotation operations, all of the quaternions
involved must be normalized (unitary).

• Calculate the quaternion rotation r̂i that transforms the past pose into the
current pose of sensor i. That is, the transformation between sample τ − 1

and the current sample at time τ .

• Measure the correlation of both calculated rotations (r̂1, r̂2). If we define
the rotation quaternion of sensor i as: r̂i = (wi, ~ri) using the vector notation
for quaternions introduced previously, then the correlation between (r̂1, r̂2)

is calculated as: c = (~r1 · ~r2). In case the correlation is non-negative, then a
the threshold c > 10−11 is used to determine whether the movement is not
noise-based. To find this threshold, the c value was evaluated when the sen-
sors were still, and when they were moving, but really slowly. It turned out
that this particular value allowed a pretty accurate differentiation between
the former and the latter.

• If the movement passes the thresholding filter, then a quaternion SLERP is
performed between the two actual rotation quaternions calculated previ-
ously (r̂1, r̂2), using an interpolation value of 0.5 (in order to give the same
weight to both). The resulting rotation quaternion is applied to the past
head pose, and finally published in /head/position/Quat using a Quaternion-
Stamped message. For convenience, the head position is also published in
Euler angles format in a separate topic, in case it is ever needed in the future.
This topic in particular is /head/position/Angle, which streams Vector3Stamped
messages.

• Additionally, a tf is streamed containing the same obtained orientation, as
well as a Marker object for visualization purposes. Figure 3.7 shows the rviz
representation of the system. The two small squares represent the physical
sensors, and their estimated poses, and the large central square is the vir-
tual combination of the previous two. Additionally, this video shows the
effectiveness of the algorithm with a real time visualization in rviz. Notice

https://youtu.be/uoUcaNE3b6w
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that with the thresholding the approximation remains completely still if the
sensor is not moving, but does not miss any intended turn either.

FIGURE 3.7: rviz visualization of the two poses estimated by each
individual sensorTag (small squares), and the combination of both

(large, central square)

Also in order not to record unnecessary data during the experimentation, a sim-
plified version of the combiner node was implemented, which is shown in figure
3.9. Also, some particular topics (which are not subscribed to for my particular
usage of the package, but might be interesting to have in the future, have been
turned off).
There is, however, an inconvenient truth regarding the rotation combination al-
gorithm. Notice that the quaternions describing the orientation of the two sen-
sors are referenced in world frame coordinates, as Madgwick’s algorithm tries
to match the fields recorded by the sensor to the terrestrial (world) fields. This
means that, if the yaw rotation of the sensor is of π/2 radians, then a rotation
in the pitch plane in the sensor coordinates is equivalent to a rotation in the roll
plane in world coordinates. Similarly, with a yaw of π radians, if the sensor ro-
tates x radians in the pitch plane, that will be perceived as a −x rotation instead,
as shown in figure 3.8. This is not a problem when defining the intrinsic rotation
quaternions of the two separate sensors, but does become problematic to combine
them, as the rotation in sensor coordinates is required instead. The way this issue
was solved was by assuming that the movements of the sensors were constrained
in the yaw plane (blue vector in figure 3.8), such that the the transformation be-
tween the world and sensor frames is described by equation 3.10. According to the
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graphical representation in the shown figure, q̂y is a rotation quaternion which ro-
tates the yaw plane by θy, which corresponds to the yaw rotation of the head pose
estimate.

S
Sq̂ = S

W q̂ ⊗ q̂θy (3.10)

In other words, this transformation rotates the coordinates of the world reference
frame in the yaw plane (therefore keeping the yaw axis unchanged) counterclock-
wise by θy radians, which allows to describe in the sensor frame the coordinates
expressed in the world frame. However, this transformation is only a decent
approximation if the pitch and roll angles of the sensor are close to 0, since oth-
erwise remapping the yaw rotation as well would be necessary. Partially for this
reason, the controllers that are going to be described in the next section were im-
plemented.

FIGURE 3.8: Representation of the relationship between the world
reference frame (black vectors) and the sensor frame as a function of

the yaw rotation

Correction and safety measures

Notice that, in general, it is safe to assume that the orientation of the head should
remain, unless in very specific and momentary circumstances or in significantly
inclined and prolonged paths, still and horizontal in the pitch and roll axis. Based
on this assumption, it can be imposed to the calculated orientation of the head to
gradually return to rotation 0 in these two axis when significantly perturbed. This
will ensure that the previously explained sensor frame rotation remapping will
be a good approximation the majority of the time, and also will be useful later
on, in section 3.1.5, when the non-yaw rotation of the head will be used to add
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FIGURE 3.9: ROS graph of the simplified version of the sensorTag-
Combiner node. Unnecessary topics have been turned off, and the
sensor data is compacted in the same custom message than previ-

ously

more ways to control the wheelchair. For this reason, a very soft controller was
implemented, which forces the head pose estimation to return to this horizontal
state if significantly perturbed, and works as follows:

• An "ideal head pose" quaternion is generated from the quaternion of the
current head pose estimate, but both the pitch and roll are set to 0 rotation
and the quaternion is re-normalized. Basically, this quaternion will only
contain the yaw information of the real estimate.

• The rotation between the current head pose estimation and the ideal pose is
calculated and its magnitude is extracted.

• A SLERP is performed between the estimated head position and the ideal
position, but the weight of the interpolation is set to a fraction of the magni-
tude of the calculated rotation (1/7) to make the correction smoother. This
1/7 number was chosen more or less arbitrarily, which is a number that
is big enough for correcting important deviations, but will have almost no
effect when those are small.

• The interpolated quaternion is applied as a rotation to the current head esti-
mate, and renormalized to avoid numerical errors from getting prominent.
Again, this short video demonstrates the performance of this controller real
time with rviz. Notice how this technique ensures that the sensor will re-
main more or less horizontal over time, but does not affect at all at the yaw
rotation of the estimate.

https://youtu.be/b2PBiDBaH9I
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Another observation that can be made, is the fact that, since the two sensors are
physically attached together and to the user’s head, they must keep the same rel-
ative position to each other over time, and, of course, they must me more or less
coherent with the combined estimation. Therefore, it is possible to force that the
two obtained head quaternions remain more or less parallel along time. This is
important since, even if the noise of the sensors is now reduced, they could, even-
tually, flip in totally opposite directions. If this ever happened, the yaw rotations
of the two individual sensors would cancel out, and the wheelchair would not
respond to the head instructions anymore. Consequently, a preventive algorithm
that requests to the Converter nodes to reset their sensor’s Euler rotation to the
combined ideal estimate one was implemented. This reset is triggered whenever
the two approximations start diverging too much from each other, or from the
combined estimation itself. It works as follows:

• The quaternion rotation between the orientations of both sensors is calcu-
lated.

• The magnitude of such rotation is extracted and thresholded with a value
of 0.3, which was selected by studying the divergence of the two sensors in
rviz in terms of this magnitude value.

• If the magnitude exceeds 0.3, a message is sent to both Converter nodes,
via the topic /sensorTagN/reset, where N is the number arbitrarily assigned
to each sensor at the Personal Robotics laboratory (in Figure 3.7 its 2 and
3). This message carries the orientation of the ideal combined estimation,
which the Converter nodes will use to reset their own sensors pose to.

• The quaternion rotations between the two sensors and the combined esti-
mate are calculated as well, and their respective magnitudes. If any of the
two magnitudes surpasses the threshold 0.2, the same type of reset message
is sent to the Converter nodes. However, to avoid unnecessary extra resets,
these rotation differences only take into account the yaw component rather
than the 3 planes, which is also safe to assume considering that the sensors
will remain more or less horizontal at all times with respect to the ground,
as previously explained.

• Notice that reseting the position is irrelevant for the combined estimation,
since, as explained, its computation only uses the rotation between two dif-
ferent time steps, and not the intrinsic rotation during every sample, for
computing it. When the reset happens, that particular time step is simply
ignored, which means that the system will be "blind" to real movements
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during the next time sample. Because of this, the threshold values were se-
lected so as to avoid extra unnecessary resets which at the end might gener-
ate yaw deviation. To compensate for the temporal blindness, an estimation
of the missed rotation is calculated from the previous ones, and applied to
the combined quaternion orientation. In the previous video, this happens
approximately at seconds 3, 9 and 17.

Head pitch calibration and estimation

In many instances from the literature review, the vertical axis of the gaze (for eye-
based navigation), or the head position (for head-based navigation) are used for
controlling the forward speed of the wheelchair. For coherence, the same concept
was applied in the current head-based system, although later on, when it was
fully implemented, it actually was very intuitive to use. In particular, when the
wheelchair user wants to maneuver, for instance to go through a door, he or she
will naturally look more towards the floor to make sure that no obstacles are
in the way. This, of course, has to be done at low speed to avoid crashing and
to have better control over the vehicle. On the other hand, when the user has
no intention to perform any pronounced turn whatsoever, he or she will look
towards the horizon, and will likely want to go faster.
To implement such controller, the head pitch had to be extracted, but, with the
previously explained controllers that force the head estimate to return to vertical
position, the head quaternion couldn’t be relied on for this purpose. However,
as commented in section 3.1.2, the accelerometer on its own is capable of giving
a pretty decent estimate of the head pitch and roll, so based on this idea, some
extra functionalities were added to the sensorTagCombiner node. Basically, after
engaging the system, it calibrates the natural head tilt of the user, and uses that
as reference point for giving measures of the relative pitch over time. The system
works as follows:

• When initialized, the sensorTagCombiner node subscribes to the calibration
topics of the two Converter nodes and waits until both of them have sent a
signal, meaning that both sensors are calibrated. After that, it will unsub-
scribe from those channels (since the connection won’t be needed anymore),
which is why these connections don’t appear in figure 3.6.

• After calibration is complete, it will subscribe to the two filtered accelerom-
eter signals, and synchronize them using the same algorithm introduced
previously in this section.

https://youtu.be/b2PBiDBaH9I
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• The head tilt is not calculated from a rotation, but from the raw accelerom-
eter "x" readings instead. The two values from the separate sensors are av-
eraged, and denormalized (by multiplying them by the gravity constant,
g ≈ 9.81 ≈ 10.0) and they are assumed to be inversely proportional to the
head pitch rotation. This is not a bad approximation, since the vertical (x)
component of gravity linearly depends on the pitch angle of the sensor:
ax = g cos(θp), where θp is the pitch angle with respect to the horizontal
plane. Thus the head tilt is calculated by: (ax1 + ax2)10/2, where axi is the x
component of the accelerometer reading of sensor number i.

• As explained in section 3.1.2, for three seconds the node will calculate and
store the head pitch, and extract the average value of all the samples ob-
tained. This will be used as the zero (calibration) value of tilt.

• From now on, the node simply calculates the tilt, subtracts the calibration
value, and streams it using a Float32 message at /head/motion/frontalTilt.

Head dynamics

As it will be explained in sections 3.1.5 and 3.3.3, it is interesting to get informa-
tion regarding the head dynamics and, more precisely, the instantaneous angular
velocity along the horizontal plane (yaw rotation) at every time sample. This is
because, as introduced at the beginning of this chapter, with the algorithm pro-
posed in [41] it is possible to differentiate which ocular saccades are intentional,
and which ones are not, which will be useful to deal with the Midas touch prob-
lem in the hybrid navigation system. However, this algorithm does require to
calculate this specific parameter. Also, this instantaneous yaw speed will be re-
cycled as well to refine the performance of a head gesture classifier that will be
introduced later on in this chapter. As a consequence, a function that extracts
such information, as well as the angular velocities in the other two planes for
convenience, was also implemented in the same Combiner node, with the extra
capability of turning this function on and off from the launch file parameters.
This velocity is calculated from the Euler rotation of the head as follows:

• The instantaneous velocity is, in fact, computed as the average velocity over
a window of variable temporal length, the value of which is specified as the
mentioned parameter in the ROS launch file. To store the data over this time
period, a First-In First-Out (FIFO) type queue is initialized, which will store
pairs of data, containing a velocity in a given vectorial component, and its
corresponding ROS time (the moment it was captured). Also, a variable is
created, which will store the sum of all the velocities within the queue.
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• The current head angular component is compared with the corresponding
past angle. If the difference is larger than π radians, then it means that the
angle has cycled around and must be fixed to avoid fake large velocities.

• The instantaneous horizontal velocity between time samples τt and τt−1 is
calculated as the numeric derivative of the angle: ωt = ∂θ

∂t
' θt−θt−1

τt−τt−1
.

• The calculated angular velocity ωt together with its corresponding time of
capture are placed in front of the FIFO queue, and the value of ωt is added
to the summation variable.

• The last item of the queue is analyzed; if the time assigned to it surpasses
the desired length of the window with respect to the first, it is removed
from the queue, and its value is subtracted from the summation variable.
Nothing is done otherwise.

• The average velocity is calculated by dividing the summation variable by
the number of samples within the window. The value is then published
using a custom generated message, that basically contains a Float64 data
type, and a ROS standard header object, in /head/motion/nInstantVel, where n
can be either x, y or z depending on the component of interest, of course.

Threshold-based head shake

Additionally, although not really used in this thesis, the Converter node is equipped
with a simple threshold filter that reports whether the rotation speed of the head
in the corrected axes, i.e. the ones that are controlled so that they return to their
original position (in this case the pitch and roll), exceeds a certain velocity thresh-
old. Such threshold can be modified to be sensible to higher or lower speeds, but
essentially they could be used to detect shakes, although they really are not that
reliable because of their simplicity. In fact, in section 3.1.5 a ML classifier that
greatly outperforms these filters for detecting vertical head shakes is introduced,
which will be used for triggering certain commands for the wheelchair. For con-
venience, this "controlled rotation" was named momentum, although it was not
exactly that, but rather "damped angular velocity". Notice that this quaternion
variable is also published in a separate topic, /head/motion/momentumQuat, which
will be used by the mentioned classifier.
The implementation of the threshold filters is simple: the momentum between
two consecutive head estimates is calculated and further transformed to Euler
rotation. When a rotation in a particular component (x,y,z) exceeds the threshold
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value, the node will report it by sending a boolean message through the corre-
sponding topic (/head/motion/xShake for the x rotation and so on), and deactivate
itself, until a reading below a second threshold (lower than the first one) is ob-
tained. In other words, the system is unable to detect two consecutive shakes
unless there is a clear period without any shake event in between. This mecha-
nism is mainly used to avoid multiple detections of the same shake instance.
As shown in figure 3.9, these threshold-based classifiers can be deactivated if
wanted by specifying it in the parameters of the ROS launch file. During the
experimentation, indeed, they were turned off.

Recording mode

Regarding the previously mentioned ML classifier, indeed, data is needed to train
it. For this reason, a recording function was implemented which, when engaged,
would record the momentum quaternion of the head along time and save it into a
text file. The recorded data is distributed in temporal windows of variable size,
where each one is labeled according to the gesture it is supposed to contain. With
this data, a classifier that detects the same kind of action within the same temporal
windows can be trained. Such windows must be large enough for the whole
movement to be properly recorded if the user takes some time to react, but short
enough so that the detection is performed as real-time as possible. For this case,
2.5 seconds was found to be a good bet. More on the classifier in the incoming
section.

3.1.5 Head shake classifier

For a more independent usage of the chair, the user has to be able to command ba-
sic instructions, such as engaging and stopping the movement, besides, of course,
directing its orientation and modifying its speed. However, when using the head,
the amount of clearly identifiable available movements is rather limited, basically
restricted to head shaking in both the pitch and roll axis. Considering that, among
these two, the more natural one and probably easiest to perform for the major-
ity of people would be the pitch shake, also known as nodding, it was used for
triggering the start and stop protocols for the wheelchair.
Even if a head nod is arguably an easily identified head movement, it still has
a lot of inter and intra-user variability, which makes it challenging to reliably
detect with a simple threshold classifier such as the one introduced previously.
This variability comes from many sources, but mainly from the speed of the ges-
ture and its amplitude, which can be very different even when comparing two
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instances performed by the same user. For this reason, a ML classifier that might
help to sort out this problem was trained. As mentioned previously in section
3.1.4, the data used for training such algorithm was the so-called head momentum
quaternion, which was repeatedly recorded in windows of 2.5 seconds with the
recording mode. Somewhere along the duration of the 2.5 second window, the
gestures were performed and labeled accordingly, and progressively stored in a
.txt file. Notice that, thanks to the algorithm explained in 3.1.4 that maintains
the pitch and roll rotations of the head pose estimate more or less set to zero, the
classifier will be basically equally applicable if the head of the user is not in the
horizontal plane, so that source of variability was not considered during the train-
ing process. More precisely, the classifier was trained to distinguish three classes:
no shake (labeled 0), forward shake (labeled 1) and reverse shake (or backwards,
labeled -1). Within the "no shake" category there are included, indeed, all the
other head movements that should not be identified as a shake, such as looking
around, up, down or to whatever direction, as well as being still. In this section,
all the process comprising the recording of the data and the creation of the classi-
fier will be explained.

Classic ML algorithms such as regressors, Decision Trees (DT), Support Vector
Machines (SVM) or k-Nearest Neighbors (kNN) cannot accept the raw data as in-
put, as they require it to be preprocessed, and interesting features to be extracted.
From these features, they can finally learn to classify instances of objects that
were previously not presented during the training, but that a priori preserve the
same pattern regarding these particular characteristics. In the situations where
such task is difficult, or the scale of the problem is too large, like, for instance, in
speech interpretation, image recognition or generation problems, Artificial Neu-
ral Networks (ANN) have been gaining reputation, since they don’t require the
user to extract the interesting features, as they are able to intrinsically do it. How-
ever, and specially in deep neural networks where the amount of layers is high,
the actual functioning of the system becomes more and more unintelligible. Since
the current classification problem is not of this magnitude, the more conventional
algorithms were used after extracting the appropriate features.
A good way to tackle this kind of situation is to graphically visualize the data
obtained, for which purpose Matlab was used for its ease to process big matrices
and vectors. Also, to simplify the problem, since the purpose was to detect head
shakes in the pitch direction, only the corresponding component of the rotation
quaternion was taken into account. By plotting the three classes of data (0, 1 and
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FIGURE 3.10: Vertical component of the momentum quaternions
classified in terms of the movement performed during the record-
ing. Class 0 = no shake, class 1 = forward sake, class -1 = reverse

shake.

-1) over time, the graph shown in figure 3.10 was obtained. As it can be appreci-
ated, a certain a pattern appears in the two columns where a gesture is present,
although it is not straightforward to detect by simple features such as a threshold,
maximum value or similar, since there is a lot of background signal variability, es-
pecially in the no shake group, where all kinds of head gestures were performed
while recording.

A typical strategy used to analyze time signals is to compute the Fourier Trans-
form (FT) of the signal and then trying to detect a particular frequency of interest,
which in this case could be attributed to the head gesture. However, for a good
spectral resolution, the FT requires a large signal (with certainly more samples
than these ones had) and on top of that, it is not able to determine at which exact
point in time the event of interest occurs. Considering that it was also required
that the detection was as real-time as possible, FT was not really a good choice for
this particular situation. After these considerations, the problem was approached
using Wavelet Transforms (WT)[49]. The fundamental idea of this signal process-
ing technique is to detect the presence of a certain shape within a signal, which is
called the Mother wavelet, at different scales and along the time span of the series.
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The basic formulation of the continuous time WT XΨ(τ, s) is written in equation
3.11, where Ψ(τ, s) is the Mother wavelet, s is a variable scaling factor, τ repre-
sents a temporal time-shift and x(t) is the time series of interest.

XΨ(τ, s) =
1√
|s|

∫ ∞
−∞

x(t)Ψ

(
t− τ
s

)
dt (3.11)

Notice that the formulation of the WT is very similar to the FT, except that we
have a scaling factor s instead of a frequency factor. Therefore, if s increases,
the width of the Mother wavelet also does, which translates to a Fourier domain
resolution increase, but a decrease in temporal resolution. Usually, when com-
puting the WT of a signal, several values for s are chosen, which are powers of 2
multiplied by the sampling frequency, which ensure that the spectral domain is
well analyzed by the ensemble of transforms without leaving any gaps in it (see
figure 3.11). Notice that, if we define the following transformation of the Mother
Wavelet: Ψ̃(t, s) = Ψ(−t/s) such that Ψ̃(τ − t, s) = |s|−1/2Ψ

(
t−τ
s

)
, then we can

rewrite the expression of the WT as follows in equation 3.12, which is the exact
definition of the time convolution.

XΨ(τ, s) =

∫ ∞
−∞

x(t)Ψ̃ (τ − t, s) dt = x(t) ∗ Ψ̃(t, s) (3.12)

Equation 3.12 implies that by flipping time-wise the Mother Wavelet function, the
WT can be easily computed as a convolution operation. Despite the fact that,
in discrete time, this translates to a convolution operation as well, for time effi-
ciency the WT is computed using the convolution theorem (which states that a
convolution in temporal domain is a product in frequency domain) and the Fast
Fourier Transform (FFT) algorithm, which boosts the CPU time of the operation
(see equation 3.13).

XΨ[τ, s] = x[n] ∗ Ψ̃[n, s] = F−1
{
F {x} · F

{
Ψ̃(s)

}}
(3.13)

A key step in the usage of the WT is to select the appropriate Mother Wavelet. A
priori, its shape should be as similar as possible to the curve to be found within
the time series. By closer inspection of the exact shape of the pattern generated
by the head shake gesture, it turned out that it could reasonably be modeled by
a Gaussian function, as evidenced in figure 3.12. However, this function has the
problem that, since it is fully localized on one side of the horizontal axis (in other
words, it has no negative values), it won’t penalize significantly different shapes
and thus it will not show that much contrast between a high similarity area, and a
low similarity one. On the other hand, the so-called Mexican hat function (which
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FIGURE 3.11: Analysis of the scaling factor effects on the Mexican
Hat Mother wavelet in temporal and Fourier domains.

is the second derivative of the Gaussian function), shown in figure 3.11 does have
a negative region that will help accentuate the regions of interest with respect the
remaining ones.

FIGURE 3.12: Comparison of the morphology of the nod-produced
wave with a Gaussian function

(A) Zoom of the interesting regions of a
forward nod and a reverse nod signals.

(B) Typical shape of the Gaussian func-
tion. Image from www.wikipedia.com

After computing the WT using the scaling factors ~s = [20, 21, 22, 23]FS , figure 3.13
was obtained. Notice that, especially when using the second scaling factor, the
heterogeneous nature that was previously present in the class 0 group has dis-
appeared and, on the other hand, there is a very clear signal showing up in the
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other two classes. After seeing this results it was decided to split the classifica-
tion task in two separate learners; the first one would be trained to distinguish a
gesture (either type 1 or -1) from the absence of gesture (class 0), and the second
one would specialize in recovering the difference between class 1 and -1. The
are several reasons why the implementation was performed this way. Firstly was
the fact that distinguishing class 0 from the other two would be crucial so as not
to trigger unwanted responses of the wheelchair that could disturb the driving
experience or even worse end up causing the driver an accident. In the worst
case scenario, statistically speaking, there is a lower chance to select a wrong
class if there are only 2 possible classes to chose from, rather than if there are
3. Secondly, the features that were going to be extracted from these WT’s were
the absolute maximum and minimum values, and their relative distance in time
samples, which looking at the graphs could arguably not be that reliable to dif-
ferentiate between classes 1 and -1, but would definitely be for identifying the 0
class. This is because in classes 1 and -1, the Mexican hat WT returns a very high
response when is perfectly overlapped with the gesture wave, but immediately
before and after that an opposite sign response, because the negative part of the
wavelet is now overlapped with it. In other words, the maximum and minimum
points of the overall WT are very close together in both the 1 and -1 classes, but
this fact does not allow to actually identify which one of the two it is.

FIGURE 3.13: Mexican hat WT applied to the raw data using scaling
factors FS , 2FS , 4FS and 8FS
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Following the previous reasoning, the specified three features (maximum, min-
imum and relative distance) were extracted from the first two columns of WT’s
(smaller scales), while grouping class 1 and -1 into the same category. However,
regarding the distance, as it was realized that those distances could be positive
or negative, but the key fact was that their absolute value was small in the data
containing gestures, the unsigned value was used instead. Moreover, since for
the last two scaling factors (the largest two) those three features would be rather
meaningless because of the previously mentioned low spatial resolution associ-
ated with large values of s, the average of the overall series was taken as a feature
instead, having thus a total of 8 features to train this first classifier. Finally, in
order to chose which type of ML algorithm to train, the "Classification Learner"
application from the "Statistics and Machine Learning Toolbox" in Matlab was
used, which allows to train multiple classifiers on the same training set. It turned
out that the one that performed the best in this situation was the SVM with linear
kernel classifier and the logistic regression, with more than 99% accuracy using
10-fold cross validation on the training set (see figure 3.16).

The second classifier, i.e. the one that had to distinguish between classes 1 and -1,
had to be trained afterwards. After some inspection of the raw data, the conclu-
sion was reached that the most prominent feature to be distinguished was the fact
that the Gaussian shape of the data was inverted in the reverse nod. However, as
previously reasoned, using the minimum or maximum values straight from the
data was not an option, so instead a different Mother Wavelet had to be chosen.
That wavelet was, more precisely, the first Derivative of the Gaussian function,
sometimes called DoG function, whose temporal and spectral shape is illustrated
in figure 3.14.
This wavelet is in fact one of the most popular ones for WT, since its integral value
is 0 which therefore does not produce any response in static signals. However,
the fact that the positive half of the DoG function was positioned right after the
negative one was also interesting, which meant that when convoluted with the
time series of class 1 and -1, it would produce a positive then negative response
in one, and a negative then positive response in the other. This fact can be ap-
preciated if the WT of classes 0, 1 and -1 are computed using this Wavelet, whose
results are shown in figure 3.15. Notice that it is very evident, especially with the
two smallest scaling factors, that the maximum point (yellowish colors) comes
first in class -1, and second in class 1. After seeing those rather positive results, it
was decided to use the same features than before, i.e. maximum and minimum



3.1. The head-based system 59

FIGURE 3.14: Analysis of the scaling factor effects on the DoG
Mother wavelet in temporal and Fourier domains.

points, and their relative distance, only for s = 0 and s = 1 and this time with-
out using any absolute value operator when computing the distances. Using the
average values of the last two scaling factors would have made no sense, since
that would not have helped to discriminate the two classes at all. Notice that no
features were extracted from class 0, since identifying it was a the job of the first
classifier, and not this one. Again, using Matlab’s Classification Learners app,
it was found out that the most effective classifier for this case was the ensemble
method with kNN subspace algorithm with 99% accuracy, but other more com-
mon classifiers such as SVM and DT’s were also very good at classifying the data,
obtaining 98% accuracy with 10-fold cross-validation (see figure 3.16).
Of course, Matlab scripts cannot be incorporated in a ROS package, so all the pre-
vious work in Matlab had to be reproduced in Python, and using the library Scikit
learn [50] the same classifiers were retrained with the same features as input. A
sanity check was finally performed with a separate prerecorded test set outside
ROS before implementing it real time, obtaining decent results, which are sum-
marized in a confusion matrix (see figure 3.17). Notice that the performance of the
system was in overall quite good, as there were absolutely no mistakes at differ-
entiating between classes 1 and -1, and only a minor amount of misclassifications
of class 0. The color scale is proportional to the number of samples used in each
test, but not to the actual percentage of properly classified instances, which is rep-
resented by the central number in each box. Finally, the real time implementation
of the classifiers was programmed.
The shakeClassifier node in ROS was scripted in Python to classify real time the
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FIGURE 3.15: DoG WT applied to the raw data using scaling factors
FS , 2FS , 4FS and 8FS

FIGURE 3.16: Performance of the Matlab learners for the first and
second classification problem

head gestures made by the user. Of course, this node subscribes to the previously
mentioned topic /head/motion/momentumQuat, which is basically the information
that was used to train the classifiers, and requires as parameters the two pre-
viously trained classifiers, which are locally imported using a special function
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FIGURE 3.17: Confusion matrix of the results obtained by the com-
bination of the two classifiers using 10-fold cross validation

of the the scikit learn library. Similar to the algorithm used when obtaining a
windowed instant velocity average of the head in section 3.1.4, the shakeClassifier
node has an intrinsic FIFO queue which stores all the obtained data in windows
of 2.5 seconds, constantly renewing its content as it arrives. Every time a new
sample comes in, and provided that the queue has at least 20 elements in it (less
data could lead to a misclassification), the WT features are extracted following
the same exact procedure as before, and analyzed by the classifiers. If a class 1 or
-1 is identified, the queue is flushed (since the classifiers are not trained to detect
more than one gesture in a time series) and a message is sent through the topic
/head/motion/nodClassification. Notice that, during the time comprised by a queue
flush and when it reaches at least 20 elements (approximately 1.2 seconds), the
algorithm cannot detect new gestures, which is the current limitation of this clas-
sifier. However, this should not really be an issue, since there is a priori no reason
to do two opposite shakes in less than 1 second. The following video shows a
live demonstration of the performance of the classifier, while briefly explaining

https://youtu.be/AOt6hAmLmLc
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all the above. As previously mentioned, the performance of the classifier is en-
hanced by including the average yaw speed of the head (in windows of 0.3 s).
More precisely, the classification is blocked whenever the average speed is larger
than 0.01 ◦/s, since, as it will be explained in section 3.1.6, the user will never
want to do a head gesture if his or her head is not properly aligned with the chair.

3.1.6 Wheelchair controller

With all the small components ready, it is time to assemble the navigation inter-
face. As commented in some of the previous chapters and sections, the head-
based system (just as the other two) has been inspired by different publications
that have attempted similar things, while also complemented with some details
that were considered to be intuitive or useful for the writer. Anyway, all the com-
bination of the previous data coming from different nodes is read and applied
in the core node of the package: the /wheelchair_control node. In this section, it
will be explained how this node uses everything previously explained to control
ARTA, starting with the most important part of the navigation system, which is
indeed the direction controller.

Direction control

In order to direct the wheelchair using exclusively the head, two elements are
needed: the orientation of the chair and clearly the orientation of the head. As
explained in section 2.5, this kind of information is better represented with a
Quaternion vector, which is why all of their algebra had to be reviewed. For-
tunately now we have access to both data streams, which are located in the topics
/arta_scan_matcher/pose_stamped and /head/position/Quat, respectively, so the first
thing the /wheelchair_control node does, is to subscribe to both and synchronize
their data over time. As the reader has probably imagined, the orientation of
the chair is required since otherwise it would be impossible to know the relative
position between itself and the head of the user, but, even by having access to
both, that is simply not enough since each orientation quaternion is relative to
its own coordinate system once again. Consequently, the first step to control the
wheelchair is to align the head with it and calibrate their relative heading dif-
ference as zero rotation r̂0. That is indeed done by calculating the quaternion
rotation between the two of them: r̂0 = ĥ

∗
0 ⊗ ĉ0, where ĥ0 and ĉ0 are the nor-

malized head and chair orientation quaternions in the world reference frame at
calibration time, respectively. From now on, every head pose ĥt is rotated by this
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amount, to remap it to the reference frame of the ARTA, which will be referred to
as cĥt = ĥt ⊗ r̂0.
Whenever a pair of remapped head and chair rotations are available, their relative
rotation r̂t is obtained as previously done with the zero rotation, as shown in
equation 3.14. This quaternion will indeed have the information required to set
the heading of the chair back to where the head of the user is facing, in case it is
deviated.

r̂t = cĥ
∗
t ⊗ ĉt ≡ r̂(t) (3.14)

Even if the obtainment of r̂(t) could really have been the end of the calculations
if the sensorTag’s were more accurate, this was not the case. Furthermore, that
would have been very annoying to operate, especially when wanting to rotate a
big angle, since the chair would immediately respond to a head deviation, while
normally a more smooth direction correction is more appreciated. Therefore, it
was decided to implement a Proportional Integral Derivative (PID) controller to
modulate the adaptation speed of the wheelchair to a deviation in the head.

A PID controller is a type of feedback control strategy used to drive a given vari-
able yi of the state output ~y(t) defined by the system ~y(t) = C~x(t) + ~Du(t, ε)

to a desired state or value r. More precisely, it uses the error between the two
ε = (r − yi), and its derivative and integral values over time (hence the name)
to correct the deviations from r. For instance, if we have as system a damped
harmonic oscillator, C would be the matrix defining its intrinsic dynamics, ~x(t)

would be the state of the system in the last time iteration (i.e. y(t− dt)) and u(t, ε)

would be an external force or input applied upon the state variables defined by
~D. In a PID controller, u(t, ε) represents the control variable, which is an exter-
nal force exerting the exact effect upon the system that a priori would drive it to
the wanted state or output r, and is defined by equation 3.15. Notice that all the
three components of the controller are multiplied by a parameter (Kp, Ki or Kd),
which modulates the overall effect of the respective component upon the control
variable. These parameters must be chosen according to the requirements of the
problem.

u(t, ε) = Kp ε(t) +Ki

∫ t

0

ε(τ)dτ +Kd
dε(t)

dt
(3.15)

For convenience, since the three components are dependent on the actual state of
the system yi, u(t, ε) can be simplified so that ũ = r (i.e. the control variable is just
a constant) and the rest of the components of u(t, ε) are incorporated into C and
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~D, which is called the state space representation of the controller, although this
will not be implemented in the current thesis. Figure 3.18 represents a schematic
of the implementation of a PID controller using the Simulink application from
Matlab.

FIGURE 3.18: Simulink graphical representation of a PID controller
in both 3-component and state-space form, obtained from a work

submitted for a control theory practical session report.

As a parallelism, for the ARTA controller, ~x(t) is the 3D Euler rotation of the
wheelchair at a given time t, C is a null matrix, since ARTA is not a dynamical
system and u(t, ε) contains the applied PID controller, which, indeed, only affects
to the yaw rotation of the wheelchair. Thus, ~D = [ 0 0 1 ]T and r(t) is the yaw
component of the head orientation, which in this case is a variable parameter.
Step by step, this PID controller is implemented as follows:

• The relative rotation vector r̂(t) calculated as shown in equation 3.14 is trans-
formed to an Euler rotation vector ~r(t) = [rx(t), ry(t), rz(t)], where rz(t) is
the yaw rotation component.

• The error ε is simply the yaw component of ~r(t), since remember that this
rotation vector is already the difference between the head and chair posi-
tions. Nevertheless, in order to correct the 2π periodicity issues associated
with angles, ε is instead calculated by ε = sin(rz(t)). Notice that, like this, if
the angle difference rz(t) is either 350◦ or −10◦, the response of the system
will be the same, as intended, while still maintaining the essential require-
ment than when rz(t) = 0, the error will be 0 as well.
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• The P, I and D components of the controller are obtained using the param-
eters Kp, Ki and Kd respectively. Of course, the integral and the derivative
ones are computed using numerical integration and differentiation, and fi-
nally u(t, ε) is defined as the sum of the three. Since there is no way to objec-
tively select the value for the parameters, the performance of the wheelchair
was subjectively evaluated by the writer as the parameters were tuned up
and down. Since the sampling rate of the head IMU’s was low, however,
Kd had to be set to a very small value, 0.1, because otherwise the deriva-
tive component was getting too high values, especially in high angle turns.
Since it was also unwanted that the wheelchair would respond abruptly to
a head movement, which could be produced by a distraction, it was also
decided to keep the proportional component Kp rather low, to 0.6, giving
a lot of weight to the integral component instead. However, since Ki must
always be smaller than 1, because otherwise the integral component would
grow over time indefinitely, it was set to 0.9 and the calculation of u(t, ε) was
reworked as follows: u(t, ε) = P + 2I + D, where P, I and D are indeed the
calculated components of the PID controller. Notice that, by applying this
type of control strategy with such parametrization, the Midas touch problem
referred at section 1.2.1 was partially sorted out, since the wheelchair would
tend to respond to prolonged deviations, rather than short ones, which are
more likely to be occasioned by a distraction.

Computing u(t, ε) is nice but ARTA cannot use its value as it is. Instead, as ex-
plained in section 2.2, it requires a ROS Twist message, which contains informa-
tion about what linear and angular speed the robot must use for its next move-
ment: ~Tt = [~vt ~ωt]

T . Fortunately this is not complicated to do, since ~vt can be
simply defined as ~vt = [s 0 0 ]T , i.e. purely frontal movement at speed s, and
~ωt = [0 0 − u(t, ε)]T , which means that the wheelchair will rotate in the z plane
the calculated amount to smoothly reduce its deviation from the head position
cĥt. This message is finally published through the topic /arta/cmd_vel, and the
ARTA package will do the rest of the work.

Speed and backwards motion

In section 3.1.4, the head pitch tilt (hx) of the user is calibrated and calculated
periodically, which is streamed through the topic /head/motion/frontalTilt as a Float
message. As mentioned, the purpose of this measurement was to adjust the linear
and angular speed of the ARTA, as, in many papers in literature, these parameters
are also modified from the vertical rotation of the head, or position of the gaze.
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More precisely, usually in these reports, by looking down or rotating the head
down, the the speed of the wheelchair is reduced, or increased when the user
looks up instead.
As verified by the own writer during several driving trials, typical values of hx
(which is, in fact, the average of the linear accelerations read by the frontal com-
ponent of the two accelerometers of the sensorTag’s) range between [-6, 7] m/s2,
where 0 is the basal value of the previously calibrated tilt. Accordingly, the fol-
lowing rules were set up for the control of the speed parameter s based on the
head pitch rotation:

• If hx is lower than -6.5 (when the user is looking quite up), the speed s is
set to the maximum possible speed but with a negative sign, i.e., −smax,
where the value of smax can be dynamically adjusted using the wheelchair
speed buttons in its joystick control panel, or specified as a parameter when
executing the ROS package. In this situation the wheelchair will therefore
go backwards.

• If hx is within the interval [−1.5, 1.1], the speed is set instead to smax but
with a positive sign. Notice that this interval of values correspond to the
user maintaining the head in rest position, facing towards the horizon. In
this situation, the wheelchair will thus move forward at maximum speed.

• If hx is higher than 1, the speed s is lowered using the following equation:
s = smax(h

−1
x +(1−1/1.1)), i.e., the speed will decrease exponentially because

of the h−1
x component, but is shifted up by the factor (1 − 1/1.1) so that

when hx = 1.1, then s = smax. This is done to maintain a continuous tilt-to-
velocity curve for a more smooth control of the speed. At hx = 7 the speed
will be more or less equivalent to s = 0.3smax.

• The gap between -6.5 and -1.5, which corresponds to the transition between
maximum forward speed and maximum backwards speed is filled with a
polynomial function f(hx), which was obtained using the following five
restrictions: f(−6.5) = −1, f(−1.5) = 1, f ′(−6.5) = 0, f ′(−1.5) = 0 and
f(−3.5) = 0, where f ′(hx) is the derivative of the function: df(hx)

dhx
. No-

tice that these conditions ensure that the function will be continuous and
differentiable with the two other segments to its right and left, and that
the negative part of the function is slightly larger than the positive part,
to add some more range to control backwards velocity. This system can
be solved using a 4-th degree polynomial function with the general form
f(x) = ax4 + bx3 + cx2 + dx+ e as follows:
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Additionally, notice that, when driving a real car, it is easier to turn when circu-
lating at lower speeds, and more difficult when doing it at high speed. This is
also a security mechanism, since an error in the turning magnitude when going
faster could more likely result in a crash. This idea was also mimicked for the
wheelchair, by regulating its angular speed −u(t, ε) as follows: −û(t, ε) = u(t,ε)

2s
,

which basically is equivalent to multiplying the turning speed by the inverse of
the linear velocity.
Finally, sometimes the user might want to perform a big turn on the spot, i.e.,
without moving from the place. This is an interesting feature to have when a
narrow door must be crossed, for instance, or other situations where there is
not much space to move around. Consequently, a turning bound variable was
introduced, which would basically be a threshold for the angular rotation that,
when surpassed, would block the linear velocity making wheelchair only obey
the angular commands instead. This threshold must be variable and also speed-
dependent since it must be easier to reach it when circulating at lower speeds, but
much more difficult when at higher speeds, as it would be contradictory other-
wise. Figure 3.19 shows the variations of the linear speed value s and the turning
bound threshold tbound in terms of the head tilt without taking into account their
respective maximum values, which are set as parameters of the ROS package.
Once again, the turning bound function was defined using the same segments
than for the speed function, but instead of using a 4-th degree polynomial for the
(−6.5,−1.5) interval, a 5-th degree one was used imposing that g(−3.5) = −0.3

and g′(−3.5) = 0, where g is indeed the turning bound profile function defined in
this same head tilt segment. For the hx part, in place of the x−1 term, the x−2 was
used instead for a faster decay of the threshold.
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FIGURE 3.19: Speed and turning bound threshold variations in
terms of the pitch head angle.

Engage, stop, disconnect and recalibration

Of course, it is quite indispensable that the user is able to start and stop the
wheelchair at his or her will, and with ease. This is when the head gesture clas-
sifier explained in section 3.1.5 comes into play. The /wheelchair_control node is,
indeed, subscribed to the topic /head/motion/nodClassification, which is a Bool type
channel that sends the value "1" whenever a forward nod is detected, or "0" when
a backwards one is identified instead. The wheelchair was programmed to have 3
different states of movement restriction, and by using the head gestures the user
is able to transition between them. These states are engaged, which allows transla-
tional and rotational movement, stopped, that only allows the wheelchair to rotate
at the spot and disconnected, which is the equivalent of the power-off state.
The mechanism to transition between the states is actually quite simple: each time
a message from the shake classifier comes in, the state of the chair is evaluated. If
the message is "1" (which means forward head shake), the state will increase by
one, i.e., from "disconnected" to "stopped" or from "stopped" to "engaged". On
the other hand, if the message is "0" (reverse head shake), the chair will trigger
the same transitions but in opposite direction. When the state is "disconnected"
or "stopped", the linear speed parameter s of the wheelchair is set to 0 m/s, and
any possible modifications to it are blocked. On the other hand, if the state is "en-
gaged", s is set, a priori, to the maximum speed smax, but it becomes susceptible
to be changed again by the speed modification protocol, so it will be immediately
updated by the frontal head tilt function described previously.
Additionally, when any shake is detected, since it is assumed that those will be
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performed when facing forward, the navigation system is forced to recalibrate
the position of the head and the wheelchair. This is necessary since, as the head
orientation signal has some error associated, it tends to lose its calibration with
time. Although this only becomes noticeable after minutes of usage, it is recom-
mended that, after performing a sharp turn, the system is recalibrated. Finally,
if during the "engaged" mode a "1" message arrives, the wheelchair is simply re-
calibrated without any further state change. Notice that, to properly recalibrate
the head rotation, the user must be facing towards the same direction than the
wheelchair, which is probably the most restrictive limitation that the current sys-
tem has. Therefore, any shake detection is blocked when the average yaw speed
of the user is larger than 0.01 radians per second, as previously explained, as this
means he or she is currently moving the head, but not to perform a head shake.
Even if the classifier is not trained to detect yaw shakes, it might happen that a
yaw rotation combined with a light pitch rotation are interpreted as a gesture, so
this threshold strategy can prevent that from happening.
Since the previous system, at the end, may be somewhat complicated to under-
stand, a series of audio signals were used to give feedback to the user of the state
of the wheelchair. These were downloaded from the open source repository of au-
dio tones SoundBible [51] and reproduced in Python using library PyGame [52].
In particular, "1" messages of the shake classifier are always indicated by a short
high tone beep (except when the state is already "engaged", in which case the au-
dio message is instead two shorter beeps of the same frequency, indicating that
the wheelchair has just recalibrated), and "0" messages have two different tones,
depending on whether they transition the wheelchair from "stopped" to "discon-
nected" or from "engaged" to "stopped". More precisely, the former is indicated
by a fading out, lower frequency and longer beep, and the latter by a short beep
of the same low tone.

Overview of the /wheelchair_control node

For sake of providing a more visual understanding of the /wheelchair_control node,
figure 3.20 depicts a simplified version of its publisher-subscriber connections of
the previously explained functions. Notice that the shake classifier is running on
a separate node, duly called /classifier, which feeds from the mentioned two topics
in the /head namespace, and publishes into it as well. The /wheelchair_control node,
when running in head-based mode (as this node can switch between this and the
other two navigation systems when specified in the parameters of the ROS launch
file), requires to subscribe to the head quaternion, the chair quaternion, the shake
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classifier and the head tilt channels, and publishes, as mentioned, to /arta/cmd_vel
the resulting Twist message, product of the PID controller.

FIGURE 3.20: Simplified ROS graph representation of the
/wheelchair_control node.
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3.2 The eye-based system

Setting up this system was much easier than with the head-based one. In fact, this
gaze-based strategy is composed by a single ROS node, the /wheelchair_control
node once again, which therefore contains the totality of the processing scripts
for the eye-based navigation. There are several reasons for this simplicity. First,
because the fact that, since the communication platform between the eye tracker
and ROS was already established (the Pupil Capture desktop application), no
time was invested in this issue. Second, the data extracted from the eye-tracker,
as explained in section 2.3.2, was much more simple than the one from the head
IMU’s, which didn’t require extra processing before being usable. Lastly, because
one of the researchers at the Personal Robotics Lab, Mark Zolotas, was already de-
veloping an eye-based navigation system for the review of the hands-free naviga-
tion methods for wheelchairs, the writer preferred not to unnecessarily dedicate
too much time on making a new one, and focus instead on the head alternative.
As explained, the aim of such review was to compare different control interfaces
independently existing in the literature. Consequently, in this section, a simple
implementation of an eye-based system will be explained.

3.2.1 Connecting to the eye-tracker via TCP

In section 2.3.2, the desktop Application provided by Pupil Labs was covered. As
a reminder, this software receives the raw information from the three cameras of
the eye tracker (the two eye cameras and the world camera), and performs all the
necessary calculations to extract data such as the gaze point, the pupil diameter,
the blinking, etc. This data is finally streamed over a TCP server, to which an
external application can easily connect using the zmq Python library. One of the
researchers of the Personal Robotics Laboratory, Tobias Fisher, had developed a
private Python ROS package for the lab team that connects to the eye tracker
and streams all its data through standard ROS topics. Therefore, to use the eye
tracker with ROS, it is enough to open the Pupil app, launch Tobi’s package, and
subscribe to the topics generated containing all the necessary data. Figure 3.21
depicts some of these topics, like, for instance, the gaze point in 2D, in 3D, the
world camera image, the blinking detector, etc. Even if the 3D version of the gaze
was arguably more interesting than the 2D version, after realizing that the depth
information of the former was not accurate enough at more than 1 to 2 meters
ahead and was furthermore corrupting the other two components of the vector
when outside this region, it was decided to switch to the 2D gaze point and work
with it instead. Basically, the 2D point did not take into account the depth of
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the gaze, and the values returned in the horizontal and vertical directions were
normalized using as reference the screen size used during the calibration of the
system.

FIGURE 3.21: Simplified ROS graph representation of the Pupil_ROS
package.

3.2.2 Wheelchair controller

As explained in section 3.1.6, the core node of the eye-based controller is the same
than the head-based one, i.e. the /wheelchair_control node. The first thing that
the node does, therefore, is to subscribe to the two previously mentioned topics:
/world_camera/blink and /world_camera/gaze2d. Let’s now focus on explaining how
the direction control of the wheelchair was programmed straight out of the gaze
point information.

Direction control

Gaze2d messages contain a 3D vector of the format: g̃ = [ gx, gy, 0 ], where gx and
gy are the normalized horizontal and vertical coordinates, respectively, of the esti-
mated position of the gaze with respect to the calibration screen. More precisely,
the point g̃ = [ 0, 0, 0 ] lies at the top left corner of the screen and g̃ = [ 1, 1, 0 ]

at the bottom right. Since, for directing the wheelchair, it was required to differ-
entiate the left and right parts of the screen with opposite signs, the following
transformation was applied to incoming gaze 2D vectors: g̃ ′ = g̃ − [ 0.5, 0.5, 0.5 ].
Note that, with this transformation, the coordinates of the screen are remapped
to [-0.5, -0.5] in the top left corner, and [0.5, 0.5] in the bottom right one, and the
depth of the gaze is artificially set to set to 0.5 all the time (see figure 3.22b). The
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selection of this parameter is justified as follows: according to basic trigonometry,
the horizontal angle of the gaze point can be calculated as: Gθx = tan−1

(
g̃ ′x
g̃ ′z

)
. If

the horizontal coordinate of the far right corner of the screen is 0.5, and the depth
is 0.5 as well, then Gθx will be tan−1(1) if the user looks at the right edge of the
screen, and tan−1(−1) in the left. Notice in figure 3.22a that the inverse tangent
function is more or less linear between the range [-1,1], but outside this range its
absolute value increase rate drops exponentially. This means that, while the user
looks within the horizontal arc described by the length of the computer screen,
the gaze point will linearly translate to a turn command. However, when he or
she looks outside of it, the angular speed mapping will be more conservative.
Actually, the depth parameter should really depend on the size of the screen that
is being used and the distance in between it and the user, because the 2D gaze
coordinates are normalized in terms of that. The screen used was 38 cm in width
and, at 50 cm of distance (which is the approximate distance between the screen
and the eye tracker during calibration), it easily occupied 50% of the field of view
of the user horizontally. Smaller screens should therefore use a smaller parameter
to keep the linear region of the gaze command at the same horizontal span.

FIGURE 3.22: Eye-based wheelchair direction control interface

(A) Inverse tangent function. It behaves
more or less linearly in the interval [-1,1]

(B) Representation of the gaze-screen
system. The origin of coordinates is at

the center of the screen.

All the explained above yields to the conclusion that the horizontal deviation
of the user’s gaze point is Gθx. With this value, an almost identical version of
the PID controller explained in section 3.1.6 was reapplied, but for the ocular
information instead. The proportional, integral and differential values of the er-
ror were calculated as before and the parameters Kp, Ki, Kd were chosen based
on trial-and-error experimentation. In fact, for the eye-tracker, the Kd parame-
ter (that is the derivative component) was set to 0, since the eyes could easily
perform huge fixation jumps in fractions of a second, which was making this
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component skyrocket in some situations. The proportional gain Kp was set lower
than in the head-based approach (0.3, compared to 0.6) for the same reason, and
at the same time to try harder to avoid the Midas touch problem, which was much
more evident with the eyes than with the head. Finally, the integral component
was set to almost the maximum possible, 0.9, although, when computing the to-
tal value of the control variable u(t, ε), a similar strategy was used than before,
but more drastic, as the integral component was multiplied by 3, rather than by
2: u(t, ε) = P + 3I +D.
To convert the calculated controller variable to a Twist message, which is the type
that ARTA requires to move, the same strategy than with the head-based system
was used. In particular, all the angular and linear velocity components were
set to 0, except for the forward linear one, which was substituted by a variable
speed value s, and the angular yaw-plane one, which was indeed the calculated
value of u(t, ε). By streaming the Twist object through the topic /arta/cmd_vel the
processing is over, as the ARTA package will perform the rest of the tasks required
to move the wheelchair according to the calculations.

Speed and backwards motion

Again, the speed control is determined by the vertical component of the gaze.
In fact, in order to make the two systems (head and gaze) more comparable, the
exact same functions were used to calculate the speed and the turning bound of
the chair, which are the ones shown in figure 3.19. However, instead of using
the head tilt component, the vertical deviation was calculated instead as Gθy =

tan−1
(
g̃ ′y
g̃ ′z

)
, and since this operator returns a value between -1 and 1, the output

was rescaled to the interval (-8,8) so that the same functions could be recycled.
As a reminder, using this set of vertical angle to velocity mapping, when the user
looks up, the speed will gradually slow down and eventually flip in sign and
enter in reverse mode, when the user looks to the horizon, the wheelchair will run
forward and maximum speed. Finally, as he or she starts looking down, ARTA
will logarithmically slow down until reaching a speed of approximately 0.3smax.
The turning bound in the eye-based system also behaves exactly the same way as
described in section 3.1.6 for the head-based control.

Start and stop

Similarly than in the head-based system, it is absolutely mandatory that the user
is capable of starting and stopping the wheelchair at his or her will, and with ease.
As the amount of controlled and clearly identifiable ocular signals is even less
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than with the head, a blinking detector was used to trigger these two commands.
Of course, it is unavoidable to blink, so instead successions of 3 or more eye blinks
in a 2-second time window would trigger the protocol. As explained in section
2.3.2, the Desktop application Pupil Capture has already implemented algorithms
to detect eye blinks from the raw eye camera images. Those are converted to ROS
messages by Tobi’s package, and published in the topic /world_camera/blink, to
whom this node is subscribed to.
The detection of three successive blinks is not different from previously explained
algorithms that involve time averaging signals, such as the the calculation of an-
gular velocity averages in section 3.1.4. A FIFO queue is created that stores the
ROS times of incoming blinks. When the total number of stored instances is 3 or
more, the time between the first instance and the third are compared. If the dif-
ference is below 2 seconds, the start/stop signal is triggered (if the system was in
stop mode, it is engaged and the other way around). If the queue exceeds a total
of 3 elements, the first one is discarded. Notice that, since now one signal instead
of two can be identified (in the head-based system there was instead both the
forward and the backwards head shakes), the chair can only have two different
states now, which will be the equivalent of the disconnected mode, interrupting all
kinds of movements, and the engaged mode, allowing the controls back, from the
head-based system. Again, the state of the wheelchair is reported with an audio
signal for a more dynamic human-machine interaction.

Overview of the /wheelchair_control node

For the reader’s better understanding of the controller, hereby, in figure 3.23 the
corresponding, probably unnecessarily simplified, graph of the wheelchair_control
node in eye-based mode is shown. Notice that it only subscribes to the two
eye-tracker topics, and publishes the calculated twist to the very same topic:
/arta/cmd_vel, so that the ARTA package can perform its function from here on
out.
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FIGURE 3.23: Simplified ROS graph representation of the
wheelchair_control node in eye-based mode.
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3.3 The hybrid navigation system

The hybrid system was intended to use the combination of both the gaze fixation
point and the head orientation to solve the respective limitations of each system
by complementing it with the other, somehow. In particular, from the personal
experience of the writer after all the development months, and by seeing other
subjects try the previous two navigation systems, the following were noticed:

• The head-based system had two main issues: first, the calculation of the
rotation was not perfect, which ended up accumulating error over time.
As much as this issue was approached by applying all the explained sys-
tems and filters, it was still happening. Especially after a considerable turn,
even if at a minor degree, a certain deviation was noticeable, since the sen-
sors being used were rather cheap and inaccurate. Despite the fact that, as
a healthy user, the writer or some of the other test subjects did not mind
to manually recalibrate the wheelchair whenever this happened by per-
forming the appropriate head gestures, as probably a tetraplegic patient
wouldn’t have either, patients suffering from other types of more severe
paralysis could struggle at properly doing the head nods over and over. On
the other hand, as mentioned in the literature review, head-based systems
are not reliable for people suffering from ALS, or other neurodegenerative
diseases which, at late stages, affect even the motor capabilities of the neck.

• The eye-based system also had two main issues: first, and also related with
the hardware being used, the algorithm through which the Pupil Capture
application extracted the fixation point required a tiresome calibration pro-
cess, and, on top of that, was prone to also get worse over time, requiring
periodic calibrations. Those were especially noticeable when moving the
head and with important changes of illumination. The second problem re-
garding this system was the fact that controlling a wheelchair with purely
the gaze without being able to move the head was somewhat exhausting
(since it required to be concentrated to keep the gaze steady for long pe-
riods of time) and it still had the issue of the Midas touch problem, which,
even with the PID controller, was there whatsoever.

For this purpose, taking advantage of the coexistence of two approaches with
totally different limitations, the following ways to correct some of the described
problems were attempted. First, in order to correct the head yaw error, the frontal
images of the world camera were used to find a second head pose estimate. On
the other hand, to discriminate the gaze saccades that were not relevant for the
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actual movement of the chair, the head dynamics were analyzed and compared
to the eyes’. However, for time restriction reasons, this thesis only describes how
these ideas could be tackled, but no definitive results will be shown. This section
will be exposing the first implementations of them and additionally overview
how the merging between the functions of the two previous control systems into
a single common controller was carried out.

3.3.1 Combining the head and gaze controllers

In this brief section, it will be explained how the combining of the functionali-
ties of the two navigation systems, the head-based and the gaze-based, was per-
formed. More precisely, these are the direction control, the start and stopping,
and the velocity control, similarly to the previous two systems. As it will be
shown, the combinations implemented were rather straightforward, since they
were meant to be a temporal way out until a more sophisticated and refined
way of combining the data was achieved. Once again, all the calculations re-
quired to control the movement of the wheelchair are performed within the node
/wheelchair_control, which, as previously mentioned, can operate in head-based,
eye-based or hybrid mode. For the latter, the controls work as follows:

Direction control

As explained in the two past navigation systems, the controller that determined
the direction of the wheelchair were two PID controllers. These used the horizon-
tal angle of the gaze point (in the gaze-based system) or the horizontal rotation
between the head frame and the chair frame (in the head-based system) as error
measurements. For each one, a time-dependent controller function was obtained,
uG(ε, t) and uH(ε, t), respectively. The way to combine the two was as simple as
doing a straightforward average, so that the outcoming Twist message would lit-
erally be a sort of mean value of them. Indeed, since uG(ε, t) is only linear in half
the horizontal span of the camera view, as explained previously, and the head
component uH(ε, t) is 2π periodic, the real average is at the end not that straight-
forward, but it is good enough whatsoever.

Starting and stopping

Literally, nothing extra was programmed for this section, as the two systems were
compatible even when running at the same time. More precisely, if the three states
of the wheelchair introduced in section 3.1.6 are numbered as "1" (disconnected),
"2" (stopped) and "3" (engaged), then by blinking the user is capable to directly
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switch from state 1 or 2 to 3, or from state 3 to 1, while, by performing the head
gestures, the user can transition between the states as previously described in the
same head-based navigation section.

Speed and backwards motion

Again due to the time limitations, the classic and simple averaging method was
appealed. The vertical values of the gaze and the head are fused, by calculating
their standard mean value, which is finally fed into the same velocity and turning
bound mappings as the ones used in the previous sections.

3.3.2 IMU yaw error compensation with CV

As mentioned, one of the main limitations of the present head-based system was
that calculated yaw of the user tended to get worse over time because of the accu-
mulation of errors. This was especially noticeable when performing successions
of prominent turns, which required to manually recalibrate the head-to-chair ro-
tation periodically. Even if this issue was in the major part solved in for the IMU
installed in the chair thanks to the implementation of the Hector SLAM intro-
duced in section 2.2.2, certainly that was not the case for the IMU’s located on
the user’s head, even after all the successive filters and control strategies applied.
However, by using the world camera on the eye-tracker, an extra layer of error
compensation could be introduced if an approximation of the head rotation could
be obtained from the images captured by it. As mentioned in the state of the art
review in section 1.2.2, similar techniques have already been attempted, which
manage to obtain this kind of information by solving the so called five-point prob-
lem using pairs of registered images. In this section, an approach to do the same
will be exposed, and the results obtained in the process.

Typical approaches of image registration use algorithms that are able to recognize
the same objects from different angles or scales, so that each pixel in one image
can be mapped to a particular pixel on the second image. One of the most famous
approaches in this line is the Scale-Invariant Feature Transform (SIFT) extraction,
which, were introduced by David Lowe in 1999 [26]. The SIFT algorithm will not
be explained in detail in this thesis, but basically it performs edge detection using
a an approximation of the Mexican hat function (the same used in section 3.1.5 for
the head gesture classifier) also at different scales to identify interesting points in
an image, and then studies the gradient of the image around these points. SIFT
features are therefore an encoded high-dimensional descriptor of features that
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involve the scale of the Gaussian function and the histogram of gradients around
the point position.
As mentioned, SIFT features have been widely used in CV problems involving
image recognition and registration, but they have the downside that they are
quite costly to compute in terms of CPU time. Since the purpose of this algo-
rithm was to use it paired with the Pupil’s eye trackers, which have a theoretical
sampling rate of 30Hz when using the maximum resolution (1920x1080 pixels),
as explained in section 2.3.1, the implementation had to be able to perform the
registration as fast as possible (ideally in less than 33 milliseconds). For the situ-
ations where speed is a requirement, rather than the precision of the registration,
the Speeded-Up Feature Transform (SURF) algorithm, developed by Herbert Bay
and his team in 2008, is a good replacement of the SIFT, which follows the same
fundamentals and whose results are not much worse than the former [53, 54].
Also for CPU-efficiency purposes, images were down-sampled by a 1/4 factor to
lower the time to process them, and turned to gray-scale to speed up the data
passing time once received.
After the SURF features were obtained for the two consecutive frames, a kNN
algorithm was used to find matches between them in the two images, with an n

value of 2, decided by subjectively evaluating the performance of the classifica-
tion for increasing n values. The openCV Python library [55] has already built-in
functions for both the SURF feature extraction and the kNN matcher, which were
the ones used in the script. Next, a statistical analysis of the relative distance
between the matched points, and also their relative angle was performed, and
outliers were eliminated using a threshold of 5 and 2 standard deviations, which
were also chosen by subjective analysis. Figure 3.24 shows the result of the statis-
tical filtering of the matches. Notice that some very obvious incorrect connections
were removed, without affecting much to actual true connections. However, it is
true that this approach is in fact not the best one when there are objects present
in very different depth planes, since they might experience very different trans-
lations between the frames. Optimizing this algorithm is, therefore, essential as
future development.
Once the final matches are obtained, any point in the first image can be found in
the second by interpolating the translations calculated around it from the SURF
matches. Of course, regions with less matches will be less precise. Figure 3.25
demonstrates the effectiveness of the algorithm with 4 random points (in red in
the middle image), which are found in the second image (in the right, in blue).
The size of the mapped blue points is the actual confidence area of the registra-
tion.
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FIGURE 3.24: Representation of the SURF alignments, and the the
statistical analysis-based filtering of them. Matches outside the red

areas are discarded for being outliers
.

FIGURE 3.25: Mapping of points from one image to the second. The
area of the matches in the far right figure represents the approximate

confidence area of the obtained mapping.

The next step in the pipeline would be to calculate the camera translation and,
more importantly, its rotation between the two frames, which would be useful to
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contrast it with the rotation captured by the sensorTag system and hopefully cor-
rect some of the error that tends to accumulate. This could be done by following
a similar algorithm as the one implemented in [22], which will also be attempted
in the future.

3.3.3 Unintentional gaze saccade filtering

On the other hand, one of the main issues with the gaze-based system is the noisy
nature of the eye gaze, and its inherent Midas touch problem associated. The cur-
rent approach to partially compensate for this was to implement a PID controller,
as explained in section 3.2.2, with a very important weight in the integral part,
so that ARTA would tend to obey prolonged gazes. Another observable disad-
vantage of the this system was the fact that it required to maintain the head as
still as possible in order for the chair to interpret the right gaze controls, which
sometimes felt uncomfortable. Fortunately, with the hybrid system, this latter
problem was solved, since the control was now shared between the eyes and the
head, so the challenge to make the filtering of the gaze commands a little bit more
intelligent was taken. In fact, there were already published systems, like the one
exposed in [41], that were able to differentiate unintentional gaze saccades from
planned ones in a vehicle driving environment. In particular, in this report, they
studied the head and eye dynamics of users driving in a car simulator when ex-
posed to expected and unexpected stimuli, and came up with a way to classify
that based on the data collected.
The methodology to discriminate whether a gaze saccade was goal-driven or not
as described in the paper worked as follows:

• A gaze saccade is detected as the local maximum of the second derivative
of the gaze signal filtered with a Gaussian function for smoothing. This
operation can be done in one single step by convolving windows of the
gaze signal with the second derivative of Gaussian, i.e. the Mexican Hat
function once again. Since in the report the data was analyzed off-line, the
boundaries for the peak detector were specified in the zones were the gaze
horizontal angle increased above a certain value.

• For each found gaze saccade point T Si , the average velocity of the head in
the 100ms prior to the saccade M̃i is calculated, and the head yaw value at
the saccade moment Pi is also stored.

• A series of threshold values exist for M̃i and Pi that allow to differentiate if
the gaze saccade was intentional (goal-driven or endogenous-cue, as they



3.3. The hybrid navigation system 83

say in the article) or unintentional (stimulus-driven or exogenous-cue). In
particular, the Pi is 5◦higher in intentional saccades (p<0.05), and M̃i is up
to 20 ◦/s faster also in voluntary changes of fixation (p<0.05).

Since obtaining the same measurements was possible with the equipment avail-
able, this same classification algorithm was attempted to be applied to the hybrid
system. However, a problem was encountered at this point, since in the paper, the
results were analyzed off-line, whereas here the peak detection had to be on-line
and as real time as possible, for which reasons the algorithm had to be adapted.
First, the Mexican Hat window was adjusted to be short enough to provide real
time data, but long enough to properly detect local maximums and minimums. 7
samples, or equivalently 0.04 seconds of data (since the gaze points are streamed
at approximately 180Hz) was found to be a good number. Second, so as to not
identify peaks constantly, a routine was programmed that, for every new sample,
calculated the mean and the standard deviation of the horizontal component of
the smoothed gaze signal using the same FIFO queue strategy than in previous
sections using the 10 last samples each time (0.056 seconds). Peaks were detected
when a new gaze sample was more than 15 standard deviations apart from the
current mean value, which was a number also decided after experimentation and
subjective evaluation. Every time a saccade is identified, the queue is flushed,
which basically means that the system will be blind to saccades for the following
0.056 seconds. A more strict comparative analysis between this algorithm and
the one published by Doshi in [41] should be performed in the future.
As the reader may have guessed, this saccade detection algorithm was imple-
mented in a separate node called saccade, which subscribes to the same gaze2d
topic in /world_camera/gaze2d and publishes custom Saccade messages at the topic
/gazeSaccade. Saccade messages contain a header type and numerical information
about the actual deviation of the saccade. Notice that the average velocity in-
formation M̃i had already been programmed previously in section 3.1.4, which
was also being used for the head gesture classifier. The /wheelchair_control node
would, of course, subscribe to this topic and extract the remaining information,
i.e. the head yaw at the gaze saccade point, Pi. Unfortunately, this was all that
could be implemented regarding the gaze saccade filtering before time ran out.
However, completing the system should not be that much work from here on out,
and definitely will be done in the future as well.
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3.3.4 Overview of the /wheelchair_control node

Indeed, the wheelchair_control node, when running in hybrid mode, will contain
all the features included in the head-based mode, the eye-based mode, and, on
top of that, there will also be the Saccade node for the identification of gaze fixation
point shifts. For illustrative purposes, and to conclude with the description of
the navigation systems, figure 3.26 shows the simplified configuration of such
node. In the incoming section, the experimentation protocol for comparing the
different navigation systems will be overviewed, and some results regarding their
performances will be shown.

FIGURE 3.26: Simplified ROS graph representation of the
wheelchair_control node in hybrid mode.
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3.4 Experimentation

In order to assess with as much objectivity as possible the quality of the imple-
mented navigation systems for the wheelchair, a series of experiments were con-
ducted in which several healthy people were asked to try them and answer a
series of questions. The experimental protocols that will be described in this sec-
tion were designed by two laboratory colleagues Theo and Mark, and the writer,
but not for this thesis strictly, but rather for the publication that was being devel-
oped at that time. Such publication would review the three types of hands-free
navigation systems for wheelchairs that were introduced in the state of the art of
the present thesis, in section 1.2, i.e. the screen and screen-less eye-based, and the
head-based methods. The final purpose of the study was to gain insights about
what the perfect system should look like, and develop it in a secondary project.
Additionally, the three systems were compared with the classic joystick naviga-
tion, which was hypothesized to be the optimal way of control. As mentioned
previously, we used Mark’s version of the standard gaze-based system (which
was essentially reproduced from [20]), Theo’s screen-based, and the head-based
controller described in this thesis.
The experimental setup worked as follows: we had a total of two computers and
one iPad working in parallel during each experiment. The first computer con-
trolled the wheelchair, the second hosted the ROS core and recorded all the data
generated in all the ROS topics, and the iPad was used to provide questionnaires
to the user. We decided to distribute the computational workload like this to
reduce CPU overuse in the wheelchair control computer. As mentioned, four dif-
ferent navigation systems were tested in each subject, one right after the other
but with no strict order. For each of the three non-joystick systems, a one-page
information sheet was prepared (see Annex A) about how to operate them, which
were given to the users so as to provide the same explanation during each trial.
Subjects were allowed to train with each navigation method until they felt con-
fident enough to run the actual experiment, but no more than 5 minutes. The
task to be completed during the experiment consisted on transporting an object
(a mug) from one room to another, and coming back to the starting position. Fur-
thermore, 3 questionnaires were prepared; one to be answered at the beginning of
the overall experimentation, the second one to be completed four times, after each
navigation system was fully tested, and the latter at the end of the whole process.
These questionnaires can also be found in Annex B, which are basically adapta-
tions of NASA’s TLX questionnaire [56] and the QUEST (Quebec User Evalua-
tion of Satisfaction with assistive Technology) [57]. The original versions of these



86 Chapter 3. Results

questionnaires are actually used to assess the cognitive workload associated to
a task, and the degree of satisfaction of users with assistive devices respectively.
Additionally, the time that the user took to complete each experiment was mon-
itored, and also the training time used. Finally, for security measures, all the
experiments were run with the obstacle avoidance algorithm active, and, in case
of danger, the user could operate the emergency stop button (see section 2.2) to
immediately stop the wheelchair anytime.
The data stored comprised all the topics in all the packages (including the three
cameras of the eye tracker, plus the webcam of the wheelchair laptop) and the
heart rate and galvanic skin response data recorded by a Microsoft Band [58]
smart watch. The objective of the latter was to assess the stress levels of the user
based on physiological data, to contrast what was said in the questionnaires.
A total of 7 healthy test subjects (different from the three creators of the systems)
completed the full experimentation at the time of the submission of the present
thesis. The results that are going to be exposed here (which are a selection of all
the data obtained) are therefore based on only these seven trials.

After the experimentation, all the test subjects were asked to sort, by overall pref-
erence, the four navigation systems. The results of this question were meant to
be contrasted with the information from other parts of the questionnaires, with
the aim to gain more insights regarding what particular aspects they liked or
disliked. Table 3.2 summarizes such sorting, with the average ranking in all the
seven instances. Note that, the joystick came out indisputably in the first place,
but both the head-based and the gaze-based were very close to each other be-
tween the second and third places. Finally, the screen was selected as the least
preferable system among the four.

TABLE 3.2: Ranking of the four systems. 1 (best) - 4 (worst)

Joystick Screen Gaze Head

Su
bj

ec
t#

1 1 4 2 3
2 1 4 2 3
3 1 4 3 2
4 1 2 4 3
5 1 2 3 4
6 1 4 3 2
7 1 4 3 2

1.00 3.43 2.86 2.71

Also, users were asked to sort which of the following four aspects regarding the
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systems were most important when comparing them: usage ease, security, com-
fort or effectiveness. Table 3.3 summarizes all the choices, and the average rank-
ing. Although there was a quite a lot of discrepancy regarding those, the usage
ease and the security of the systems were came out quite ahead of the other two
attributes, and comfort was in general the least considered.

TABLE 3.3: Ranking priorities. 1 (most important) - 4 (least important)

Ease of use Security Comfort Effectiveness

Su
bj

ec
t#

1 1 3 2 4
2 3 1 4 2
3 1 3 2 4
4 2 1 4 3
5 2 1 4 3
6 2 1 4 3
7 2 4 3 1

1.86 2.00 3.29 2.86

Also, the workload of the subjects was evaluated with the the adapted version
of NASA’s TLX, and their degree of satisfaction with the navigation system by
means of the also modified QUEST. The results of both are summarized in figures
3.28 and 3.27 respectively. Notice that, with the numeric values obtained during
the TLX survey and some extra information that is asked to the user regarding
his or her personal ranking of workload-causing agents, a numeric value repre-
senting the overall stress can be obtained. This number, however, will not be
calculated here.

FIGURE 3.27: QUEST questionnaire results.
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FIGURE 3.28: TLX questionnaire results.

Finally, the training times used by the seven subjects are summarized in table
3.4. As previously mentioned, after reading the information sheet of each system
(detailed in Annex A) and having all the questions that might have arisen during
its lecture solved, test subjects were allowed to freely test each system up to a
maximum of 5 minutes before doing the actual task. Of course, in case he or
she felt confident with it before the 5 minutes mark, the training was interrupted
beforehand. As it can be appreciated, subjects tended to require more training
time for the head-based system, barely none for the joystick, and between 2 and
three minutes for the other two.

TABLE 3.4: Training time used

Joystick Screen Gaze Head

Su
bj

ec
t#

1 1:05 1:29 1:25 5:00
2 1:05 2:12 4:21 5:00
3 1:23 5:00 2:25 4:30
4 0:30 2:00 5:00 5:00
5 0:30 2:00 2:00 2:00
6 1:10 5:00 3:00 5:00
7 0:00 0:20 1:00 5:00

0:49 2:34 2:44 4:30
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Chapter 4

Discussion

At the end of the previous section, it was explained how the performance of
three hands-free navigation systems for a powered wheelchair was evaluated,
and compared with the classic joystick driving. The experiments consisted on
several healthy users trying the four methods with randomized order, and an-
swering brief questionnaires regarding their experiences with them, while images
and other numerical data were recorded for future further analysis. More pre-
cisely, the three non-joystick navigation techniques comprised the screen-gaze-
based and regular gaze-based approaches developed by two researchers at the
Personal Robotics Lab, Theo and Mark respectively, and the hereby explained
head-based system, which was entirely built by the writer. The study was de-
signed having in mind that, among the four options, the joystick would be the
preferred for every subject. However, since it is not usable for severely disabled
patients, the real objective was to identify the best features and issues of the re-
maining three. Although not enough experimental data has been gathered yet for
doing a definitive discussion of the results (more tests will be done in the future),
several things can be affirmed so far.

Indeed, the joystick navigation was the preferred one in every single aspect an-
alyzed in the questionnaires by all the subjects. This was no surprise, as from
the beginning it was hypothesized that the outcome would be like this, and the
purpose of the experiments was to analyze which of the other three systems was
more promising as a replacement of the joystick for severely disabled people.
According to the data recollected, subjects tended to prefer both the eye-based
navigation and the head-based as alternatives, rather than the screen-gaze-based
option. By analyzing the remaining evidence of the questionnaires, and from the
observation of the reactions of the test subjects during the trials, the following
argumentation of the results is presented.
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4.1 The best navigation system

According to the surveys, people tended to penalize a lot the fact that the head-
based system was too complicated to use (as it obtained the lowest score in the
learning ease indicator), which also was reflected in the security and simplicity pa-
rameters. In fact, the vast majority of the subjects used the whole 5 minutes of
training time for this method, while in average they considered that they were
ready to do the experiment in less than 3 minutes for the other two navigation sys-
tems. As its creator, and of course after having tried all the different approaches
on his own, the writer totally agrees with this. Such complexity is mainly be-
cause of the fact that, in its current state of development, it is the user who has to
adapt to the system, and not the other way around. In particular, drivers must be
concentrated on the navigation and the calibration state of the wheelchair, while
at the same time perform the appropriate head gestures when needed. For this
same reason, the Physical demand and the Rush values of this method were also
quite high in the TLX questionnaire. Regarding the latter indicator, since it was
usually generating a lot of confusion for the users, they were told that it was sup-
posed to reflect whether they felt forced to do many things at once, and without
time to think about them. Of course, the system could have been much simpler,
but at the end of the day it was a trade off between performance and usage ease,
and the head-based system is balanced towards the first.
However, getting used to the head-based system is arguably just a matter of more
training time, but since it was restricted to only 5 minutes in the experimental pro-
tocol, that was not enough for most of the subjects. Not only that, but both from
the writer’s perspective, and corroborated by the Comfort indicator in the QUEST
questionnaire, this is the most comfortable system for longer rides, as it does not
require the user to be constantly concentrated on his or her gaze point. In order
to maximize the performance of this system, in its current state, the driver has
to predict when the system is more likely to lose its calibration and anticipate to
it, by safely recalibrating the sensors whenever it is more comfortable to. On the
other hand, if the user is not able to foresee this, he or she might be forced into a
situation when recalibration is needed immediately, or the ride could end with a
crash, which generates Rush feeling and Insecurity.

On the other hand, the screen-based navigation was conceptually very easy to
use, but was penalized because it was very sensitive to noise in the gaze signal.
Since the user had to explicitly remain as steady as possible and looking at the
screen, if the eye tracking system experienced a shift in its calibration (because of
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the eye-tracking device or the laptop moving, luminosity changes, etc.) this im-
mediately affected its performance. For example, a slight calibration shift could
force the subject to look at the "Stop" icon in order to go forward, to "Down" in or-
der stop, and so on. Although this issue was also affecting the UI-less system, the
user could subconsciously correct it by doing a simple head tilt, so it was much
less troublesome at the end of the day. This fact was also reflected a lot in the
mental and physical demands, effort and frustration parameters of the screen-based
system.

As a consequence of all these facts, even though the gaze-based navigation came
up in second place together with the head-based variant, probably with more
training time and with a more complete explanation of the system (as the instruc-
tion sheet provided was quite ill-defined taking into account its actual complex-
ity), the head-navigation would be promising. On the other hand, the screen-
based one, stands no chance at ever becoming competitive at real-life environ-
ments, simply because the user has to keep too much attention in it, and because
its controls are too imprecise. Driving should not be a cognitively consuming
task, as the user must be aware of its surroundings for his or her own safety.
One of the advantages of the joystick, in fact, is that the user can operate the
wheelchair without not even paying attention to it (with the due experience, of
course), which enables him or her to focus on the environment much more.
In fact, the writer strongly thinks that, for a hands-free navigation system to be
usable with reduced cognitive load for the driver, the system itself should be
self-aware of its surroundings, especially in the back of the chair, and assist the
driver to sort out obstacles. The gaze information could be used as a way for the
system to sketch a dynamic navigation path, based also on the head orientation,
and automatically calculate the safest route to reach the objectives.
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Chapter 5

Conclusions

For this thesis, three hands-free navigation systems for a powered wheelchair
have been developed. These, with the appropriate amount of training, can be
used to reliably and fully autonomously drive the vehicle in both known and
unknown environments. With their help, people with severely impairing dis-
abilities, such as tetraplegia, neurodegenerative diseases, and in general any pa-
tient who cannot operate the upper and lower limbs, could be able to get mov-
ing soon again. The first method uses gaze point information recorded from an
eye-tracker, which therefore allows the user to move with exclusively his or her
eyes. The second uses inertial sensors attached to the frame of the eye-trackers to
perform a head tracking instead, so that the user can operate the vehicle by just
moving the head. The latter uses a combination of the previous two, with the aim
of making the navigation more natural, and, and the same time, more reliable,
by correcting the issues of each particular system through complementing it with
the other.
Although the gaze-based system is not different from already published studies
in the state of the art that also use eye-tracking as a control strategy for mov-
ing vehicles, the other two represent an important enhancement with respect to
its similar existing counterparts. In particular, the hereby presented head-based
system is, to the knowledge of the writer, the only one using IMU’s as a way of
unilateral head-tracking to drive a wheelchair. On top of that, it incorporates ML
algorithms for a better recognition of head gestures, which at the same time allow
a more user-friendly way to command the vehicle with the due amount of train-
ing. Finally, very few studies have been published where the control strategy is
shared between head and gaze. In its complete state, the proposed hybrid system
would also outperform them, as it incorporates the mixed technology from the
previous two systems, plus additional layers of refinement.

Studies with healthy subjects were performed, in which the first two systems,
and a variant of the gaze-based navigation with a screen interface (UI), were
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tested and compared with the classical joystick wheelchair maneuvering. The
hybrid system was excluded from the experimentation, because of its incomplete
state. No studies have been published so far comparing different existing systems
for hands-free wheelchair control. From a series of questionnaires answered by
the test subjects, the joystick method expectedly came out as the most favored
one, but between the other three navigation systems, their preference tended to
go towards the gaze-based and head-based with similar preference, leaving the
screen-based at the last position. A deeper deconvolution of the obtained data
showed that users liked the fact that the first was very intuitive to use, that al-
though the head-based was comfortable, they did not manage to fully master it
to feel safe enough during the experimentation within the assigned training time,
and that the screen interface system was too sensitive to loss of calibration and
noise of the eye-tracker to be usable in most cases.

Although the hybrid control strategy was not fully developed due to time con-
straints, because of its multiple advantages over the previous two, the writer
would qualify it as the departure point for future improvements. In its most ideal
development state, it could almost completely remove the errors in both head
pose and gaze point estimates, which could be a navigation system comparable
to the efficacy and comfort of the joystick control, but usable on severely disabled
people. More tests on healthy subjects should be performed in the upcoming
months, and hopefully, further conclusions will be extracted. Moreover, based
on the experience as its creator, the writer believes that the head-based method
could also be used with people with sufficient motor capacities in the neck, as it
allows quite a fine control of the vehicle after the due amount of training time,
and does not cause significant workload either.

5.1 Future work

Even though the majority of the objectives listed in section 1.3 were fulfilled, there
is still plenty of room for further developing the work presented. Obviously, as
time passes, new eye trackers and IMU devices will come out, which will out-
perform the ones that were used in this thesis in terms of signal-to-noise ratio,
sampling frequency, precision and cost. For this reason, technical issues with the
hardware will not be considered as future improvements in this list. On the other
hand, here are of some things that could reliably be done with some extra months
of dedication that could enhance the quality of this study even further:
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• The two proposed error-compensating algorithms for the hybrid navigation
system, i.e. the sensor error correction using the frontal camera, and the
unintentional gaze saccade filtering must be fully implemented. This will
reduce the number of recalibrations required for the head-based navigation
system, and also allow the user to look around more freely without affecting
the trajectory of the wheelchair.

• Ideally, the world camera of the eye tracker should be used to extract a
depth map of the frontal field of view of the user, and the gaze information
could be used as a sort of landmarking for a path planning algorithm. That
would be an elegant solution for the noisy nature of the ocular signal.

• It is quite important that the user knows what the computer is interpret-
ing, as this gives him or her more security and comfort when using the
system. For this same reason audio signals were used to report the current
state of the vehicle, so that drivers could be aware of it without paying to
much attention. However, the human-machine interaction could be further
expanded by adding real time 3D representation in the computer plugged
to the wheelchair, that graphically depicted the perceived state of the user-
wheelchair system. With it, the user would obtain a better notion of really
what is going on, and be able to control it better or even anticipate mis-
calculations of the system. This model could also show detected obstacles,
especially those in the back part of the chair, which the user cannot see.

• The previous idea could be extrapolated to an augmented reality device
(such as the Microsoft HoloLens), which would already comprise the IMU
and an eye tracker (with certainly much more precision than the ones used).
This would probably be the ideal future setup for this hands-free wheelchair
navigation project.

• More accurate analysis could have been performed on the data acquired
during the experimentation. The emotional state of the user could be fur-
ther analyzed from the stress variables, or even new guidance algorithms
could be created by studying how the head pose and gaze point vary as the
wheelchair moves around.

• Finally, as indicated by its title, its ultimate objective is that people with
severely impairing disabilities can move independently by means of using
the proposed navigation systems. Therefore, experimentations with real
disabled patients should be performed in the future, to evaluate, from their
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point of view, the performance of the algorithms, and what could be im-
proved about them.



97

Appendix A

Information sheets



Screen Based Controller: 
The image illustrates the interface of the screen based controller. The red circle 
shows where the eyes are looking on the screen. 

In order to move the wheelchair, direct your eye gaze to one of the 5 symbols of 
the image. Use: 

● The upward green arrow to go forward 
● The downward red arrow to go backwards 
● The right circular arrow for right 
● The left circular arrow for left 
● The stop for stopping 
● Emergency stop/stop, just look anywhere out of the screen 
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Eye Gaze Controller:

Diagram illustrates the command velocities sent to the wheelchair via eye gaze.
No screen is required and these commands are output in relation to your eye 
movements at your current head orientation.

Activate/Deactive controller: 3 blinks in rapid succession (within a second) to toggle

Red arrows indicate reverse motion i.e. looking upwards
Blue arrows indicate linear and rotational velocities depending on their direction:

• look in the lower left eye corner to turn left
• look lower right eye corner to turn right
• look slightly below head level to go forward
• look directly down to slow down

IDLE is the stationary region of the interface i.e. look just above head level
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Head Controller:

Before starting: keep the head as still as possible and looking forward, until you hear a bell. 

States of the wheelchair: the wheelchair can be set in 3 different states. You can transition between
them by nodding forward or backwards with the head. When a forward nod is detected, you will
hear an acute “beep”, and, if you do a reverse head shake instead, a grave “beep” will sound.  

  

    - In “disconnected” mode, the chair will remain stationary.
    - In “stopped” mode, the chair will only respond to turn commands, but will stay in place.
    - In “engaged” mode, the chair will obey the command velocities illustrated in this diagram:

This means that:
    - Look to the horizon to go forward fast, but the chair will respond less to turning.
    - Look down to go slower, and to turn easier.
    - If you want to go backwards or brake, look up.

After doing sharp turns,  recalibrate the system,  or  if  you feel  like  the  chair  is  not  turning
according to your head properly. To do it, face your head towards the same direction than the chair,
and do a head forward nod. 
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Appendix B

Experiment questionnaires



Pre-Experiment Questionnaire

About the subject

Gender:                                         Age: 

Do you have any known disabilities? (select one of the following)

1.    No known disabilities
2.    Two or more impairments and/or disabling medical conditions
3.    A specific learning difficulty such as dyslexia, dyspraxia or AD(H)D
4.    A social/communication impairment
5.    A long standing illness or health condition
6.    A mental health condition
7.    A physical impairment or mobility issues
8.    Deaf or serious hearing impairment
9.    Blind or a serious visual I mpairment uncorrected by glasses
10.  A disability, impairment or medical condition that is not listed above
11.  Prefer not to disclose

Are you left or right handed?

1.    Left handed
2.    Right handed
3.    Ambidextrous
4.    Other (explain): 

Eye sight related questions

Are you wearing any eye correction contacts/glasses? 

Yes / No

If ‘Yes’, are you:

Nearsighted / Farsighted

Please state if you have any additional remarks about your eye correction:
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Prior-experience questions

Do you have prior experience with a gaze-based interface or with eye-tracking equipment?

Do you have prior experience with a joystick controller or similar input device e.g. PS2 
controller?

Rank the following input methods in order of preference (appeal, ease of use etc.) for non-
invasive wheelchair control

1 2 3 4

Joystick

Screen-Based Gaze Control

Eye Gaze Control

Head Pose Control
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Task Questonnaire

Workload assessment 

This section evaluates your workload index, please enter a number between 0-20 for the 
following questions

1. How mentally demanding was the task?

2. How physically demanding was the task?

3. How hurried or rushed was the pace of the task?

4. How successful were you in accomplishing what you were asked to do?

5. How hard did you have to work (mentally and physically) to accomplish your level of 
performance?

6. How insecure, discouraged, irritated, stressed, and annoyed were you?

Control Method Usability Questionnaire 

Please rate the usability of this wheelchair control method: (1 for strongly disagree, 7 for 
strongly agree)

1 2 3 4 5 6 7

I felt safe and secure when 
driving the wheelchair

It was simple to use this 
method

I am satisfied with how easy it
was to drive the wheelchair

I felt comfortable using this 
method

It was easy to learn how to use
this method

I could effectively complete 
the navigation task

I liked using this interface for 
wheelchair control

Overall, I am satisfied with 
this method
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Post-Experiment Questionnaire

Workload Weighting Assessment

In each of the following questions, specigy which of the two options you think is more relevant
to increased workload.

1.    Mental demand or Physical demand
2.    Mental demand or Temporal demand
3.    Mental demand or Overall performance
4.    Mental demand or Frustration level
5.    Mental demand or Effort
6.    Physical demand or Temporal demand
7.    Physical demand or Overall performance
8.    Physical demand or Frustration level
9.    Physical demand or Effort
10.  Temporal demand or  Overall performance
11.  Temporal demand or Frustration level
12.  Temporal demand or Effort
13.  Overall performance or Frustration level
14.  Overall performance or Effort
15.  Frustration level or Effort

User Evaluation of Satisfaction

Sort the following criteria in order of importance: (you can only select 1 response per column, 
with 1 being the most important and 4 the least important)

1 2 3 4

Safety

Ease to use

Comfort

Effectiveness

Sort the following methods of controlling a wheelchair in order of preference: (you can only 
select 1 response per column, with 1 being the most preferable and 4 the least preferable)

1 2 3 4

Joystick

Screen-Based Gaze Control

Eye Gaze Control

Head Pose Control
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