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The study of Place Cells, hippocampal neurons tuned to spatial locations in the en-
vironment, is central to elucidate how the brain encodes and retrieves spatial infor-
mation. Advances in genetic and imaging technologies have allowed to keep track of
the dynamics of large ensembles of Place Cells across multiple days in mice. Because
spatial information is processed at the population level, novel recording techniques
such as in-vivo calcium imaging have the potential to unveil the mechanisms under-
lying the dynamics of place coding. However, with new recording paradigms comes
the need to standardize and optimize the processing and first analysis stages of the
data. In this methodological and data analysis project I will present my work on
building a pipeline to process, extract, filter, track and analyze Place Cells from ex-
isting calcium imaging recordings in a linear-track setup. Using the resulting data,
I will take a decoding approach and present some tentative results on task Place
Cell turnover and on the relation between predictive-accuracy and noise correla-
tions, with the aim to provide a transversal view, from the first processing stages to
the neural and behavioral analysis, of the challenges and strengths of using calcium
imaging data of behaving animals.

Keywords: Place Cell, hippocampus, Decoding, CA1, Cognitive Map



Introduction

Of all brain capabilities, the ability to cognitively situate ourselves and our goal
locations in the context of a physical environment is a highly sophisticated one, yet
perhaps one of the many we take largely for granted. It is however difficult to imag-
ine how the brain performs navigation and integrates other spatial functions without
having an internal abstraction of the space [1]. Finding and understanding this rep-
resentation has been an ongoing task in psychology and neurosciences for numerous
decades, and has lead to many surprising discoveries and motivated the invention
and application of novel and interdisciplinary techniques. While the question of how
does the brain encode and process spatial information remains vastly unanswered,
we now have a much higher understanding of the neurological and computational ba-
sis of this phenomena and of its causes and implications. In light of recent findings,
questions surrounding the nature, function and dynamics of the cognitive map are
currently more alive than ever, and pursuing their answer could provide a doorway
into new and exciting insights on how the brain develops its functions.

1.1 The cognitive map

This idea of a mental spatial representation which encodes the knowledge of a certain
environment was already postulated by Edward C. Tolman., one of the fathers of
cognitive psychology, in the midst of the 20th century. Tolman, using experiments
with rat mazes, saw that the animal behavior when going trough a familiar maze
was largely invariant to the starting point of its trajectory [2]. This suggested a
strategy based on a mental map rather than on a simple rule-based approach in
the maze intersections. Furthermore, this cognitive map would not be topological
or egocentric, as is the case for touch and visual cortex maps, but Cartesian and
allocentric in nature [3]. While Tolman’s idea was remarkable and consistent with
behavioral studies, it utterly lacked connection with a neural correlate. It was not
until 30 years later that the cognitive map theory entered from psychology to the
realm of neuroscience, with the discovery of Place Cells.

1.2 Place cells

In 1971 John O’Keefe and John Dostrovsky, working in rat hippocampal recordings,
found certain neurons with the property that their firing rate heavily depended on
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Figure 1: A: Place cells are Pyramidal hippocampal Cells. This type of multipolar cell possesses a
single axon but many dendrites, allowing for integration of a high amount of entering information.
Adapted from [3]. B: The hippocampus in mammal brains is situated in the lateral lobe. It receives
afferent and sends efferent connections from the entorhirnal cortex, conforming the trisynaptic
loop. C: The hippocampus contains the Dentate Gyrus (DG) and several CA regions. Place cells
are largely found in CA1 and CA3. Adapted from [4].

the animal’s position [5], thus conforming a cognitive spatial map of the animal’s
surroundings. While an initially controversial result, more than three decades of
research since then have supported this finding [6], and earned O’Keffe and other
collaborators the 2014 [7] Nobel price in Physiology and Medicine.

These neurons exhibiting a tuning dependency on the subject position are called
Place Cells, and are found in the CA3 and CA1 regions of the hippocampus. Phys-
iologically, all Place Cells are Pyramidal Cells, a type of multipolar cell found in
hippocampus, Amigdala and throughout the cerebral cortex. Multipolar cells are
characterized by having a single axon and many dendrites (figure 1A), and are the
most common type of neuron in the mammalian nervous system [3]. Not only most
Pyramidal Cells are not Place cells, it is believed that only between 30% and 50%
of cells in the CA1 region contain spatial information [8] [9].

Place Cells are tuned at the order of minutes [9] upon entering a new environ-
ment, and are robustly maintained from weeks to months, invariant under nonspa-
tial changes [10]. However, the details of their formation and stabilization, and the
connection to Place Cell function and relevance, are still unclear. To better under-
stand these and other related issues, it will be useful to first take a look at Place
Cells in the context of the hippocampus.
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1.3 Hippocampus and Entorhinal Cortex

The hippocampus is a seahorse-shaped (together with the Entorhinal cortex), deep-
lying structure present in each temporal lobe, constituted by several laminar cell
layers (figure 1B). This fact has made the hippocampus extremely appealing for
neurophysiology studies and central to multiple brain-wide discoveries, the most
remarkable of which is perhaps long-term potentiation (LTP), a form of mental
plasticity that reinforces certain synapses [11].

Following its popularity, the structure and circuity of the hippocampus have been
studied in great detail. In broad terms, the hippocampus receives input from another
closely related structure, the Entorhinal Cortex, whose cell axons project to the
Gyrus Dentate, and in a lesser extent to CA1 and CA3 (figure 1C). CA3 information
flows linearly into CA1, which has efferent connections to the Enthorinal Cortex,
completing a circuit [4].

Functionally, the hippocampus is involved in two main tasks, memory consolidation
and spatial cognition. The first was discovered from clinical examination of patients
with hippocampal lesions. These individuals become unable to create new memories,
but remain capable to remember things prior to the lesion. In the hippocampus,
this process begins with the granular cells in the Dentate Gyrus, which are able
to classify entering information into new or repeated through a mechanism known
as pattern separation/completion [12], and involves further areas like CA3 and the
Entorhinal Cortex. The second function, which relates hippocampus and space,
comes from the function and properties of Place Cells.

1.4 Formation and Stability of Place Cells

Since the Medial Entorhinal Cortex has the most afferent connections to the hip-
pocampus, seeing how this region deals with spatial information may help elucidate
how cognitive spatial maps are formed. Indeed, in 2005 Edvard and MayBritt Moser
discovered a counterpart to Place Cells in the Medial Entorhinal Cortex, known as
Grid Cells [13]. Instead of firing when the animal enters a certain location in the
environment, Grid Cells fire at regular spatial intervals in grid-like fashion. This
gridded spatial information would then be transformed to unique Cartesian-like co-
ordinates, the Place Cell map [3].

Another important question deals with the stability of the Place Fields, the spatial
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regions to which each Place Cell is tuned and fires for. As we have seen, hippocam-
pal cells are known for going through LTP processes, and in experiments disrupting
these, it has been reported a decrease in Place Field stability and acuteness [14].
Perhaps more interestingly, stability also depends on the degree of cognitive involve-
ment in the environment, as experiments with mice suggest that stable Place Fields
are formed exclusively when the animal is forced to attend to the space [3].

Related to Place Field stability is the notion of whole-map stability, or how the
spatial representation evolves at the ensemble level. While it is argued that a stable
place-coding is necessary for long-term retention of known environments [5], a more
dynamic representation would allow for episodic memory storage [15], which has
been long related to hippocampus [16].

1.5 Place Cells, revised

All the previously described findings and theories together conform what has come
to be the notably popular traditional view on Place Cells, units which passively carry
spatial, goal-agnostic information about the individual position in an environment.
While this dogma has been strongly argued for [17], recent and striking findings are
re-shaping the way we understand Place Cells and their function. This change in
paradigm is coming from multiple fronts;

Aronov and colleagues recently found evidence of non-spatial information coding in
Place Cells, which could indicate that the spatial cognitive map is not a fundamental
module of the brain, but an instance of a more general mechanism for encoding
continuous variables of interest [18].

Evidence for goal-tuned CA1 hippocampal cells has been recently found in bats,
hinting at a novel neural mechanism for goal navigation in the hippocampus, which
has traditionally been associated with other brain modules [19].

The idea of a long-term stability of the ensemble Place Cell representation has been
put in question with the discovery that place coding is indeed highly dynamic. Pop-
ulation level studies have shown that the ensemble representation of an environment
involves a different subset of Place Cells each day, with a ∼ 15 − 25% overlap be-
tween days. Notably, the overlapped cells retain the same place fields, which suffices
to accurately represent the environment [20].

It is certainly too soon to tell whether the classical view on the Place Cells is fun-
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damentally mistaken, and this will ultimately come down to more conclusive results
and extensive research in upcoming years. In this work, I will take a step in this
direction by looking into an alternative, non-spatial and goal-related representation
in the Place Cells in mice. Then, I will assess Place Fields stability across days, in
an attempt to assess whether the dynamics of the encoding depend on the frequency
of visiting a task environment. Finally, I will investigate the global information in
the neural population by taking a decoding approach, and look at how noise correla-
tions may affect an optimal encoding of the animal position. All these analyses will
be performed utilizing experimental data of CA1 recordings from my tutor, Pablo
Jercog, using a novel and exciting method of recording Place Cells; calcium imag-
ing. To process and analyze this data I will dive into a handful of techniques from
machine learning, information theory, image analysis and statistics, in an attempt
to link the behavioral mouse information to its underlying mental representation
and dynamics.

However, before that, we should first explore in more detail what some of these
terms mean.

1.6 Recording Place Cells

Recording neuronal signals is a common procedure in all of neuroscience, tradi-
tionally achieved with electrophysiological techniques [3]. For Place Cells, where
single-cell resolution is needed, electrophysiological probes such tetrodes, a quadru-
ple electrode capable of obtaining neurological signals from multiple cells [21], are of
widespread use. In this technique, one finds the recorded spike trains associated to
each single neuron by a procedure known as spike sorting, achieving great temporal
resolution and high signal to noise ratio (SNR) [22].

However, tetrode recording, as with most electrophysiological techniques, is limited
in the number of simultaneous neurons that can be recorded at single-cell resolution.
Overcoming this limitation has motivated the invention of novel techniques allowing
population-wide recordings in in-vivo animals. Underlying the aim for population
wide analysis is the idea that information processing in the brain is carried out at the
ensemble level. Single cell recordings, while invaluable from a physiological stand-
point, provide but a limited picture of the mechanisms and computations involved
in the different brain tasks [23]. Furthermore, shifting the framework to single-trial,
multiple neurons opens analysis to the fields of Information Theory and Machine
Learning, tools from which I will be using in this work.
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One of the methods that have emerged in recent years consists on imaging the
transient calcium signals in neurons, which are indicative of electrical activity [24].
This technique allows recording neuron populations of >100 cells, albeit sacrificing
some temporal resolution and SNR, and suffering from a lowpassed view of the
spike train, as well as imaging artifacts. While imaging calcium in cells has opened
new possibilities in studying neuronal circuit dynamics at ensemble level, changing
the recording paradigm has also radically altered the data processing methods and
conventions. There is now an urgent need for standardizing and optimizing the
processing and first analysis stages of calcium imaging data. A large part of this
work is dedicated to streamline, complete and automate the processing pipeline, in
order to transform the raw calcium images into usable neurological data. To this
end, we should first take a look into the biological basis of calcium in neurons and
the technology behind its imaging.

Figure 2: A: To record the fluorescence traces, a microendoscope fixed to the animal’s skull was
used in conjunction with a miniscope (inscopix.com/products/nVista). Mice were able to move
freely, with minimal constrains from the imaging setup. The miniscope shoots at 20 Hz images
of 1000pixels2 of a 560 ∗ 560µm CA1 patch. Image adapted from [20]. B: raw calcium imaging
using GCaMP6, which has a decay time of <1 second and a rise time of ∼0.2 seconds, effectively
capturing single-spike activity. C: Mice were trained to run back and forth in a linear track about
1 meter in width. Water ports were placed at the extremes, which the mouse had to lick in an
alternating manner.

1.7 Calcium Imaging

Physiologically, Calcium mediates or is otherwise involved in multiple processes in
different cell types, from regulation of the cell cycle to muscle contraction [25]. In
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neurons, calcium signals mediate neurotransmitter release in presynaptic terminals
and synaptic plasticity processes (such as LTP) [3]. Cytosolic calcium, which in-
creases 10 to 100fold during electric activity elicited by an action potential, enters
and exits the neuron using several different channels, the most important of which
are Voltage-Gated Calcium Channels (VGCC) and Ionotropic Glutamate Recep-
tors (such as NMDA and AMPA). In addition, calcium is also stored into cellular
compartments (endoplasmic reticulum and mitochondria), which act as buffers and
maintain calcium homeostasis [24].

In hippocampal pyramidal neurons, while NMDA receptors mediate a major part of
the postsynaptic calcium entrance, the main determinants of the somatic calcium
signals that will be useful for our purposes are VGCCs [24]. As these channels are
activated by the change in membrane potential due to the backpropagation of action
potentials, a transient increase of calcium will effectively indicate the event of a
neuronal spike. However, due to the inherent cell stochasticity, baseline fluorescence
and noise, extracting the complete spike train from this calcium signal is not a
straightforward task, as we shall explore in a latter part of this report.

Because of the wide functions of calcium signaling across cells, recording calcium
signals has been a topic of great interest in cellular biology for more than 50 years.
The first calcium sensors were developed in the sixties, and consisted on calcium-
activated photoproteins such as Aequorin, extracted from bioluminescent jellyfish.
Calcium sensors quickly gained sophistication with the introduction of synthetic
compounds, chemically based calcium chelators and, finally, protein-based genet-
ically encoded calcium indicators (GECIs), which revolutionized in-vivo calcium
imaging with the possibility of selectively targeting brain areas and cell types. The
GCaMP family of sensors, which bind the calcium affine protein calmodulin with
the M13 peptide, are the most popular single-fluorophore GECIs for in-vivo imaging
[24]. They can be introduced into the target animals using viral vectors or transgenic
lines, and the new generations have the capability to faithfully show single action
potentials [26]. Upon calcium binding, these sensors produce fluorescence traces,
which can be captured by an array of several techniques, including CCD cameras,
confocal microscopy, two photon microscopy (for ex-vivo, high SNR recordings), and
endoscopy or more traditional microscopy (which can be used for in-vivo recordings).
In figure 2, I outline the setup that was used to generate the data I am analyzing.
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1.8 The behavioral setup

To end this section, I will describe the behavioral setup behind the data. As I directly
received this data, I had no involvement neither in the task design, execution, or
in the associated calcium imaging recordings. The setup consists in the task of
alternating between two water ports on the extremes of a linear platform (see figure
2C). The ports were triggered by the animal licking in an alternate manner, which
meant that no water was awarded for sticking to one end of the track. Mice suffered
no other punishment from performing badly, and were trained in advance, as well
as water deprived. The animal behavior was recorded with a camera, and the time-
stamps of the licks were saved. In general, mice learned the task remarkably well,
and roaming, freezing or foraging behavior inside a given session was only observed
occasionally.

Two mouse populations were used in the experiment, one performing the task every
2 days, and the other every 5 days. Thus, in addition of exploring general place cell
dynamics and evolution, the setup allows looking at whether an increased testing
frequency affects these factors. Part of the report will explore how to use the data
to test this working hypothesis, and I will provide some preliminary results on the
subject.

Methods

From acquisition to analysis, calcium imaging data needs to undergo extensive pro-
cessing stages aimed at extracting the animal Place Cells and their spike trains, and
to track these cells across different days. Here, I will be describing the different
processing stages I applied to the data, highlighting my own contributions and the
different problems and tentative solutions I have encountered along the way. Then,
I will dive into the analysis part of the project, focusing on the different working
hypothesis and the different tools I have applied to target them.

Practically all work here was carried out using MATLAB, sometimes with custom
code, other with external code, and usually with a combination of both. When
due, I will credit the external code and provide a rundown of its functioning. Aside
from MATLAB, some of the external code and myself also use ImageJ (US National
Institutes of Health), an open source image processing program designed for scientific
multidimensional images. Because ImageJ is used basically as a ”black box”, I will
not delve in its inner workings.
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2.1 Processing

Figure 3: Overall processing pipeline, from the raw camera footage to the extracted cells, traces
and spike trains. To build the pipeline, code from multiple sources (Batch processing [20] for
A,B,C,F, CELLMAX [27] and ICA [28] for D,G, OASIS [29] for H and custom code for E,G)
was integrated. A: The miniscope outputs 20 Hz movies of 560 ∗ 560 µm of tissue patch. To
efficiently work with the large file sizes, movies were spatially downsampled (not shown) to 250∗250
pixels. B The movies were registered with the Turboreg algorithm [30] to minimize motion jitter
between the frames. C: In order to highlight the fluorecence transients the ∆F/F0 transformation,
which removes the baseline level of each pixel, was applied to the data. Afterwards the movie
was downsampled in time to improve extraction reliability. D: Potential cells were extracted from
the movie using automatic algorithms. E: The extracted potential cells were filtered to remove
extraction artifacts such as noise, fragmented and duplicate cells. F: The different recordings days
were aligned at the extracted cell level, in order to track the filtered cells across time. G: The one-
dimensional fluorescence traces from the filtered cells were extracted. These fluorescence traces are
a surrogate of the electrical dynamics of the cell membrane. H: The spike trains can be inferred
from the fluorescence traces, using a deconvolution approach.

The data I am working with consists of multiple raw files from the miniscope, for
multiple sessions, for multiple days and for multiple animals. For the purposes of this
report, I consider a session to be a single continuous recording unit. I consider a day
to be a collection of sessions in which the miniscope remained fixed to the animal’s
head, and thus was aligned to the same tissue patch (within some movement jitter).

Calcium data processing can be divided in a series of steps, at different levels of
depth. For each day, pre-processing (figure 3A-C), concerns applying several trans-
formations to the data, in order to make it suitable for cell extraction algorithms, in
the extraction stage (figure 3D). After cells are extracted, they must then be filtered
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to remove false positives, a non-trivial task which is the focus of a large part of this
project (figure 3E). Afterwards, the resulting neurons can be put in correspondence
with the recordings of other days in the aligning stage, at animal level (figure 3F).
Besides, the fluorescence traces of the extracted cells (figure 3G) may be processed to
extract the underlying spike train (figure 3H), which I explore in the de-convolution
phase.

2.1.1 Pre-processing

The output of a recording session are multiple compressed .raw files, which are mean-
ingless to MATLAB and must be converted into a readable 3d stack of images. This
was achieved using the miniscope software (Inscopix decompressor from Inscopix,
inc.), to generate a single session .hdf5 file. The HDF5 format (.h5,.hdf5), holds a
3d matrix of 1000 ∗ 1000 ∗ nframes pixels, along with some other metadata.

The resulting dataset (see figure 3A, for a snapshot), is however not suitable for cell
extraction, due to large file size (>10gb for ∼20min recordings), external interfer-
ence, motion jitter and lens artifacts. To target those issues I used an extensive set
of MATLAB functions from a toolbox called miniscope analysis, written by Biafra
Ahanonu from Mark Schnitzer lab at Stanford University [20].

First, if the day contained more than one recording session, I concatenated them into
a single file, to be processed together. This avoids having to extract the neurons for
each single session and because the miniscope remains fixed within the day, does not
introduce significant alignment errors. As in the linear-track data I focused on for
the purposes of this work most days are single-session, I will not further differentiate
between sessions in a day, effectively treating them as a continuous recording unit.

The next step was to spatially downsampling the files by a factor of 4, yielding
250 ∗ 250 ∗ nframes matrices and effectively reducing the file size by a factor of
16. This allows holding the data in RAM memory for the most memory-demanding
operations, like filtering. The downsampling was performed by resizing each image
using bi-linear interpolation. This method works by creating a grid with the new,
smaller dimensions. Then, for each pixel px, py in this grid, the corresponding coor-
dinates in the original image px∗, py∗ are interpolated, and the 4 closest neighbors,
appropriately weighted by the respective distances to px∗, py∗, are averaged.

Next, motion jitter, which comes from the relative motion between the miniscope
and the tissue, had to be removed. This problem, present in multiple fields dealing
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with the comparison of a stack of images, can be confronted by using registration
methods, which align the different frames of the stack to a reference image by using
landmarks known to be spatially fixed. In most movies, though calcium signals
flash in and out following spike dynamics, there are small veins that act as the
fixed landmarks. Nevertheless, robust registration turns out to be a highly difficult
problem, with wide research and many proposed solutions [31]. Here, I applied the
Turboreg algorithm [30], which uses a pyramid approach based on image intensity
to align the different frames to the reference. The pyramid approach consists in
starting the registration with a low-resolution image, progressively increasing the
resolution to avoid getting stuck in a local minima. By blurring the images at the
start, fine details are not taken into account until the broad features have been
aligned. ImageJ has a implementation of Turboreg, used in the miniscope analysis
registration function. Before the registration, the image was lowpassed to reduce
high frequency noise, which further reduces local minima impact. To lowpass the
movie, each frame was convoluted with a Gaussian filter (σ = 3, 80 pixels2) in the
spatial domain.

Right afterwards Turboreg the movie was cropped, a technicality to avoid having
variable borders in each frame due the effect of shifting the frames during registra-
tion. Each side was cropped to the maximum frame offset across the movie, thus
avoiding artifacts in the form of changes in intensity that could be interpreted as
neuron signals.

Besides motion, raw calcium imaging may also suffer from photo-bleaching (lost of
fluorophore effectivity), external light fluctuations, tissue pulsation and other un-
wanted external effects. These issues can be minimized by using a transformation
on the data which removes the baseline of the movie across frames. This transfor-
mation is called ∆F/F0, and its use is ubiquitous in the calcium imaging literature.
While there are various definitions of ∆F/F0, I used the following formula, which
subtracts and normalizes each pixel by its temporal average:

F ′(t)ij = F (t)ij
1
N

∑N
t=1 F (t)ij

− 1 ∀i, j, t

Where F (t)ij is the fluorescence at frame t and pixels i, j, and N is the number of
frames in the movie. Then, if F (t)ij has the same value as its time average, its new
value F ′(t)ij maps to 0. As Place Cell firing is sparse [9], removing the baseline
will highlight the temporal calcium differences. As such, ∆F/F0 is a measure of the
activity of the neurons.
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The next step consists on downsampling the data once again, but this time in time
instead of space. While the original data was at 20Hz, I downsampled to 5Hz in
order to reduce noise between frames and make cell detection more robust. This
is only for extraction purposes, the analysis were performed back at the original
temporal resolution. Because in the extraction having an accurate depiction of the
temporal dynamics of the fluorescence traces is not a priority, the downsampling can
be done without worrying about aliasing artifacts. The implementation is similar as
the spatial downsampling, but now with linear interpolation between the neighboring
frames in time.

Finally, in some movies there is visible flickering on the sides due the miniscope lens
outline, which had to be removed before extraction. ImageJ has an handy utility to
apply a mask to the video, removing the flickering zones.

This concludes the pre-processing stage. For an before-after example frame of the
output of these transformations, see figures 3A, and 3C.

2.1.2 Cell extraction

Cell extraction is the process in which neurons, the sources of the fluorescence traces
are inferred from the pre-processed movie. While it is technically possible to manu-
ally assign a ROI (region of interest) to the perceived fluorescence spikes, the length
of the movies and multiple recording days, together with the variability of intensi-
ties and shapes of the fluorescence flashes, make an automated, systematic method
necessary in practice. Here, I explored two approaches to cell extraction, Inde-
pendent Components Analysis (ICA) and Expectation Maximization (EM). Both
are probabilistic methods rooted in statistical analysis, and generate a set of filters
describing the most likely locations and shapes of the different cells, but they use
distinct strategies to achieve this. While a full description of the algorithms is out
of the scope of this work, I will provide a general rundown on the ideas behind both
ICA and EM, and give qualitative and quantitative arguments to prefer one of the
two, taking into account the characteristics of my data.

PCA

Before diving into ICA, I will briefly describe a related method, Principal Component
Analysis (PCA), which is used in ICA, and latter in this report. For PCA, first
imagine, without loss of generality, appending each column of a frame t to yield
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a xtxtxt ∈ RL vector, where L = 250 × 250. Then, a recording of N frames can be
expressed as a N × L matrix

XXX = [x1, x2, x2x1, x2, x2x1, x2, x2, . . . ,xNxNxN ]T

Now, say we want to reduce the dimensionality ofXXX, i.e. instead of needing L pixels
to explain our data, using only K linear combinations of them. We can achieve this
by projecting the data onto matrix VVV , with dimensions L × K to yield a reduced
space N ×K matrix ZZZ:

ZZZ = XVXVXV

The K vectors in ZZZ span a new basis of our data, and we can indeed reconstruct an
approximation of the original matrix X ′X ′X ′ with:

X ′X ′X ′ = ZV TZV TZV T

Because whenever K < L we are reconstructing the data form a lower dimensional
space,X ′X ′X ′ will be different fromXXX. Indeed, the difference between these two matrices
is the reconstruction error we pay for dimensionality reduction. PCA is a method
to find an orthogonal basis ZZZ that provides the optimal reconstruction X ′X ′X ′, in the
sense of minimizing the reconstruction error for any K < L. It can be shown [32]
that this entails finding the principal components, directions of maximum variance
(spread) of XXX, which are the eigenvectors of XXX, ordered by their eigenvalues.

In calcium imaging data, low variance dimensions usually encode background noise
and other non-desired artifacts which have low variance across frames, and which
will be removed when reconstructing the data truncating the eigenvectors.

However, PCA in itself is not appropriate to single out the different neurons out
of the fluorescence images, as variations in the fluorescence traces are of similar
amplitude, and thus will be contained in the same principal components [33]. To
this end, ICA is a better candidate.

ICA

Independent component analysis is a method to find an underlying set of indepen-
dent basis generating the data [34]. It has seen wide use in electrophysiology for
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spike sorting, where it is used to decompose the mixed signals recorded by the elec-
trodes into the original signals emitted by the neurons, using the intrinsic differences
in the original signals. Similarly, ICA in calcium imaging tries to find the neurons
that generated each frame by searching independent basis that maximize spatial and
temporal sparseness of the resulting cells and traces [33].

In general, given ststst ∈ RD independent signal sources, their interactions can be
abstracted as a D×L linear transformation WWW which mixes ststst to yield the recorded
signals xtxtxt ∈ RL, xtxtxt = WstWstWst. Under some technical constraints (e.g., the signals sit
must be independent and not Gaussian), it is possible to inferWWW and recover ststst from
xtxtxt. Because in calcium imaging xtxtxt is a frame for every t, which are highly noisy and
large (250 pixels2), the k principal components ztztzt ∈ ZZZ are used instead.

The algorithm used to find the independent components is FastICA [28], which
maximizes spatial and temporal sparseness of the signals. To this end, the principal
components ZZZ are concatenated with YYY = XXXTZVZVZV −T , where VVV is a diagonal square
matrix with the k selected eigenvalues (as with PCA). Weighting ZZZ and YYY by a
parameter µ yields the spatiotemporal components UUU :

UUU = [(1− µ)ZZZ, µYYY ]

In here, YYY includes the spatial sparseness factor in the independent components,
and µ, which is in practice set at µ = 0.1, controls the effect of the spatial and
temporal components in the input UUU to the ICA algorithm. Once UUU is feed into Fas-
tICA, the algorithm finds the independent components generating UUU , by maximizing
the non-Gaussianity of the components. As a metric of non-Gaussianity, FastICA
uses kurtosis, the scaled fourth moment of the independent component distribution,
which is maximized iteratively until convergence. This yields our spatiotemporal in-
dependent components, which should represent single cells. The result of extracting
cells on the movie of figure 3C can be seen on figure 4B-C right.

EM

Expectation minimization is a general iterative technique to solve maximum log-
likelihood estimate problems in the presence of unknown latent variables [34]. Under
a parametric model that generates the set of frames xtxtxt ∈ RL (concatenating each
frame columns, as before), the likelihood is the probability of obtaining data xtxtxt given
the parameters θθθ. Assuming the data is iid (independent and identically distributed)
the likelihood can be written as:
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Figure 4: A: Number of extracted cells per day (left), and average of days (right), for EM with
different minimal iteration number (EM 50it, EM 125it, EM 200it, EM 500it) and ICA. EM
with 50 iterations has the most extracted cells, but has more across days variance. Increasing the
minimal iterations seems to reduce and stabilize the number of cells extracted. In ICA, the number
of cells to extract was set beforehand. B: Two cell maps (the union of all extracted cells) for EM
(left) and ICA (right) after extraction, showing that the algorithms do not converge to the same
solutions. C: 3D views of the cell maps, showing that in EM each cell is isolated spatially and
the mask never takes negative values while ICA cells are noisy outside the main bump, and have
negative values. These issues can be fixed by tresholding afterwards.

L(θθθ) = p(xtxtxt | θθθ) = ∏L
i=1 p(xit | θθθ)

The most likely set of parameters generating the data is given by the maximum
likelihood, which can be analytically found by setting dL

dθθθ
= 0 and solving for θθθ.

Because differentiating the product is hard, it is common to maximize the log like-
lihood instead, which is guaranteed to converge to the same parameter estimate,
because log is monotone increasing.

l(θθθ) = ∑L
i=1 log p(xit | θθθ)

If the model has hidden variables (the underlying neurons ststst in this case) then the
log-likelihood of the observed data changes to [34]:

l(θθθ) = ∑L
i=1 log [∑K

j=1 p(xit, s
j
t | θθθ)]

Unfortunately, this makes maximizing the log-likehood analytically intractable in
general. Expectation maximization provides a workaround by iteratively approxi-
mating the model parameters and the underlying sources ststst.
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The algorithm used for the extraction is CELLMax [27], and works in the following
manner: First, the underlying neurons ststst are initialized with an uniform grid of 2D
Gaussians. These sources generate the observed frames xtxtxt via a quantum physical
Bose-Einstein model that predicts the fluorescence photon counts. Comparing with
the actual movie, the source image is modified to maximize the expected likelihood
of the observed data. This continues iteratively until convergence. The result of
extracting cells on the movie of figure 3C can be seen on figure 4B-C left.

Algorithm comparison

Here, I will provide theoretical and practical arguments to choose one approach
over the other, for use in the rest of the report. The main difference between the
two extraction methods is that EM builds a generative model of the movie, while
ICA ”works backwards”, by assuming temporal and spatial sparseness of the factors
generating the recording. As most datasets do not completely fulfill the sparseness
assumptions, EM has an theoretical edge in versatility and extraction accuracy.
Furthermore, ICA builds the independent components as a linear combination of
pixel values, which limits the fidelity of the retrieved calcium signals in partially
overlapping cells [35].

On practical grounds, ICA has the disadvantage that the number of components (i.e.
potential neurons) has to be set in advance, and while usually taking 50% principal
components (PC) more than independent components (IC) works well, estimating
IC number in itself is not straightforward. The best way I found is to overestimate
them in one first extraction, whereupon factors related to each IC, such as size or
regularity, can be used to limit the IC number, seeing at which point the features
start degenerating (e.g. the area of the extracted cells may suddenly drop after the
500th IC, so I would use only 500 IC). Another downside of ICA is that the output
filters specifying the cell positions (see figure 4C, right) are noisy (and take negative
values) outside the peak, though this can be fixed by tresholding the shape. To
extract the traces for each cell in ICA one must multiply the movie by the shapes
and sum the result, which in MATLAB can be optimized by writing it as the matrix
multiplication:

TTT
M×N

= CCC
N×L

XXXT

L×N

Where M stands for number of cells, N for number of frames in the recording,
L = 250 × 250 is the pixel count, TTT are the traces for each cell and frame, CCC
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is a matrix containing the cells and XXX is the recording, treating each frame as a
column vector of concatenated pixels. As the traces come directly from the movie,
they will be highly noisy, specially if the ICA filters are not threshold. EM has
the benefit of providing a denoised trace used in the algorithm constructed from
the underlying sources to compare with the movie, which should better represent
the underlying calcium dynamics. On the downside, the EM algorithm depends on
the initialization, which could affect the number of iterations before convergence, or
even change the solution, since there is no theoretical guarantee that EM reaches
the global maximum.

To investigate this aspect and further compare the two methods, I wrote a set of
functions extracting several cell features for 19 recording days of one mouse. The
extractions were performed with ICA and EM at different initial conditions and
minimal iteration criteria (50,125,200 and 500). I compared 7 features, relating the
extracted cell shapes with the actual movie event transients at spike times (which
are threshold from the movie, looking at the extracted cell location), comparing the
different traces around the events and computing properties of the extracted cells
shape.

Although I will later show a more sophisticated method to find the spike trains
for the different cells, here they were approximated as frames with high temporal
variation in the fluorescence trace, and required to be several frames apart and
higher than 2 standard deviations from the mean.

Next, I will briefly describe the 7 features. Overlap (1) measures how the cell shape
intersects with the actual spatial movie events (figure 5B), discounting points for
the areas of the events that overflow or miss the cell surface. ImMovCorr (2), is
the correlation between the shape and the events (which gives similar information
as Overlap, as can be seen in figure 5A.) In these features, the event images are
threshold using 2 standard deviations from the man criteria.

Next, PeakSNR (3), is a signal to noise ratio computed as the average change in
intensity of the traces around the different events (signal) divided by the variance
between these traces (noise). expRatio (4) is the ratio τ = τdecay/τrise of the expo-
nential fits:

frise(t) = aet/τrise

fdecay(t) = be−t/τdecay

to the curves before (rise) and after (decay) the events in a window of 20 frames
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Figure 5: A: Pairwise comparisons for the Gaussian fitted distributions of 7 different features,
for ICA and EM extractions (for 50,125,200 and 500 minimum iterations). The EM extractions
125 minimum iterations onward converge to similar clouds, while ICA shows more homogeneity
in areas (CellArea) and SNR (peakSRN). Other features like the relation between the cell and the
movie transients (Overlap, ImMovCorr), cell shape (cellSolidity, cellExcentricity), and shape of
the transients (expRatio) are similarly distributed. B: Overlap is a measure of how the cell shape,
shown in the first subplot, and the movie transients at spike times, shown in the other, intersect.
The images show the extracted cell and a threshold transients shapes, zooming in a 20 ∗ 20 pixels
window. For each of these, the bright pixels correspond the area of intersection, while dark pixels
correspond to the area present in the movie transients but not in the extracted shape. For the
Overlap calculation, the missed surface (area present in the movie shape but not in the transients)
was also taken into account.

(10 for each curve). In calcium traces that reflect the firing of actual neurons the
uprising should be faster than the downrising, which translates in higher expRatio
values.

Finally, Cell Solidity (5), is a measure of how fragmented is the shape, Cell Eccen-
tricity (6) a measure of how squeezed and Cell Area (7) its area in pixels.

The number of extracted cells for each session (figure 4A), settled around 650 for
the EM extractions greater than 50 minimal iterations, with a inter-day variation
of <100 cells, and was manually set to 500 in the ICA case (minus the cells which
had no detected spikes).
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To make the interpretation of the feature distributions more intuitive, I used PCA
to fit an ellipse to the data of the different extractions for all (non-redundant)
pairs of features (figure 5A). The ellipse shows the points that lie inside the 70%
confidence interval if the points were drawn from a multivariate independent (Chi-
square) distribution. To get rid of extracting errors I manually filtered the cells
beforehand, which leveled out the number of cells for each extraction (figure 7B).

Looking at figure 5A we can notice a few indicative aspects. First, EM seems to
converge into similar distributions at some point between 50 and 125 minimum
iterations. This is in accordance to figure 4A, though the number of extracted
cells slightly decreases when increasing iterations. Settling for a definitive iteration
range in the 125 vicinity should therefore avoid convergence and dependence of
initialization issues. Second, ICA seems to yield more homogeneous cells, as it has
more constrained area distributions. This is also true for SNR distributions. Third,
EM and ICA are very similar in overlap, solidity, eccentricity and expRatio features.

Taking into account that Overlap and ImMovCorr do not show big differences for the
different groups, having a wide range of areas for EM (vs ICA) may seem puzzling. I
can think of two possible explanations for this, either these measures are not sensitive
enough to cell area or, given that the number of cells shown is similar for ICA and
EM, these two algorithms find different subsets of all the valid cells. Although this
last hypothesis certainly deserves more study, it hints at the possibility of using a
combination of both methods to improve the extraction.

Putting all the information together, I chose to use EM for the rest of the project,
mainly due to having a more accurate trace measurement that should be more
representative of the calcium dynamics. I will expand on this a little bit more when
discussing the decoding approaches.

2.1.3 Filtering

Despite the sophistication of the extraction algorithms, manual inspection of the
resulting potential cells revealed a significant portion of them capturing noise, frag-
ments of other cells, comprising multiple sources or being otherwise unconvincing
as proper neurons. Filtering has the goal of getting rid of these false cells while
conserving the good ones, in a consistent and objective manner.

A first approach to achieve this was to manually discard cells based on their shapes,
traces and events, setting a basic criteria beforehand (e.g. round cells, correlated
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Figure 6: A: Histograms for manually sorted valid (green) and non valid (red) cells for several
extracted features. expRatio; τ ratio of fitted exponentials to fluorescence spike transients, expPeak;
peak height of the fluorescence spike transients, globalSNR; ratio between signal noise (removing
the spike transients) and the transient peak height, peakSNR; ratio of the temporal variance of the
peaks and the variance between the peaks, cellECC; how much the cell shape is squeezed, cellSol;
how little the cell shape is fragmented, pScore; how regular is the cell outline, cScore; how circular
is the cell, sScore; how smooth is the cell mask, cellPer; the cell perimeter, RMS; power of the
trace, imMovCorr; correlation between cell and movie transients, interSNR; same as interCorr, but
applying the 1/(1/x − 1) transformation, interCorr; correlation between the events; centroidDist;
distance of cell from the center of cellmap, eventEcc, eventSol, eventC, eventS, eventPer, eventDist;
same as cellEcc, cellSol, cellC, cellS, cellPer and centroidDist, but using the mean transient shape
from the movie at spike times instead of the extracted cell. The blue and red lines are the lower and
upper bounds found by a genetic algorithm maximizing the number of cells to safely discard while
preventing removing too many valid neurons. While the genetic algorithm removes around 60% of
cells, it incurs in a higher error than a more conservative manual-set bounds. B: Finding a plane
separating the valid and non valid cells using a logistic regressor for the three features with lowest
p-value. C: Same for regressor coefficients. Because in neither case the data is linearly separable
there are false positives (red points in the green cloud side) and false negatives (green points in the
red cloud side).

events and traces with evident spikes). This was however hampered by the large
amounts of data and false cells. Furthermore, a large number of neurons fall in
a ’gray area’, with weak peaks and spatially diffused events, which reduced the
reliability of the selection.

A second approach was to apply machine learning methods to the filtering process
in order to completely or partially automate it. The idea was to train classifiers
with a set of extracted features, avoiding the need to explicitly impose bounds on
these features, and hopefully achieving a model that abstracts the selection criteria
without the unreliability or shifting bias of manual filtering. There are however
clear issues with this approach; the training data precisely consists on the manual
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filtering, and is thus subject to human errors and inconsistent criteria. There is
also some degree of variability between the different recording days and between
the different animals, which suggests either training a model for each animal/day or
using data from multiple animal/days and hope for generalization.

Figure 7: A: error predictions for training different models with 5273 examples (30%) and testing
with 12305 unseen cells (70%), averaged over 100 random partitions of the data. Each bar height
corresponds to the ratio of samples missclassified, and is divided into false positives (first half
of the bar) and false negatives (second half). When using all the features the best algorithms
incorrectly classify 1 of every 10 cells, where approximately 1/2 are false positives. The error does
not substantially increase using less features, which links to the results in figure 6B,C. B: Manual
filtering for different extraction methods (ICA and EM with different iteration number), shows a
variability of less than 40 cells.

To test the viability of automating filtering, I extracted 22 features, including the
previous ratio of exponentials (expRatio), SNR of the peaks (peakSNR), correlation
with the events (imMovCorr), cell eccentricity (cellEcc), and cell solidity (cellSol)
and other related features such as the value of the peak of the traces (expPeak),
the power of the trace (root mean square), how circular was a given cell (cScore),
the length of its perimeter (cellPer) and other related measures for the mean of the
events (for a brief description of the extracted features see figure 6A). Manually, I
filtered several recording days from 2 different mice, yielding 17578 cells. I trained
several models (A random forest (60 trees), a support vector machine, a Naive
Bayes model, a Discriminant Analysis and a simple Nearest Neighbors, with 30%
of the data, and tested the model prediction with the remaining 70%. This was
done 100 times with random test-train partitions. Briefly [32], a random forest
is an ensemble of decision trees, which partition the data at each node by setting
conditions on the features maximizing the entropy of the resulting two data groups.
Each tree is trained with some of the features, and together decide the validity
of a newly given cell. Support vector machines (SVM) find the optimal boundary
(meaning with maximum separation) that separates the cells and non cells, and can
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map the data to different spaces in order to do so (though I used a linear kernel
function). Naive Bayes just infers the likelihood of the data given that a cell was or
was not a valid one, taking into account the prior distribution of the features and
building frequency tables relating features with cell outcomes by considering the
features independent from one another. Discriminant analysis also finds a boundary
separating valid a non-valid cases by maximizing the Fisher distance between the
distributions. Finally, nearest neighbors predicts a new cell as valid if it lies close
to a known valid cell in the 22 dimensional space, and vice versa. I measured two
variables, the ratio of miss-classified cells, and the false positive ratio (number of
cells that were manually processed as non-valid but were predicted valid divided by
total number of cells). This can be seen in figure 7A, as the bar height and the
horizontal line inside a bar, respectively.

Though the results (figure 7A) seem promising, because about 1/3 of the training
data were positive cells, versus the 2/3 of negative cells, a naive filtering algorithm
rejecting all cells would in fact obtain a 33% error ratio. Using a limited subset of
the features also yielded errors below 20%, showing some degree of independence
to the features chosen for the classification. Related to this, figure 6, shows feature
distributions and separability taking the features with lower p-value (figure 6B) and
higher logistic regressor coefficients (figure 6C).

I ultimately abandoned this approach because many of the rejected cells were strongly
convincing as proper cells when sorting manually, instead of the ”gray area cells”
that I would be expecting. In other words, while many of the models were successful
in abstracting a criteria to filter the cells, this criteria did not seem to be similar to
the one I was employing when sorting manually. Using a non-automated filtering
would avoid the danger of post-selecting for specific unknown characteristics picked
up by the models that could infer with the analysis results.

A third approach to the filtering issue was to apply some conservative rule based
filtering to the data, which would eliminate the obvious bad cells and make manually
filtering the rest shorter. Thus, we are looking to discard cells while minimizing the
false negative ratio (outside the bounds, but valid cells, divided by total cells), as
false positives would be removed manually afterwards. Inspecting the distributions
of the features (figure 6A) I manually set limits which would allow removing some
negative cells without much positive cell loss. The results of applying the bounds, as
a function of the correlation between the cell shape and the events (the imMovCorr
feature) can be seen in figure 8B. Just applying these bounds the false negative
ratio lies at 1.4%, removing 41% of true negative cells. In an attempt to optimize
the bounds, I ran a genetic algorithm, which is a heuristic for solving optimization
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Figure 8: A: Interface of the program I developed to aid and speed manual cell filtering. The
top left figure shows the extracted cell, the mean of the movie transients at the spike times, and
below these different transients, which are colored green if there is an overlap of >60% between the
transient images and the extracted cell (considering missed and overflown areas). The top right
shows a figure of the cell map, which can be used to discriminate extracted cells belonging to one
true source. Bottom left the cell trace with the spike times is displayed, colored accordingly. Finally
bottom right shows the traces centered at the spike times. B: Applying a set of conservative bounds
on several data features can reduce the true negatives with minimal false negative cost, allowing
for faster manual sorting. Displayed are the different true/false positive/negative ratios with the
bounds applied, as a function of limiting the cells to have the corresponding minimal correlation
with the movie transients (just applying the bounds corresponds to the leftmost values).

problems inspired in natural selection, in this case by creating populations of dif-
ferent boundary conditions and picking and slightly modifying the best ones until
convergence. The resulting bounds, shown in figure 6A, show a 5% of false negative
ratio for a 67% of true negative ratio. This means that we can remove around half
of the cells without incurring in much loss of good ones. The viability of using this
approach however, asks for a study on how the distribution of features change with
the different animals and days, in order to assess how robust are the bounds.

The last approach to filtering I considered was to examine the different events sep-
arately, setting a cell as valid if a percentage of the events were convincing. To do
this manually, I wrote a program showing the stronger events, their relation with
the cell shape, the cell position in relation to the cell map, where the events resided
in the trace and how were the spike transients like (figure 8A). The events were
considered good if there was at least a 60% overlap with the cell area, allowing for
much faster human validation. A study of the introduced biases and potential issues
of this approach is left as future work.

23



2.1.4 Aligning

Aligning concerns finding the correspondence between the filtered cells of two or
more days. As the miniscope was removed and reintroduced, we expect to find
a 2D transformation (rotation dilation and translation) that relates the cells of
neighboring days. In this sense, aligning the cells is similar to frame registration in
the prepossessing stage, though performed at the cell-map level, and allowing for
larger (coherent) displacements. Indeed, to align the cells the Turboreg algorithm
was used once again, via the miniscope analysis code.

There are two potential problems we can run into when aligning the cells; not
all cells are active across days, and, in a lesser degree, the extraction or filtering
process may result in false negatives, erasing cells from the cell-map. Regardless
of these issues, the remaining cells should provide enough landmarks for a correct
registration. Figure 9B shows an example of aligning two cell maps, where after the
alignment (not shown), cells closer than 5 pixels were considered to be the same
unit.

Figure 9: A: Raw fluorescence traces (Raw trace), EM output (EM probability), OASIS output
(Denoised trace) and the OASIS deconvolved spike train. While substantially less noisy than the
raw fluorescence traces, extracted directly from the ∆F/F0 movie, EM and denoised traces achieve
this by different strategies, using a generative model of the raw traces and assuming a train spike
convolved with an exponential function respectively. The spike train corresponds to the denoised
approach. B: Two cell maps (red and blue), and the cell correspondences after alignment (not
shown). Only cells closer than 5 pixels after alignment were paired.
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2.1.5 De-convolution

To extract the underlying spike train and as a way to denoise the signals (other than
the denoised output that the EM algorithm already provides, as explained above),
I will take a deconvolution approach [29]. To do so, it is assumed that the observed
traces are the result of convolving the spike train with exponential decay functions,
and adding external noise.

Ft = α[Ca2+(t)] + β + λ where λ ∼ N(0, σ2)

Where β is the baseline fluorescence level, λ is the noise, drawn from a normal
distribution with 0 mean and variance σ2, α is the combination of several factors that
depend on [Ca2+(t)] and [Ca2+(t)] is the cytosolic concentration of calcium, which
reaches the maximum when the cell spikes (the uprising time is not modeled), and
decays exponentially with time after that. A natural fit for the distribution dictating
the spike times is a Poisson distribution, as has been observed experimentally in
many neuronal networks, and these different spike times conform the spike train
nnn. We would like to find what is the most likely spike train given the fluorescence
traces:

nnn = argmax
nnn

(P [nnn | FFF ])

While I will not get into the derivation of solving the optimization, it entails changing
the assumed Poisson distribution on spikes with an exponential distribution, and
solving the resulting log-concave problem with gradient ascend methods such as
Newton–Raphson [29].

To apply deconvolution to my data, I used a toolbox called OASIS (github.com/
zhoupc/OASIS matlab) [29] [36] [37], which estimates the parameters of the model
and processes the traces in real time, yielding the underlying spike trains, and as a
bonus, the denoised trace by re-convolving the exponentials with the spike trains.

Comparing the resulting traces for EM and this method (figure 9A), we see some dif-
ferences, mainly due the denoised trace imposing exponential decays on the spikes.
However, EM takes into account the neighboring cells, while denoising traces only
considers the trace itself. I will have more to say about this when discussing decod-
ing.
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2.2 Analysis methods

Here I will describe the main methods used in the different analysis on the processed
data.

2.2.1 Extracting behavioral data

To start exploring place coding dynamics we first need to relate Place Cell activity
with behavioral information in the context of the linear-track spatial task. For the
purposes of this project, I worked with two behavioral components; the lick times of
the ports and the mice trajectory across the track. Lick times are provided directly
by the setup, but the trajectories need to be extracted from the behavioral movies.
Next, I will describe my approach to retrieve and process this information.

Figure 10: A: From top to bottom, the raw behavioral footage, the result of thresholding by mouse
color and removing background and the result of applying morphological operators to get rid of
the noise. The animal position in the frame is assigned to the centroid of the largest object. As
can be seen in the last image, the cable interferes with the mouse body, shifting the centroid some
millimeters from its ideal position. B: the extracted trajectories and corresponding velocities, which
are obtained from finding the locations in all the frames, removing position and velocity outliers,
interpolating the removed values and filtering the result. This aims to make the trajectories robust
to temporal interruptions in the field of view.

The behavioral movie can be converted to a 752 × 104 × N matrix, containing N

grayscale ([0, 1]) images of the linear track (see figure 2C). Because the movie was
shot at 20Hz, there was a direct one to one calcium / behavior correspondence, both
containing N frames. To begin the extraction of the trajectories, I took advantage
of the mouse darkness by setting all pixels above a certain threshold (0.2) to white,
which removes a large part of the potential interfering factors in the tracking. After
this transformation, I isolated the moving objects by computing the scene back-
ground. This was done taking the median of several frames taken at random, which
gets rid of the moving pixels across the frames, and yields the empty track. This

26



background was then subtracted from all the frames, isolating the moving parts.
Next, I threshold the image again to remove the components >80% brighter than
the subtracted background, and converted the image into a logical matrix ({0, 1}).
This allows performing morphological operations on the frames. After doing a mor-
phological opening, which gets rid of small regions, I eroded the resulting image and
found all the individual (not connected) regions. The position of the mouse in a
given frame was taken as the centroid of the largest independent region, an approach
I observed to be reliable enough in practice (figure 10A, for discussion).

Once the full trajectory was processed, I checked for outliers by removing the indices
with velocities and positions greater than three standard deviations of the mean.
Then, I removed small isolated trajectories, and filled the empty frames using a
piecewise cubic interpolation of the values at neighboring points. These operations
were aimed at avoiding losing focus of the mouse when a large object, for example a
hand or cable, temporally interrupted the scene. Finally, the traces were smoothed
using a zero phase digital filter with a 10 point window. An extracted trajectory
can be seen in figure 10B.

2.2.2 Decoding

As a way to relate behavior with neural response at population level I used a decoder
approach, predicting the mouse trajectory given the population activity. A Naive
Bayes decoder was chosen, being a popular approach with neural decoders [23]. A
Bayesian decoder finds the posterior distribution of a stimulus variable taking into
account the stimulus prior and likelihood of the responses. Coincidentally, some
research points at the brain encoding stimulus as a posterior distributions in a
Bayesian way [38] [39], which may add some biological plausibility to the decoding
approach. While I briefly described how the algorithm works in the filtering stage,
because of the central role in this work I will give some more details next:

Let P (x) be the probability of the mouse being in a certain position x in the linear
track, and P (rrr | x) the conditional probability of obtaining a population response rrr
when the mouse is in x. Bayes theorem states:

P (x | rrr) = P (rrr | x) P (x)
P (rrr)

P (x | rrr) is the posterior probability of the mouse being in position x given the neural
response rrr, P (x) is the prior distribution of positions, P (rrr | x) is the likelihood
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of response at a given position and P (rrr) is a normalization factor which is not
important for our purposes, as I will show in a moment. A Bayesian decoder aims
to find the most likely position x′ yielding a certain neural response.

x′ = argmax
x

(P (x | rrr))

As P (rrr) does not depend on x, it does not take a role in this optimization. The
naive Bayes decoder assumes independence of the population response. Training the
decoder with k positions xxx and responses rkrkrk, this allows to express the posterior as:

P (x | rrr) ∝ P (xxx) ∏k
n=1 P (rkrkrk | xk)

In my case, I converted x to a categorical variable by binning the mouse trajectory
in the x dimension into 20 segments across the track, each of the same width (about
33 pixels or 5cm), in accordance to similar approaches in the literature [20]. Motion
in y direction was discarded as non-relevant in the task at hand.

The responses rrr were usually the full EM traces for each neuron, though I also
experimented using the spike trains and the deconvolved traces (figure 15B). The
full filtered cell population was used (∼ 180 cells), and I investigated the decoding
performance using subpopulations (12C). To assess decoder accuracy, I trained the
decoder in 90% of the data, and tested its performance with the remaining 10%.
This was repeated 10 times , with different segments (10fold cross validation). For
each repetition, the error was assigned as the mean root squared difference between
the true and predicted positions. The final reported error was the mean of the 10
partitions.

2.2.3 Extracting Place Fields

To obtain place fields, the spike trains were extracted using the deconvolution ap-
proach (see De-convolution section). Because reliable activity in place cells occurs
when the animal is moving trough the environment [9], spikes under low mouse
speed (<4cm/s) were discarded.

To assess if a cell contained spatial information, the track was divided in 20 bins, and
the firing rates for each bin were computed for all cells, normalizing for the number
of times the mouse visited a bin and for the mean firing rate of the neuron. Next,
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the mutual information (MI), a measure of relationship between two variables, was
computed between the firing ratios in the bins and the percentage of time spent in
each bin. Then, the spike train was time-shifted by several short and large amounts,
and the MI was recalculated. Only the cells which displayed a significant (t-test,
p<0.01) decay of MI between the short and large time shifts were accepted as place
cells, and considered to have significant Place Fields.

In more detail, the mutual information is sampled q times for shifts close to the
original spike train position, giving population p1p1p1, and another q times for bigger
time shifts, giving population p2p2p2. Then, a two-sample t-test is applied, which checks
whether the population means are distanced enough to significantly differentiate p1p1p1
and p2p2p2 against the overlap, assessed as the variance, of their distributions. For the
validity of the t-test, p1p1p1 and p2p2p2 should be normally distributed. The distribution of
mutual information between the positions and firing rations for close shifts in spike
train timings seems to empirically fulfill this criteria (ks-test, p<0.05).

The place fields were displayed as the mean firing ratio per bin (normalizing for visit
frequency and total firing), and were smoothed with a 3point moving average. For
Place Field extraction purposes, I used custom MATLAB code from my tutor, and
adapted it for the one dimensional nature of my behavioral data.

2.2.4 Assessing Place Cell turnover

To see how the ensemble of Place Cells changed across days I used both alignment
data and a decoding accuracy approach. I compared two different mice, one per-
forming the task every 2 days (mouse A, 15 days total) and other performing the
task every 5 days (mouse B, 6 days total). To assess decoding accuracy across days,
a naive Bayes decoder was trained with the data from the first day. In the succes-
sive recordings, the cells aligned with the first day were used to predict the position,
using this first day model. The responses of the other neurons were set to 0, which
does not negatively affect the decoder by itself. There were some issues with mouse
B, as the second day was poorly aligned with the rest and the fourth day had sev-
eral hundred dropped calcium imaging frames that precluded using decoding. I will
expand on these issues in the discussion and conclusions.
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2.2.5 Looking at goal-related encodings

While one can think of multiple variables related with the task goal (the water
ports), ranging different levels of complexity, I settled for the two relatively simple
variables keeping track of the time until the next lick and from the last lick (figure
14B). The main justification for this is the conceptual similarity with a recent kind
of neurons found in the hippocampus, Time Cells, which as the name indicates keep
track of time, here however independently of external events [40].

To test whether the cell firing was strongly influenced by these variables, I proceeded
in similar fashion as extracting Place Fields, by binning both variables and com-
puting the mutual information with the spike rates with different delays, observing
whether MI differences were significant.

Results

3.1 Some CA1 cells are Place Cells and show place fields

The first aim was to show the presence of place fields, preferred spatial bins to which
each Place Cell is tuned and fires for. Taking all neurons found to contain spatial
information and sorting for the maximum place field value yields figure 11A. Because
sorting any data in this manner will display some kind of diagonal, the next figure
shows the same for cells which were found not to contain spatial information.

Under our criteria, an unusually large amount of cells (70% of ∼180 cells) showed
place fields, some examples of which can be found in figure 11B. Place Field centers
were more present in the track wings than in the center 11C, accordingly to the
literature [20]. However, there is also a large variability in width 11D.

3.2 CA1 cells correlations affects spatial information

While finding the place fields gives an idea of the spatial encoding, another ap-
proach, which takes advantage of having large neuron populations, is to use the
cell responses to actively predict the position of the mouse. However, correlations
between neuronal responses of different cells could decrease the overall decoding
performance [41]. To test for this, a way to remove the correlations is to randomly
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Figure 11: A: Place fields as population rate maps (firing rate normalized by mean firing and
number of times in bin), sorting all cells for the place field center, for Place Cells and Non Place
Cells. Place Cells have more defined spatial information that non Place Cells, as shown by a more
defined and consistent diagonal. B: 10 place fields showing diverse tunings for different bins. C,B:
Histograms for center location and width of place fields show more Place Cells at the track wings
and a wide distribution of widths.

shuffle frames that correspond to the same spatial bin, using a different shuffle for
each cell.

Figure 12A, shows a smoothed close up of the true (GT) and predicted trajectories,
both with and without frame shuffled, in the course of two back and forth runs.
The frame shuffled appears substantially better. Figure 12B shows a non-smoothed
close up of one of the curves, showing that the frame shuffled approach stays closer
to the true trajectory, but is noisier overall (has a faster variability).

Figure 12C, shows the evolution of the average 10fold mean square root error between
the true and decoded (with and without frame shuffle), as a function of the number
cells used to train and test the decoder. For concerns about this measure refer to
the discussion. This subset of cells was randomized 10 times for each point, and
the averaged value is shown. Because the behavior footage is taken at 20 Hz, there
is an upper limit of decoder accuracy if the mouse is sufficiently fast. The dashed
lines correspond to hard and soft decoder accuracy limits, obtained by looking at
the two peaks of the bi-modal distribution of velocities over 4cm/s. Remarkably,
with the original response the error does not converge to the decoder accuracy
limits, which would happen when pooling from a large enough population of cells
with independent variability (noise) in their response. This hints at the presence of
noise-correlations between the cells, which are destroyed when doing the shuffling
(which preserves the response outputs of each frame).

If correlations between cells are in fact increasing the decoder error, we would expect
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Figure 12: A,B: Trajectories for the ground truth (GT), decoded, and by performing a shuffling
of the frames belonging to the same spatial bin in an attempt to remove correlations between cells
(decoded, frame shuffled), with 5point smoothing (A) and no smoothing (B) show that shuffling the
frames yields a more accurate prediction, but more noisy. C: 10fold mean root squared prediction
error as a function of the number of cells, averaging 100 times taking different cell populations,
for the original and frame shuffled responses, showing that decoding error decays exponentially
with the number of considered cells. The dashed lines specify weak and strong limits for the decoder
accuracy, for which lower error is not possible. Frame shuffled has a lower error which approximates
the strong decoder limits, which hints at noise-correlations impeding an unbiased pooling of the
information in the neurons. D: Pairwise correlations of cell responses as a function of place
field distance show a (significant), -though very weak- reduction in correlations at low distances
when shuffling the response frames. Shaded area corresponds at standard deviation between the
correlation pairs.E: Pairwise correlations of cell responses as a function of the physical neuronal
distances reveal no strong correlation between response similarity and cell proximity.

to see a decrease in these correlations in the frame (pseudo-)shuffling case. Figure
12D, shows the average correlation between all pairwise neurons (excluding the pair
formed by the same neuron) with the same distance between the place field centers,
as a function of this distance between the place field centers. Only the significant
(p<0.05) correlations are displayed. While the average correlations are very small
across all distances, shuffling the frames decreases their value below 4 bins, when
they are higher. Whether these small values are meaningful at all is left to the
discussion section.

Finally, it is also interesting to see correlations as a function of the distance between
the Place Cells. Figure 12E, shows the correlations between all pairwise neurons
(excluding the pair formed by the same neuron) as a function of neuron distance.
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3.3 Cell turnover increases with task frequency

Cell turnover is a measure of how the coding ensemble changes across time, as every
day a different subset of place cells is active [20]. I looked at whether cell turnover
depends on the frequency the animal performs the task by looking at the decoding
errors and aligning results. Mouse A was tested every 2 days, while mouse B was
tested every 5.

Figure 13A,B, shows the 10fold mean root square prediction error by a classifier
trained and tested for each day and only trained in the first day (and thereby using
the aligned neurons to the first day to obtain the predictions), for mice A (left) and
B (right), which performed the task every 2 and 5 days respectively. Unfortunately
mouse B is missing its 4th recording day, and the 2th day is probably an outlier, as
figure 13F shows minimal connection with other sessions.

Figure 13: A,B: Decoding accuracy training at the same day and at first day as a function of days
since the first recording for mouse A, recorded every 2 days, and mouse B, recorded every 5 (4th
recording day missing). Chance is at 10 bins (half the linear track) C,D,E,F: Results for aligning
the cells in a cumulative manner (found in first day, first and second, first, second and third ...)
, to any day, to at least half of the days (bar plot) and to at least n days (heatmap) for mouse A
(left) and B (right). While very tentative, together these results may hint at an elevated frequency
of repeating the task increasing the cell turnover.

Figure 13, bottom, shows that the percentage of cumulative aligned cells decreases
exponentially, but the number of cells aligned to other sessions remains fairly con-
stant across days (from 0 to 14 days since recording and from 15 to 26) for mouse
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A (left), and (except the second recording day) for mouse B (right).

As both aligning rates (at 10, 15, 20, 25 days since recording) and decoding errors (at
10 days since recording) are worse for mouse B, this data hints at a higher turnover
the more frequently the task is repeated.

3.4 Null result in goal time encoding

While the MI criteria accepted a 7% and 16% of cells as significant (out of∼ 180 cells)
for representing the remaining time to lick and time passed since a lick respectively,
53% and 71% of these cells had also been assigned to Place Cells. Because the mouse
licks roughly each time it visits the sides of the tracks and takes about the same
time to switch sides, there is not a good way to disentangle spatial to the timed-
goal related variables, nor these variables between them (13% and 28% overlap
respectively). Thus, the experimental paradigm must be changed in order to deeply
explore these and similar goals and time related variables. Figure 14A shows the
sorted time-fields for the two variables.

Figure 14: A: An alternative, goal related variable might consist on the time upon and until a lick
(goal) occurred. This possibility is inspired by the discovery of Time Cells in hippocampus, which,
independent of events, keep track of the time. B: Time fields as population rate maps (firing rate
normalized by mean firing and number of times in bin), sorting all cells for the place field center,
for time upon and until lick respectively. While a small number of cells were found to carry this
type of information, because there is a high level of intersection between these hypothetical variables
and Place Fields, any potential conclusion was dismissed.
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Discussion

4.1 Place field definition and characteristics

As mentioned in the introduction, between 30% and 50% of cells in the CA1 are
place cells [8], which strikingly contrasts with the almost 70% found here. This
could be due to post-selecting in some way for Place Cells in the filtering process or
due a weak notion of place field. Looking at the characteristics of the place fields,
the distribution of place field widths includes place cells spanning more than 3/4
of the track, which is somewhat incompatible with the notion of accurate spatial
locations. Only taking into account cells with place field widths equal or below 1/4
the track sets us at the 30% of Place Cells. Future work should be directed to better
understand and refine the Place Cells criteria.

4.2 Decoding with different inputs and considerations on
correlations

An issue with the decoding error measure in the context of the linear track task,
where a significant amount of frames correspond to the mouse immobile at the track
ends, is that the error outside of these frames might be severely underestimated.
While removing the frames with slow velocities does indeed increase the overall
mean error, the difference between shuffled and decoded still holds (figure 15A). For
example, for the recording day in figures 12 and 15A the 10fold mean square root
decoding prediction error is of 0.76bins, and increases to 0.99bins when removing
slow velocity frames. Similarly the shuffled frame version increases from 0.16bins to
0.54bins. As a reminder, a bin is roughly 33 pixels or 5cm, though the conversion is
not directly made to keep the binning of the track explicit.

While the reported decoding results in figures 12 & 13 use the EM output as an
input to a Bayesian decoder, it might be interesting to see how the error changes
when using other inputs and algorithms. While the other cases are discussed in
figure 15B, notice that ICA, while achieving the lowest performance, is below 0.2
bins of difference with the baseline EM, and below 0.05 bin with the EM using
the deconvolution approach to denoise the traces. This hints at other results being
similar with ICA extraction, and justifies using EM for the trace output it provides.

Regarding correlations, having a lower error for shuffled frames could be explained by
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having significant amounts of correlated noise shifting the responses of the neurons
in a non uniform manner. Trial by trial co-variability (each frame can be considered
a trial with the spatial bin being the output) may prevent the effective pooling across
cells averaging out the individual internal neuron noise by shifting (and therefore
correlating) the neuronal responses in different amounts [41]. Because Place Cells
are tuned to their place fields, having different correlations as a function of place
fields would be a way of explaining the improvement in decoding when shuffling
the frames belonging to the same spatial bin. However, as seen in figure 12D,
the magnitude of the correlations is very small. A conciliatory explanation could
be that the correlations affect only a few cells, averaging over all the Place Cell
population is removing this information, which is supported by the fact that the
variance is moderately high. To investigate this and other hypothesis would be
another objective of future work.

Finally, figure 12E, shows the classic result that correlation does not depend on
physical distance between neuron [42], with a significant correlation of 0.08 which is
most likely negligible.

Figure 15: A: Trajectories for ground trugh (GT), decoded and decoded after shuffling frames with
the same spatial bin, removing all bins were the mouse was not running back and forth the track.
While removing the flat trajectories reduces the scores, the same qualitative results as figure 12A,B,
apply. B: 10fold mean root squared decoded prediction errors for baseline conditions (EM extrac-
tion, Naive Bayesian decoder, EM traces as intput), a random forest algorithm, Nearest Neighbor
algorithm, using the denosised traces as an input, and using ICA extraction. The errorbars corre-
spond to the 10-fold error. The baseline conditions strike the best balance between reliability and
performance, tough the error variance is below 0.4bins for all conditions.

4.3 Turnover considerations

Due the aforementioned technical issues and limited number of animals conclusions
on the turnover are very tentative. Nevertheless, they seem to indicate that cell
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turnover increases with task frequency, which could be related to the underlying
neurophysiological mechanisms of memory consolidation. To put the turnover ob-
servations in context they should be connected with place field stability, which I did
not dive into. High turnover does not imply low spatial stability, as a Place Cell
which goes inactive and re-appears several recording days latter may still preserve
the same place field, and indeed this seems to be generally the case, as [20] and oth-
ers have shown. Studying how place field stability and Place Cell turnover depend
on the frequency of realizing a task should provide a fuller picture on the ensemble
code dynamics.

Conclusions

This project as a whole was an exploration of the possibilities and intricacies in
dealing with in-vivo calcium imaging data of place cells. As such, I aimed to show
both the steps in pre-processing the data and the kind of analysis that benefit from
the large population yields calcium imaging provides.

In the processing part, I described the standard pipeline, taking special attention to
the extraction methods and filtering solutions. Comparing two extracting algorithms
revealed differences in the dimension of the extracted cells, while preserving their
number and other desirable features, which may indicate the algorithms extracting a
different subset of cells, and hint at possible ways to combine the two. By exploring
different approaches to filtering, I showed my concern in automatic models that
build a black box classifier, and provided alternative ideas to reduce the manual
sorting burden.

In the analysis part, I focused on using a decoding approach to assess cell turnover
and cell correlations, and an information theory approach to find the Place Cells
among the different extracted neurons. While the limited number of animals used in
the analysis made the results highly preliminary, an effort was made to set two basic
and testable hypothesis; task frequency increases cell turnover and frame shuffling
improves accuracy by destroying correlations imposed by trial-by-trial co-variability;
on which to unload all the statistical power of eventually using more animals and
data. Finally, searching for non-spatial representations in CA1 turned out to be
difficult with the current behavioral setup, though opened reflection to correlated
variables and to other testing paradigms.
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