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From most musical cultures there are digital traces, digital artifacts, that can be processed and studied 
computationally, and this has been the focus of computational musicology already for several decades. 
This type of research requires clear formalizations and some simplifications, for example, by considering 
that a musical culture can be conceptualized as a system of interconnected entities. A musician, an 
instrument, a performance, or a melodic motive, are examples of entities and they are linked by various 
types of relationships. We then need adequate digital traces of the entities, for example, a textual 
description can be a useful trace of a musician and a recording one of a performance. The analytical study 
of these entities and of their interactions is accomplished by processing the digital traces and by 
generating mathematical representations and models of them. But a more ambitious goal, however, is to 
go beyond the study of individual artifacts and analyze the overall system of interconnected entities in 
order to model a musical culture as a whole. The reader might think that this is science fiction, and he or 
she might be right, but there is research trying to make advances in this direction. In this article I 
undertake an overview the state-of-the-art related to this type of research, identifying current challenges, 
describing computational methodologies being developed, and summarizing musicologically relevant 
results of such research. In particular, I review the work done within CompMusic, a project in which my 
colleagues and I have developed audio signal processing, machine learning, and semantic web 
methodologies to study several musical cultures. 

INTRODUCTION 
Music is a complex human phenomenon that can be studied from many perspectives, and the field of 
musicology has greatly expanded its original scope by embracing new and diverse research disciplines 
and methodologies. Especially significant in the context of this article are the more analytical and 
experimental disciplines that are now part of musicological research. Anthropology, for example, is 
fundamental for ethnomusicology, psychology is a core for cognitive musicology, and computer science 
not only lies behind computational musicology, but also supports many other types of musicological 
studies. 
 
When doing musicological research, we focus on a unit of analysis, and typically each methodology is 
adequate to study specific unit types. We study units such as musical artifacts, musical interactions, 
musicians, or musical communities.  Not every methodological approach, however, is adequate for the 
study of every unit type. In computational musicology a common unit is a piece of music, whereas in 
ethnomusicology there is also emphasis on musical communities. In this article I propose to expand the 
research methodologies being used in computational musicology by adding the cultural context into our 
research, thus incorporating aspects of ethnomusicology. Computational musicologists should also study 
musical pieces together with the repertory to which they belong, a repertory that has a common style and 
is supported by a community. For that we use the concept of musical culture to identify our unit of study, 
                                                
1	This	article	is	an	outgrowth	of	the	keynote	talk	given	by	the	author	at	the	International	Musicological	
Society	Conference	in	Stavanger,	Norway,	conference	that	had	as	theme	Music	as	Art,	Artefact	and	Fact	-	
Music	Research	in	the	21st	Century,	and	that	took	place	from	July	1st	to	the	6th,	2016.	
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considering that a musical culture is a stylistically coherent musical repertory together with the 
community of people producing and receiving it. 
 
In order to study computationally a musical culture, computational musicologists use the available digital 
traces. There is an exponential growth of available digital data of relevance for computational analysis, 
and especially on the World Wide Web (WWW) we have access to large quantities of music-related data. 
In order to perform music research, however, the data have to be adequate for the problem to be 
addressed, and most available data are not suitable for most musically relevant problems. We use the 
terms, corpus and datasets, to refer to the types of data collections that are needed. A music corpus is a 
large collection of structured data that can be used to represent a given music repertory, and datasets refer 
to the specific collections of structured data, especially including expert annotation data, that are used to 
perform specific experiments. 
 
The process used to perform computational studies of a musical culture can be represented by the diagram 
in Figure 1. As it is shown, we first gather data from the WWW (or any other digital source) and perform 
a pre-process in order to clean, enhance, and structure it as much as possible. With the gathered data we 
then create a corpus making sure that is adequate for the type of research being carried out, and using 
parts of it, plus musical annotations, we create datasets for specific experiments. Using these datasets, we 
can develop models or identify patterns from the corpus, which can then be evaluated and interpreted in 
order to extract musically relevant knowledge. 

 
Figure 1: Block diagram of a common process to perform studies in computational musicology. 

 
In the remainder of the article, I go over some of the particular topics that I have introduced. I first 
describe the different data types and introduce some of the data processing methodologies used in 
computational musicology. In the second part, I provide an overview of some of the research being done 
in corpus-based music analysis and present some of the particular studies my colleagues and I have 
carried out in the CompMusic project.2 

DIGITAL ARTIFACTS 
In the context of our research, we consider digital artifacts to be digital objects available on the Web and 
composed of data and metadata. The data are the actual content of the object, and the metadata comprise 
textual information describing the object. There are many types of musically relevant digital artifacts, but 
the main ones being used in computational studies are: (1) machine-readable music scores, (2) digital 
audio recordings of musical performances, and (3) machine-readable music-related texts. A digital object 
might be the result of digitizing a physical or analog object, or it can be generated directly in digital form. 
Independently of its origin, however, the fundamental problem is to generate a useful digital 
representation with which to perform musicologically relevant studies. 
 

                                                
2	CompMusic	is	a	research	project	funded	by	the	European	Research	Council	and	coordinated	by	the	
author	that	aims	to	advance	in	the	analysis	of	music	data	by	emphasizing	cultural	specificity	and	by	using	
methodologies	from	the	field	of	music	information	retrieval.	Project	website:	http://compmusic.upf.edu/	
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Music scholars can scan a printed score and obtain a digital image of it, thus becoming a digital object, or 
we can write a score with a computer program and save it in a machine-readable format, such as 
MusicXML3 or MEI.4 For a scanned score to be useful in musicological research, it has first to be 
converted to a machine-readable format. This is an active research topic (Rebelo et al. 2012) that is far 
from being solved for all practical applications. For the case of digital audio recordings, we typically have 
access to stereo mix-down versions of the original multichannel recordings, which further makes the 
analysis difficult. An active research topic is the analysis of such audio recordings to isolate the original 
sound sources and to obtain representations that can facilitate musicological studies. If texts are in 
machine-readable format, they are easier to use in computational studies, but there still remains research 
issues related to the development of structured representations that can facilitate their further processing. 
The scarcity of these digital objects, especially of machine-readable ones, is a fundamental problem for 
carrying out computational research. It would be great to have large and structured music data 
repositories openly available for research. For music, nonetheless, mainly because of the type of 
copyright protection used for many types of digital objects, there are very few open data repositories. 
 
The meta-information accompanying the content of a digital object can be as important, or more 
important, than the actual content itself. If we do not know what type of data is it, who created it, when 
and how, as well as additional relevant editorial information, the data do not have much use for research. 
There are a few initiatives that aim to collect and structure metadata and make it available openly. 
MusicBrainz,5 for example, is doing it for music recordings, and Mendeley6 is doing it for research 
publications. 
 
Most digital objects are dynamic; they evolve and mutate as more information becomes available. Much 
of that information is the result of collaborative initiatives, thus the information is constantly being 
updated and improved. This dynamic aspect of the objects requires that the data analysis methodologies 
take that into account. Apart from the types of digital objects I mention above, there is a lot of data that is 
now easily accessible online and that, when correctly processed, can be useful for musicological research. 
Texts in social media platforms or logs of user interactions in websites, for example, can be processed 
and used to study very interesting user and social behaviors in many types of anthropological research.  

CORPORA AND DATASETS 
To carry quantitative musicological studies from an information-processing point of view we need large 
collections of digital artifacts organized in a structured way: it is such collections that we call corpora and 
datasets. The creation of a corpus must take into account principles of purpose, coverage, completeness, 
quality and reusability (Serra 2014). These are principles that can be studied and measured in order to 
evaluate the goodness of the data collection for a particular research task. According to such principles, 
the purpose of the corpus has to be explicit, the corpora must have good data coverage for the 
phenomenon under study, the data must be as complete as possible and of good quality, and finally, 
corpora should be reusable so that the data should to be available for other researchers. In the creation of 
a corpus capable of representing a particular music culture, we need to use the domain knowledge of that 
particular music, thus requiring a rigorous musicological perspective. 
 
The creation of datasets is equally important, but their scope is much narrower. Typically, a dataset 
includes a subset of a corpus plus user annotations. The annotations are musically relevant labels from 
which our computational methodologies can distinguish a particular musical concept. The annotations are 
typically created manually by experts, which is, therefore, a difficult and time-consuming process. These 
labels are then used for the training of machine-learning algorithms; the algorithms learn the correlation 
between the labels and the data. The trained algorithms automatically generate new labels or other type of 
information from non-labelled data. The annotations are also used to evaluate how well the algorithms 
generate new information, thus developing an analytical and quantitative measure of the power of the 
machine-learning process and of the quality of the automatically generated information.  
 

                                                
3	http://www.musicxml.com/	
4	http://music-encoding.org/	
5	https://musicbrainz.org/	
6	https://www.mendeley.com/	
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The combination of MusicBrainz and AcousticBrainz7 (Porter et al. 2015) provides us with an example of 
an open and generic corpus of music data. MusicBrainz includes a large repository of structured 
metadata, mainly about commercial music recordings, and AcousticBrainz complements it by employing 
audio features obtained from an automatic analysis of many of the recordings. Other examples of corpora 
are those we have created in the context of CompMusic. Dunya8 (Porter et al. 2013) comprises the music 
corpora of specific music cultures, mainly audio recordings plus complementary information, plus the 
related software tools that have been developed in the project to process the data. In the context of 
CompMusic we have also created several datasets9 for specific machine-learning experiments. 
 
A step further in the organization of digital artifacts is the creation and use of what we call knowledge 
bases. Apart from a structured data collection, a knowledge base includes an inference engine that can 
reason about the data and use rules and other forms of logic to deduce facts. A well-known example of a 
knowledge base is DBpedia10 (Lehmann et al. 2015) which is generated from the structured information 
available in Wikipedia.11 For the particular case of music research there has been some work on building 
digital libraries for musicologist (Bainbridge et al. 2014). We still remain, however, far from having 
knowledge bases able of generating musically relevant knowledge on a broad range of topics. 

DATA PROCESSING METHODS 
The use of computational methods in the study of music through the processing of digital artifacts goes 
back several decades (Bel and Vecchione 1993) but it is only in the past few years that this type of 
research has started to obtain some musicologically relevant results (Volk et al. 2011) mainly from the 
approaches taken in the context of Music Information Retrieval (MIR) (Downie 2003). With these 
approaches we have been able to validate some existing musicological knowledge, but we are still at the 
very beginning.   
 
The field of MIR has grown within the contexts of engineering, developing solutions to practical 
problems, usually without a musicological backing. With the rise of the WWW and the practical need to 
facilitate the retrieval of music-related information, the field has matured rapidly. Its main focus has been 
to develop tools that can be used in practical applications. Typical research problems relate to topics such 
as song identification, genre classification, song recommendation, or emotion recognition. Bringing a 
musicological perspective to these practical problems should help to obtain better engineering solutions, 
and a number of initiatives have been trying to promote this goal. George Tzanetakis emphasized the 
musicological perspective in MIR using the term computational ethnomusicology (Tzanetakis et al. 2007) 
and projects such as CompMusic (Serra 2011) have emphasized the need to develop engineering methods 
that are musicologically informed.  
 
Using audio signal processing methods, we can analyze audio recordings, further enabling us to study 
music performance characteristics. A fundamental problem is that most music is polyphonic–here 
meaning that several instruments are playing simultaneously–and most of the available recordings are 
two-channel mixes of the original performances. The state-of-the-art in source separation is not yet of 
sufficient quality, but in some musical styles, the primary instrument is prominent enough that current 
methods can capture its pitch contour (Salamon et al. 2014). With this approach, it is feasible to think 
about and address musicologically relevant research problems related to melodic analysis. One advantage 
of harmonic analysis is that it does not require source separation. Methodologies, moreover, have 
sufficiently been improving (McVicar et al. 2014; Korzeniowski and Widmer 2016) to be used for some 
harmonic analysis of polyphonic music. For rhythm, the situation is also similar. The analysis of features 
like tempo or meter is feasible in some musical styles (Srinivasamurthy 2016) and current audio analysis 
methods are powerful enough to carry out some musicological studies. Finally, another relevant musical 
task that can take advantage of audio signal-processing methods relates to structural musical analysis, 
creating a very active research area with some useful results (Müller et al. 2016) fundamental to be able 
to proper analysis of musical facets like melody, rhythm, and harmony. There is a number of open 

                                                
7	https://acousticbrainz.org/	
8	http://dunya.compmusic.upf.edu/	
9	http://compmusic.upf.edu/datasets	
10	http://wiki.dbpedia.org/	
11	https://www.wikipedia.org/	
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software tools that include state-of-the-art algorithms to perform many of these types of audio analysis, 
for example, the Essentia library12 (Bogdanov et al. 2013). 
 
Natural Language Processing (NLP) methods can be used to analyze text related to music.13 There are 
many problems studied in NLP that can be of relevance to musicological analysis, such as topic 
modelling, information extraction, relationship extraction, or named-entity recognition, and we have 
published some initial results applying state-of-the-art methods to musical problems (Oramas et al. 
2016a; 2016b). A relevant case is the study of lyrics, which we have started to work on for the case of 
jingju (Zhang et al. 2015). These methodologies have huge potential, but there has been little research so 
far.   
 
Many of the techniques used to process audio signal can also be used to analyze musical scores stored in 
a machine-readable format like MusicXML. The musicological potential, in this case, is much higher than 
when using audio; the biggest limitation, however, is the availability of machine-readable scores. The 
book edited by David Meredith (Meredith 2015) covers a few state-of-the-art examples of research 
studies in which computational approaches to processing score data have been applied to music theory 
problems. A number of ongoing studies use the software toolkit Music21,14 which has been developed for 
processing machine-readable scores and incorporates a number of state-of-the-art data-processing 
algorithms. 
 
Once we extract musical features from data, whether audio, text, or notated scores, machine learning 
methods can help us further obtain more meaningful musical concepts and develop models with which to 
make predictions. These methods have been fundamental for developing practical applications related to 
MIR, mainly related to classification tasks, but they are not easy to use for musicological research. Using 
machine learning methods, we can learn musically meaningful concepts from existing data and make 
predictions. The basic idea is to train a model on a concept using labelled data and then use the resulting 
model to predict the label of other data. For a music classification task, for example, we can use a dataset 
of audio recordings with labels of the prominent instruments to learn a model to identify and label 
automatically the prominent instrument in any audio recording. Typically, we do not use the raw audio 
data, but rather we use audio features computed using audio signal processing methods and then with a 
machine-learning tool15 we develop prediction models. The recent trend in using deep learning 
(Humphrey et al. 2013) emphasizes even more the black-box model of machine-learning methods, thus 
we have to be careful in how to use such techniques in computational musicology studies. 
 
Semantic web technologies refer to the technologies that are being developed to support the WWW, 
referred as Linked Data (Ristoski and Paulhein 2016). In this context the development of ontologies, 
which in information technologies are understood as explicit formal specifications of the concepts and 
relations among them in a given domain, can be quite relevant for the formalization of musicological 
knowledge, expressing it with an algorithmic representation (Koduri 2016). These semantic technologies 
are the core of what is known as knowledge bases, which, apart from including structured data 
collections, support inference engines that can reason about the data by using rules and other forms of 
logic to deduce facts (Wiggins 2009).  

CORPUS-BASED STUDIES 
There has been a number of musicologically relevant studies that we classify as corpus-based research. 
These studies have emphasized the development of data corpora and the use of quantitative methods to 
study them. Rohrmeier and Cross (2008) compiled 386 Bach chorales in MIDI16 format and using a 
heuristic approach, they segmented the chorales, obtained chord labels, and grouped them into functional 
categories. Using statistical methods, they characterized some of the corpus’s harmonic structures. 
 

                                                
12	http://essentia.upf.edu/	
13	A	starting	point	in	this	topic	is	the	tutorial	given	at	ISMIR	2016	and	available	in	http://mtg.upf.edu/nlp-
tutorial	
14	http://web.mit.edu/music21	
15	A	popular	machine	learning	software	tool	is	scikit-learn	(http://scikit-learn.org/)	
16	https://en.wikipedia.org/wiki/MIDI	
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Conklin and Anagnostopoulou (2011) gathered a collection of 106 transcribed Cretan folk songs in MIDI 
format. Using pattern-discovery methods, they studied distinctive melodic patterns that could be used to 
identify and characterize musically relevant groups of songs. De Clercq and Temperley (2011) created a 
corpus of 100 song recordings taking a representative selection of the Rolling Stone magazine’s list of the 
‘500 Greatest Songs of All Time’ and analyzing the chord progressions of each song manually. They 
performed various statistical analyses to characterize the corpus and identify historical trends. Their 
corpus17 has evolved and now includes 200 songs. 
 
Volk and van Kranenburg (2012) gathered a collection of 360 Dutch folk songs melodies to study 
similarity between tune families. Their main contribution is a proposed annotation method that aims at 
providing an insight into the experts’ categorization of the songs, obtaining information on the musical 
features relevant to measure similarity. Van Kranenburg and Janssen (2014) discussed the potential 
musicological research that could be done with several large collections of European folk songs, such as 
the Meertens Tune Collections18 or the EsAC Folksong Databases.19 
 
Frieler et al. (2016) gathered and annotated recordings of 140 monophonic jazz solos from various jazz 
styles, performing various statistical analyses to describe the content of the corpus and its potential 
musicological use. In the Jazzomat project20 they created a publically available database of 299 jazz solo 
transcriptions, including software tools to process it. Abeßer et al. (2017) undertook a study in which they 
use source separation techniques, together with the identification of the fundamental frequency and 
intensity of the solo instrument, to analyze the use of expressive stylistic devices such as intonation, pitch 
modulation, and dynamics. 
 
Most of the mentioned studies used corpora of less than 500 items, which in current corpus-based studies 
are considered small. Important advancements result when the data collections are large enough to obtain 
statistically significant and generalizable results. I now list some of them. 
 

• Serrà et al. (2012) used automatically extracted features from 464,411 recordings in the million-
song dataset21 to study changes in contemporary Western popular music. Using statistical and 
complex-networks methodologies they were able to identify patterns and metrics characterizing 
the general usage of pitch, timbre, and volume. 

• Mauch and Dixon (2012) created a collection of 4.8 million bar-length drum patterns extracted 
from 48,176 pieces of popular music in MIDI format. Using language models, they studied the 
statistical properties of the corpus.  

• Koops et al. (2015) used a collection of ca. 11,000 ragtime pieces in MIDI format, which should 
be considered a representative sample of ragtime style. Applying various computational 
methods, they validated musicological hypothesis about the recurrence of syncopation patterns. 

• Mauch et al. (2015) used 17,000 recording of popular music that appeared in American charts 
covering the period from 1960 to 2010 to demonstrate some quantitative trends in their harmonic 
and timbral properties. They first extracted audio features from the recordings, then made the 
analysis data discrete to obtain lexica for the various feature categories, and finally performed 
statistical analysis to study various musically relevant trends.  

• Fillon et al. (2014) described a system, Telemata,22 which was developed with the aim to archive 
and analyze large sound libraries, with a focus on ethnomusicology. It was deployed to host the 
CNRS — Musée de l’Homme audio archives, which includes about 28,000 published and 
unpublished recordings of music from around the world. 

• As part of the Analyzing Big Music Data project,23 Abdallah et al. (2017) developed a software 
system that aimed to help musicologists in their analysis of large-scale music collections, 

                                                
17	http://rockcorpus.midside.com/	
18	http://www.liederenbank.nl/mtc	
19	http://www.esac-data.org/	
20 http://jazzomat.hfm-weimar.de/ 
21	https://labrosa.ee.columbia.edu/millionsong	
22	http://telemeta.org/	
23	http://dml.city.ac.uk/	
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supporting datasets and computational tools to analyze music audio, scores and metadata. Their 
prototype has been used to analyze a corpus of 250,000 music tracks. 

COMPMUSIC PROJECT 
CompMusic, “Computational Models for the Discovery of the World's Music,” is a six-year research 
project that started in 2011. Its ajor aim has been to advance the automatic analysis of music data by 
emphasizing cultural specificity (Serra 2011). We have focused on five music traditions, Hindustani 
(North India), Carnatic (South India), Turkish makam (Turkey), Arab-Andalusian (Maghreb, or North 
Africa), and jingju (Beijing Opera; China), creating corpora for each of them and developing 
computational methodologies with which to study their melodic and rhythmic characteristics. The 
specific topics we studied evolved during the course of the project. They were clarified and narrowed as 
new computational methodologies were developed. It is important to emphasize that the initial pursuit 
was computational, but as the project progressed, the musicological point of view became a stronger 
guiding principle.  
 
Openness and reproducibility have been core principles for CompMusic, and all publications, data, and 
software developed during the project are available from the project website. Any researcher should be 
able to reproduce–and build upon–the experiments done and the tools developed during the project. 

CREATION OF CORPORA AND DATASETS 
The data gathered, includes audio recordings, scores, and editorial metadata.24 To complement this, we 
also obtained features from the audio recordings and notated transcriptions. With all these data, corpora 
for the five music traditions we studied were created, corpora that should be very valuable for 
computational musicology research.  
 
The Hindustani corpus (Srinivasamurthy et al. 2014) includes 1,124 audio recordings (236 releases, 305 
hours) covering 363 artists, 693 compositions, 195 ragas (melodic modes), 26 talas (metric modes), and 
24 forms. The Carnatic corpus (Srinivasamurthy et al. 2014) includes 2,380 audio recordings (235 
concerts, 500 hours), covering 259 artists, 965 compositions, 227 ragas, 15 talas, and 15 forms. We have 
studied the quality of both corpora by measuring their coverage and completeness (Gulati 2016, chapter 
3) and have shown that they are quite representative of their music cultures for the purpose of our 
research. Most of the audio recordings come from commercially available CDs, but some of them (108 of 
Hindustani and 197 of Carnatic) have been obtained directly from the artists and are made openly 
available under a Creative Commons license (CC BY-NC 4.0).25 To accompany these corpora we have 
created several datasets,26 that are subsets of the corpora with extensive annotation, which have then been 
used to study specific problems. 
 
The Turkish makam corpus (Uyar et al. 2014; Şentürk 2016, chapter 3) includes 6,601 audio recordings 
(420 hours) covering 2,928 works, 811 artists, 111 makams (melodic modes), 74 usuls (metric modes), 
and 87 forms. The corpus also includes 2,200 scores in MusicXML format. We have studied different 
aspects of the corpora to evaluate and validate their usefulness for our research. The accompanying 
datasets include expert annotations of relevant music concepts that we have studied. 
 
The jingju corpus (Caro Repetto and Serra 2014) includes 864 audio recordings of sung arias (71 hours) 
covering 653 arias, 74 singers, the five main role types, and the two main modes. We are now in the 
process of gathering a representative collection of musicals scores and lyrics. Two datasets were created 
to study the percussion accompaniment of the arias and other datasets are being created to study melodic 
characteristics of these arias. 
 
The Arab-Andalusian corpus (Sordo et al. 2014) includes 338 recordings (112 hours) of performances 
from the 1960s and 1970s by the three most important schools of Morocco. 165 of the recording 
correspond to most of the mizans (sections in a larger performance) and of the eleven preserved nawbas 
(suites). The rest of the corpus covers other forms that are mainly used as preludes or interludes between 

                                                
24	http://compmusic.upf.edu/corpora	
25	https://creativecommons.org/licenses/by-nc/4.0	
26	http://compmusic.upf.edu/datasets	
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the different mizans. The corpus also includes all the lyrics and the transcriptions of all the mizan 
recordings, which are available in MusicXML format. During the CompMusic project, we had no time to 
carry out any computational study using this corpus, but we hope that other researchers will benefit from 
it. 
 
The CompMusic corpora use MusicBrainz as a platform to store and organize the metadata associated 
with every data item. Each data item corresponding to a pre-defined concept in MusicBrainz, is given a 
unique identifier, which facilitates the processing of the metadata and through it, all the data. All such 
data, including the metadata and analysis data, can be accessed through the Dunya platform (Porter et al. 
2013), either through the web-based graphical user interface or through the API. We have developed a 
number of software tools27 to ease the access and processing of the corpora through this API. 

DEVELOPMENT OF DATA-PROCESSING METHODOLOGIES 
The main research efforts in CompMusic have centered on developing computational methodologies to 
process the audio recordings that are part of the corpora. In this way we obtain features and models that 
can be used to study melodic and rhythmic characteristics of the different music repertoires. The data that 
accompany the audio recordings have been used to support and complement this audio-centric work. Let 
me highlight some of the methodologies we developed. 
 
All the music we study is homophonic, with a prominent melody, and we chose to focus on performances 
with a lead singing voice, the most common performance practice in the traditions we examined. The 
necessary first step in studying the melody of a song is measuring the pitch contour (fundamental 
frequency) of the prominent voice. Given that significant prior work was available for this task, we 
decided to implement several state-of-the-art algorithms, such as the ones presented by Salamon et al. 
(2014), within the ESSENTIA software library (Bogdanov et al. 2013). By implementing these 
algorithms and by adding small adaptations to our music (e.g. Atlı et al. 2015), we have been able to 
obtain accurate enough pitch contours for most of the recordings in our corpora. Our main melodic 
analysis work starts from these pitch contours. 
 
In traditions like the Hindustani, Carnatic or Turkish modeal systems, no standard reference pitch is used. 
Because of this, to compare pitch contours of different songs we had to develop methods that could 
automatically identify the tonic of each recording and normalize the measured pitch values with it (Gulati 
et al. 2014; Atlı et al. 2015). The resulting pitch contours are still too complex to be used directly in any 
musicological analysis, so we have been developing methods to represent the complex pitch behavior and 
the intonation of the performances, which can be very culture specific (Bozkurt 2011; Koduri et al. 2014). 
 
Every piece of music has a characteristic temporal structure and series of sections, which need to be 
identified if we want to process and study each section of a piece separately. For this purpose, we have 
been developing audio-segmentation methods, most of them very specific for given styles and structural 
elements (Sarala and Murthy 2013; Senturk et al. 2014; Sankaran et al. 2015; Verma et al. 2015; T.P. et 
al. 2016; Sekhar PV et al. 2016; Rong et al. 2016). 
  
A core goal in the description of melodies and rhythms is the identification of repeating patterns. In the 
case of melody, we have been working on developing similarity measures using pitch contours and, from 
these, on developing melodic pattern discovery methodologies (Gulati et al. 2015; Ganguli et al. 2016; 
Gulati, 2016 chapter 5).  For the analysis of rhythm, we have developed onset detection methodologies 
from the audio recordings, and from these onsets, similarity measures and pattern-analysis methods in 
order to identify the different rhythm elements of particular music traditions (Tian et al. 2014; 
Srinivasamurthy 2016, chapter 3). 
 
An important piece of complementary information for the study of melodies is the lyrics of the songs. In 
CompMusic we have worked on the automatic alignment of lyrics and audio (Dzhambazov et al. 2014; 
Dzhambazov et al. 2016) and, for the particular case of Beijing opera, on the relation between linguistic 
tones and the melodic pitch contours (Zhang et al. 2014; Zhang et al. 2015). Related to lyrics are the 
mnemonic syllables that are used in some traditions to represent the timbres of the percussion strokes. We 
have studied methods with which to identify them automatically from the audio recordings 
(Srinivasamurthy et al. 2014; Gupta et al. 2015). 
 
                                                
27	http://compmusic.upf.edu/software	
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Despite the fact that all the music cultures we studied were based in oral tradition, the scores still have an 
important role in some of them. As with the lyrics, it was an important task for us to develop 
methodologies for aligning the available scores with the corresponding audio recordings (Şentürk et al. 
2014; Holzapfel et al. 2015; Şentürk 2016). Together with that, we have done some research on analyzing 
the scores such that it was possible automatically to identify the sections of a song (Şentürk and Serra 
2016). 
 
To complement the analysis of the corpus, we also analyzed other contextual data from other sources, 
mainly text, to obtain complementary information about the musical cultures we study. The 
methodologies we developed and used fall into the context of what are called semantic web technologies. 
For example, in CompMusic we did some text-mining research using online forums for music lovers 
(Sordo et al. 2012) in order to characterize the behavior within a particular community. A major aim of 
this semantic analysis is automatically to create ontologies with which to formalize the various musical 
concepts used in a given musical culture (Koduri 2016, chapter 9). 

 MUSICOLOGICAL CONTRIBUTIONS 
The main goal of CompMusic was to develop musicologically relevant technologies. Dunya, the most 
practical outcome, is an infrastructure/computing platform that comprises the music corpora plus the 
software tools developed in the project. A relevant tool, for example, that could be used in musicological 
research is Dunya-desktop,28 a software application for accessing and visualizing all the data available in 
the corpora. It is a modular and extendable tool that researchers may customize according to their needs. 
 
In the process of developing methods and tools with which to explore the corpora and understand the 
chosen music traditions, we have carried out some musicologically relevant research. Let me highlight 
some of it: 
 

• With the Turkish makam corpus, Holzapfel and Bozkurt (2012) studied the main rhythm 
structures of this tradition, usuls, and showed that metrical contradiction is systematically 
applied in some usuls. In a further study, Holzapfel (2013) studied improvisatory performances, 
taksims, examining how rhythmic idioms are formed and maintained throughout a performance. 
Bozkurt (2015) studied the concept of seyir (melodic progression), describing and comparing 
different makams by visualizing of the long-term evolution of the melodies within pieces.  

• Using the jingju corpus, in Zhang et al. (2014) and Zhang et al. (2015) we studied the relations 
between linguistic tones and pitch contours, identifying the difficulty accompanying the use of 
two dialectal tone systems in this music tradition. In Caro Repetto et al. (2015) we also used 
various audio analysis methods to compare two of the best known performing schools of the dan 
role-type, supporting, in part, the descriptions given of these schools in various musicological 
studies. 

• Analyzing the Hindustani and Carnatic corpora, in Serrà et al. (2011) we compared the 
intonation profiles of the two music traditions. We proved that Carnatic music does not use equal 
temperament while the intonation used Hindustani music is closer to equal temperament. In the 
article by Ganguli et al. (2016) we studied how Hindustani musicians improvise in accordance 
with the raga grammar, discovering some patterns that corroborate existing musicological 
understanding of the “unfolding” of a raga during a performance. In the paper by Gulati et al. 
(2016) we studied the properties of the ragas by identifying the characteristic melodic motives of 
a number of ragas as a step in the automatic identification of ragas. 

The corpora created in CompMusic have a much greater potential than what I have been able to report 
here and we have as yet accomplished in the project. We shall continue our research on it, but we 
especially hope that other researchers will take advantage of the corpora we have created and the software 
tools we have developed. 

CONCLUSION 
                                                
28	https://github.com/MTG/dunya-desktop	
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In this article I have reviewed some of the relevant research approaches and computational methods 
employed in the study of collections of musical digital artifacts, highlighting some of the results obtained 
thus far. A special emphasis has been placed on the idea of corpus-based research, a research approach in 
which large collections of digital artifacts are used for the analysis of particular musical repertoires. As an 
example, we highlighted the work done within CompMusic, a project in which we carried out corpus-
based research of several non-Western musical repertoires. 
 
There has been a lot of progress in the last few years in Computational Musicology, but there are still 
shortcomings that are limiting its further development and larger research impact. One shortcoming is the 
scarcity of large and open corpora with well-notated musical data, which provide the core for any 
research in this area. Another shortcoming is the small number of multidisciplinary research projects 
based on collaborations between computer scientists and musicologists, a necessary context for further 
advances. Finally, there is a lack of identified and recognized musicological problems suited to be 
addressed with computational methodologies, which is essential for the field to have a clear identity and 
focus. With the research surveyed in this article, I hope that musicologists can identify examples for their 
research, allowing scholars together to promote this research area. 
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