
Chapter 1

Light and color

1.1 Light as color stimulus

We live immersed in electromagnetic fields, surrounded by radiation of
natural origin or produced by artifacts made by humans. This radiation has
a dual behavior of wave and particle, where the particles can be considered
as packets of electromagnetic waves. Waves are characterized by their wave-
length, the distance between two consecutive peaks. Of all the radiation that
continuously reaches our eyes, we are only able to see (i.e. our retina pho-
toreceptors are only sensitive to) electromagnetic radiation with wavelengths
within the range of 380nm to 740nm (a nm or nanometer is one-billionth of
a meter). We are not able to see radiation outside this band, such us ultra-
violet radiation (wavelength of 10nm to 400nm) or FM radio (wavelengths
near 1m). Therefore, light is defined as radiation with wavelengths within the
visible spectrum of 380nm to 740nm. Figure 1.1 shows the full spectrum of ra-
diation with a detail of the visible light spectrum. The sun emits full-spectrum
radiation, including gamma rays and ultraviolet and infrared “light,” which
of course have an effect on our bodies even if we are not able to see them.

FIGURE 1.1: Electromagnetic spectrum and visible light.

The frequency of a wave is its number of cycles per second; all electromag-
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netic waves travel at the same speed, the speed of light (c in the vacuum),
therefore the wavelength of a wave is inversely proportional to its frequency.
Shorter wavelengths imply higher frequencies and also higher energies. When
we look at a single isolated light, if it has short wavelength we perceive it as
blue, if it has middle-length wavelength we see it as green, and if it has long
wavelength it appears to us as red. But we must stress that light in itself is
not colored (there are no different kinds of photons), color is a perceptual
quantity: for instance, the same light that appears red when isolated may ap-
pear yellow when it is surrounded by other lights. So the light stimulus at a
given location in the retina is not enough to determine the color appearance
it will produce; nonetheless, it must be characterized since it constitutes the
input to our visual system and therefore what color appearance will depend
on. Among other ways, light stimuli can be described by radiometry, which
measures light in energy units and does not consider the properties of our
visual system, and by colorimetry, which reduces the multi-valued radiomet-
ric spectrum of a light stimulus to three values describing the effect of the
stimulus in the three types of cone receptors in the retina [298].

With a radiometric approach, the properties of a light emitting source are
described by its power spectrum function I(λ), the irradiance, which states for
each wavelength λ the amount of power I the light has. The light absorption
properties of a surface are described by its reflectance R(λ), which for each
wavelength λ states the percentage of photons that are reflected by the surface.
When we see a surface, the light that is reflected by it and reaches our eyes is
called radiance and its power spectrum E(λ) is the product of the spectrum
functions for the incident light and the reflectance function of the surface:

E(λ) = I(λ)×R(λ). (1.1)

Figure 1.2 shows the irradiance functions of several light emitting sources,
and Figure 1.3 shows the reflectances of some patches of different colors. From
these figures and Equation 1.1 we can see that when we illuminate a red
patch (Figure 1.3(a)) with sunlight (Figure 1.2(a)) we get from the patch a
radiance E with its power concentrated in the longest wavelengths, which as
we mentioned corresponds to our sensation of red.

The human retina has photoreceptor neurons, with colored pigments.
These pigments have their particular photon absorption properties as a func-
tion of wavelength, and absorbed photons generate chemical reactions that
produce electrical impulses, which are then processed at the retina and later
at the visual cortex in the brain. The sensitivity of the pigments depends on
the luminance of the light, which is a measure of the light’s power, formally
defined as intensity per unit area in a given direction. We have two types of
phororeceptors:

– Rods, for low and mid-low luminances (at high luminances they are
active but saturated). There are some 120 million of them.

– Cones, which have pigments that are 500 times less sensitive to light
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FIGURE 1.2: Spectral power distribution of various common types of illu-
minations: (a) sunlight, (b) tungsten light, (c) fluorescent light, and (d) LED.
Figure from [239].

than the rods’ pigment, rhodopsin. Therefore, cones work only with
high luminances; at low luminances they are not active. There are some
6 million of them, most of them very densely concentrated at the fovea,
the center of the retina.

There are three types of cones: S-cones, M-cones and L-cones, where the
capital letters stand for “short,” “medium” and “long” wavelengths, respec-
tively. Hubel [203] points out that three is the minimum number of types of
cones that allow us not to confuse any monochromatic light with white light.
People who lack one type of cone do perceive certain colors as gray. Frisby
and Stone [178] mention that while there are several animal species with more
than three types of color receptors, which can then tell apart different shades
of color that we humans perceive as equal, this probably comes at the price
of less visual acuity, for there are more cones to be accomodated in the same
retinal area. Low luminance or scotopic vision, mediated only by rods, is there-
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FIGURE 1.3: Spectral reflectance of various colored patches: (a) red patch,
(b) blue patch, (c) yellow patch, and (d) gray patch. Figure from [239].

fore color-less. In a low-medium range of luminances, the so-called mesopic
vision, both rods and cones are active, and this is what happens in a typi-
cal movie theatre [86]. In high-luminance or photopic vision cones are active
and the rods are saturated. Each sort of cone photoreceptor has a spectral
absorbance function describing its sensitivity to light as a function of wave-
length: s(λ),m(λ), l(λ). These curves were first determined experimentally by
König in the late 19th century. The sensitivity curves are quite broad, almost
extending over the whole visible spectrum, but they are bell-shaped and they
peak at distinct wavelengths: S-cones at 420nm, M-cones at 533nm and L-
cones at 584nm; see Figure 1.4. These three wavelength values correspond to
monochromatic blue, green and red light, respectively.

With the colorimetric approach, the sensation produced in the eye by
radiance E(λ) (the stimulus of a light of power spectrum E(λ)) is determined
by a triplet of values, called the tristimulus values, given by the integral over
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FIGURE 1.4: Cone sensitivities (normalized). Figure from [19].

the visible spectrum of the product of the radiance by each of the three cone
sensitivity functions:

L =

� 740

380

l(λ)E(λ)dλ

M =

� 740

380

m(λ)E(λ)dλ

S =

� 740

380

s(λ)E(λ)dλ. (1.2)

1.2 Matching colors

If two lights with different spectra E1(λ) and E2(λ) produce the same
tristimulus vector (L,M,S), then both lights are producing the same cone
responses and (if viewed in isolation) we will see them as having the same
color. Lights with different spectra that appear to have the same color are
called metamers (lights with the same spectra always appear to have the
same color and are called isomers [214]).

Expressing Equation 1.2 in discrete terms, it will be easy to see that each
light has many metamers:
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L =
740�

i=380

l(λi)E(λi)

M =

740�

i=380

m(λi)E(λi)

S =

740�

i=380

s(λi)E(λi), (1.3)

which, arranged into matrix form, becomes:



L
M
S


 = SE, (1.4)

where S is a 3×361 matrix whose rows are the (discrete) cone sensitivities,
and E is the radiance spectrum expressed as a column vector. Equation 1.4 is
a (very) undetermined system of equations, with only three equations for the
361 unknowns of the radiance vector, and therefore for every light E1 there
will be many lights E2 producing the same tristimulus (L,M, S), i.e. many
metamers.

From Equation 1.4 we can also derive the property of trichromacy, which
is a fundamental property of human color vision: simply put, it means that
we can generate any color by mixing three given colors, merely adjusting the
amount of each. In his excellent account of the origins of color science, Mollon
[276] explains how this was a known fact and how it was already applied in
the 18th century, for printing in full color using only three types of colored
ink. Trichromacy is due to our having three types of cone photoreceptors in
the retina, therefore we must remark that it is not a property of light but
a property of our visual system. This was not known in the 18th century:
light sensation was supposed to be transmitted directly along the nerves, so
trichromacy was thought to be a physical characteristic of the light. Thomas
Young was the first to explain, in 1801, that the variable associated with color
in light is the wavelength and, since it varies continously, the trichromacy
must be imposed by the visual system and hence there must be three kind of
receptors in the eye. He was also the first to realize that visible light is simply
radiation within a certain waveband, and radiation with freqencies outside
this range was not visible but could be felt as heat.

Following the approach in [341], we can take any three primaries of spectra
Pi,i=1,2,3, as long as they are colorimetrically independent, meaning that
none of the three lights can be matched in color by a combination of the other
two lights. Let P be a N × 3 matrix whose columns are Pi. Given a stimulus
light of power spectrum E, we compute the following three-element vector w:
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w1

w2

w3


 = w = (SP)−1SE. (1.5)

Pre-multiplying each side of the equation by SP, we get:

SPw = SE, (1.6)

which, according to Equation 1.4, means that lights Pw and E are
metamers. But light Pw is just a linear combination of the primaries Pi

with weights wi:

Pw = (w1P1 +w2P2 +w3P3). (1.7)

Therefore, any light stimulus E can be matched by a mixture of any three
(colorimetrically independent) lights Pi with the intensities adjusted by wi,
which is the property of trichromacy.

But, for any set P of primaries, there are always some lights E for which
the weight vector w has a negative component [341]. While mathematically
this is not a problem, physically it makes no sense to have lights of negative
intensity, so in these cases it is not possible to match E with the primaries.
What is physically realizable, though, is to match the mixture of E and the
primary of the negative weight with the other two primaries. For instance, if
the weight vector is w1 = −α, w2 = β, w3 = γ, with α,β, γ > 0, i.e. the first
primary has negative weight, then from equations 1.6 and 1.7 we get:

S(βP2 + γP3) = S(αP1 +E). (1.8)

In this example, then, light E cannot be matched by any mixture of
P1,P2,P3, but if we add αP1 to E we can match this light to βP2+γP3. This
is precisely what Maxwell observed in his seminal color matching experiments,
in 1855-1860, which served as the basis for all technological applications involv-
ing color acquisition and reproduction, from cameras to displays to printing.
He presented an observer with a monochromatic test light of wavelength λ,
and the observer had to match its color by varying the intensity of red, green
and blue lights. In the cases when this wasn’t posible, the red or the blue light
were added to the test light so that the other two primaries were matched
to the mixture of the original test light and the remaining primary. For each
λ Maxwell recorded the weights w1, w2, w3, which produced the color match.
The weights are also a function of λ: the functions wi(λ), i = 1, 2, 3, are called
the color matching functions for the primaries. In 1861, in a lecture before the
Royal Society of London, Maxwell created the first color photograph: he took
three black and white photographs of the same object, in each occasion plac-
ing a different colored filter (red, green or blue) before the camera; then, each
photograph was projected onto the same screen, using three projectors with
the corresponding colored filters before them. The final image observed on
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the screen reproduced, although imperfectly, the colors of the photographed
object [86]. In the late 1920’s, W. David Wright (and, independently, John
Guild) conducted the same experiment with a group of observers, asking them
to color-match a given monochromatic light by varying the brightness of a set
of red, green and blue monochromatic lights [384]. For each monochromatic
test light of wavelength λ, the experiment recorded the (average, over all
observers) amounts of each primary needed to match the test: r̄(λ) for the
red, ḡ(λ) for the green, and b̄(λ) for the blue. These are the color matching
functions for a standard observer.

FIGURE 1.5: Color matching functions. Figure from [13].

We can see in Figure 1.5 that the r̄(λ) function clearly has some negative
values (the other two functions have negative values as well). As we explained
above, these correspond to cases when the test color can’t be matched as it
is, unless a certain amount of primary color (red) is added to it, in which case
the brightness for the green and blue lights can be adjusted so as to match
the modified test light.

From the color matching functions, the (R,G,B) tristimulus values for a
light source with spectral distribution E(λ) can be computed as:

R =

� 740

380

r̄(λ)E(λ)dλ

G =

� 740

380

ḡ(λ)E(λ)dλ

B =

� 740

380

b̄(λ)E(λ)dλ, (1.9)

or, in discrete terms:
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R =

740�

i=380

r̄(λi)E(λi)

G =
740�

i=380

ḡ(λi)E(λi)

B =
740�

i=380

b̄(λi)E(λi). (1.10)

It is easy to show [341] that, since every light stimulus can be expressed
as a mixture of monochromatic stimuli E(λi) and these in turn can be color-
matched to a linear combination of primaries with weights given by r̄(λi), ḡ(λi)
and b̄(λi), then it follows that the color matching functions are a linear combi-
nation of the cone sensitivity functions l(λ),m(λ), s(λ). We will now prove this
statement, following [341]; let ei be a monochromatic light of wavelength λi,
i.e. the vector ei will be 1 at position i and 0 elsewhere. Then, from Equation
1.4:



Li

Mi

Si


 = Sei =



l(λi)
m(λi)
s(λi)


 , (1.11)

and from Equation 1.6:

Sei = SPw = S
�
r̄(λi)R+ ḡ(λi)G+ b̄(λi)B

�
=

r̄(λi)SR+ ḡ(λi)SG+ b̄(λi)SB =

r̄(λi)



LR

MR

SR


+ ḡ(λi)



LG

MG

SG


+ b̄(λi)



LB

MB

SB


 . (1.12)

From Equations 1.11 and 1.12:



l(λi)
m(λi)
s(λi)


 = r̄(λi)



LR

MR

SR


+ ḡ(λi)



LG

MG

SG


+ b̄(λi)



LB

MB

SB


 . (1.13)

By definition of S:

S =




l(λ380) l(λ381) ... l(λ740)
m(λ380) m(λ381) ... m(λ740)
s(λ380) s(λ381) ... s(λ740)


 = M



r̄(λ380) r̄(λ381) ... r̄(λ740)
ḡ(λ380) ḡ(λ381) ... ḡ(λ740)
b̄(λ380) b̄(λ381) ... b̄(λ740)


 ,

(1.14)
where

M =




LR LG LB

MR MG MB

SR SG SB


 . (1.15)
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Therefore, if lights E1(λ) and E2(λ) are metamers, then not only do they
produce the same (L,M, S) tristimulus (as per definition of metamerism),
they also produce the same (R,G,B) tristimulus. Furthermore, we can convert
(R,G,B) to (L,M,S) by simple multiplication by a 3x3 matrix M whose i-th
column (i=1,2,3) is the (L,M, S) tristimulus value of the i-th primary, (e.g.
the first column of M is the (L,M, S) tristimulus of the red primary), and
we can convert (L,M, S) into (R,G,B) by multiplication by the inverse of
M. The matrix M is invertible because it is not singular, since the primaries
must be colorimetrically independent, as pointed out before.

1.3 The first standard color spaces

From what has been said in the previous section, a color sensation can
be described with three parameters; given a test color, we call its tristimulus
values the amounts of three colors (primaries in some additive color model)
that are needed to match that test color. If two single, isolated colored lights
have different spectral distributions but the same tristimulus values, then
they will be perceived as being of the same color. A color space is a method
that associates colors with tristimulus values. Therefore, it is described by
three primaries and their corresponding color matching functions, as seen in
Equation 1.14.

In 1931, the International Commission on Illumination (or CIE, for its
French name) amalgamated Wright and Guild’s data [158] and proposed two
sets of color matching functions for a standard observer, known as CIE RGB
and CIE XYZ; this standard for colorimetry is still today one of the most used
methods for specifying colors in the industry. The CIE RGB color matching
functions are the functions r̄(λ), ḡ(λ), b̄(λ) mentioned earlier. The tristimulus
values (R,G,B) for a light E(λ) are computed from these functions as stated
in Equation 1.9.

For each wavelength λ, one of the three functions is negative. This posed a
problem, since the calculators of the time were manually operated and hence
errors were quite common in the computation of the tristimulus values [341].
That’s why the CIE XYZ color matching functions x̄(λ), ȳ(λ), z̄(λ) were also
introduced alongside the CIE RGB ones. From the CIE XYZ functions, the
(X,Y, Z) tristimulus values for a light source with spectral distribution E(λ)
can be computed as:
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X =

� 740

380

x̄(λ)E(λ)dλ

Y =

� 740

380

ȳ(λ)E(λ)dλ

Z =

� 740

380

z̄(λ)E(λ)dλ. (1.16)

The color matching functions x̄(λ), ȳ(λ), z̄(λ) are obtained as a linear com-
bination of r̄(λ), ḡ(λ), b̄(λ) by imposing certain criteria, chiefly among them:

– x̄(λ), ȳ(λ), z̄(λ) must always be positive;

– ȳ(λ) is identical to the standard luminosity function V (λ), which is a
dimension-less function describing the sensitivity to light as a function
of wavelength; therefore, Y =

�
ȳ(λ)E(λ)dλ would correspond to the

luminance or perceived brightness of the color stimulus;

– x̄(λ), ȳ(λ), z̄(λ) are normalized so that they produce equal tristimulus
values X = Y = Z for a white light, i.e. a light with a uniform (flat)
spectrum.

An important point we must stress is the following. In section 1.2 we
saw that for any set of physically realizable primaries there were wavelengths
λ for which the color matching values were negative. Since x̄(λ), ȳ(λ), z̄(λ)
are always positive, this implies that their primaries can never be physically
realizable. This is why the primaries for CIE XYZ are called virtual primaries.

1.3.1 Chromaticity diagrams

There are three quantities that describe our perception of a given color:

– its hue, what we normally refer to as “color” (yellow, red, and so on)
and which depends on the wavelength values present in the light;

– its saturation, which refers to how “pure” it is as opposed to “how
mixed with white” it is: for instance, the color red (as in blood-red) is
more saturated than the color pink (red mixed with white); saturation
depends on the spread of the light spectrum around its wavelength(s),
a more concentrated spectrum corresponds to a more saturated color;

– its brightness, which expresses the intensity with which we perceive the
color; it corresponds to the average of the power of the absorbed light.

It is usual to decouple brightness from the other quantities describing a
color, and the pair hue-saturation is referred to as chromaticity : e.g. light blue
and dark blue have the same chromaticity but different brightness.
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Given their relationship to tristimulus values, color spaces are three-
dimensional: each color can be represented as a point in a three-dimensional
plot. See Figure 1.6 for a 3D representation of the XYZ color space.

FIGURE 1.6: CIEXYZ color space. Figure from [24].

But, as we just mentioned, when describing colors it is usual to decouple
luminance from chromaticity. A light stimulus E1(λ) and a scaled version of
it E2(λ) = kE1(λ) will produce tristimulus (X1, Y1, Z1) and (kX1, kY1, kZ1),
respectively, which have the same chromaticity but different intensity. We now
define the values x, y, z:

x =
X

X + Y + Z

y =
Y

X + Y + Z

z =
Z

X + Y + Z
. (1.17)

It is easy to see that, for the abovementioned example of lights E1 and
E2 = kE1, these values are identical: x1 = x2, y1 = y2, z1 = z2. This is why
x, y, z are called the chromaticity coordinates, because they don’t change if
the light stimulus only varies its intensity.

By construction x+ y+ z = 1, so z = 1− x− y and all the information of
the chromaticity coordinates is contained in the pair (x, y). Therefore, all the
possible chromaticities can be represented in a 2D plane, the plane with axes
x and y, and this is called the CIE xy chromaticity diagram; see Figure 1.7.
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FIGURE 1.7: CIE xy chromaticity diagram. Figure from [13].

This tongue-shaped region represents all the differents chromaticities that
can be perceived by a standard observer; it can be seen as the result of per-
forming this operation: slicing the XY Z volume with the plane X+Y +Z = 1,
then projecting the resulting plane onto the XY plane. See Figure 1.8.

It is worth remarking that the triplet of values formed by chromaticity
(x, y) and luminance Y perfectly describes a color, and from (x, y, Y ) we can
obtain (X,Y, Z), and also (R,G,B).

The upper boundary of the chromaticity diagram is a horseshoe-shaped
curve corresponding to monochromatic colors: this curve is called the spectrum
locus [341]. The lower boundary is the purple line, and corresponds to mixtures
of lights from the extrema of the spectrum. The relationship between the
spectrum E of a light stimulus and its tristimulus values (X,Y, Z) is linear,
given by the multiplication of the radiance by a matrix SXYZ whose rows are
the color matching functions for the CIE XYZ color space:



X
Y
Z


 = SXYZE. (1.18)
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FIGURE 1.8: Left: XYZ volume. Top right: after slicing volume with plane
X + Y + Z = 1. Bottom right: after projecting plane onto XY plane.

The linear relationship stated in Equation 1.18, combined with the defi-
nition of chromaticity coordinates in Equation 1.17, tell us the following: if
monochromatic lights E1 and E2 have coordinates (x1, y1) and (x2, y2) (that
will lie on the spectrum locus because the lights are monochromatic), the
mixture E3 = E1 + E2 will have coordinates (x3, y3) located in the segment
joining (x1, y1) and (x2, y2). Therefore, the tongue-shaped region delimited by
the spectrum locus and the purple line represents all the possible chromatici-
ties that we can perceive, as mentioned above.

Mollon [276] explains how in 1852 Hermann Helmholtz provided a formal
explanation for the differences between additive color mixing (of lights) and
subtractive color mixing (of colored materials): for example, when we mix
blue and yellow pigments we obtain green, but when we mix blue and yellow
light we obtain white. Helmholtz suggested that pigments were composed of
particles that absorbed light of some wavelengths and reflected some others,
and the color of the pigment mixture will correspond to the wavelengths that
are not absorbed by either of the constituents’ pigments. In the aforemen-
tioned example, the yellow pigment reflects yellow, red and green but absorbs
blue and violet, whereas the blue pigment reflects blue, violet and green and
absorbs yellow and red; therefore, the light reflected from the mixture will be
green. Helmholtz also showed, after a theoretical work by Hermann Grass-
mann (1853) that each monochromatic light had a complementary, i.e. the
mix of both lights yields white. Monochromatic lights with wavelengths in the
range between red and yellow-green have monochromatic complementaries
with wavelengths in the range between blue-green and violets. The comple-
mentary of green is not a monochromatic light but purple, a mixture of blue
and red light from the two ends of the visible spectrum.

Perfect white (i.e. light with a completely uniform power spectrum) has
coordinates x = y = 1

3 , so as we mix a monochromatic light with white,
its chromaticity coordinates move inwards and the saturation of the colors is
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reduced. A pure monochromatic light has 100% saturation while white has 0%
saturation. But in practice, white lights never have a completely flat spectrum.
The CIE has defined a set of standard illuminants: A for incandescent light,
B for sunlight, C for average daylight, D for phases of daylight, E is the
equal-energy illuminant, while illuminants F represent fluorescent lamps of
various compositions [20]. The illuminants in the D series are defined simply by
denoting the temperature in Kelvin degrees of the black-body radiator whose
power spectrum is closer to that of the illuminant. A black-body radiator is an
object that does not reflect light and emits radiation, and the power spectrum
of this radiation is uniquely described by the temperature of the object. See
Figure 1.9. For instance, CIE illuminant D65 corresponds to the phase of
daylight with a power spectrum close to that of a black-body radiatior at
6500K, and D50 to 5000K. These two are the most common illuminants used
in colorimetry [341]. The chromaticity coordinates of these illuminants form a
curve called Planckian locus, shown in Figure 1.10. This is why in photography
it is common to express the tonality of an illuminant by its color temperature:
a bluish white will have a high color temperature, whereas a reddish-white
will have a lower color temperature.

FIGURE 1.9: Spectrum for black-body radiators is a function of their tem-
perature. Figure from [9].

Another very important consequence of the linearity property stated before
is that any system that uses three primaries to represent colors will only be
capable of representing the chromaticities lying inside the triangle determined
by the chromaticities of the primaries. Furthermore, because of the convex
shape of the chromaticity diagram, any such triangle will be fully contained
in the diagram, leaving out chromaticity points. Therefore, for any trichro-
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FIGURE 1.10: Chromaticity coordinates for black-body radiators as a func-
tion of their temperature. Figure from [9].

matic system there will always be colors that the system is not capable of
representing. For instance, Figure 1.11 shows the chromaticity diagram for
a cathode ray tube (CRT) television set, where the primaries are given by
the spectral characteristics of the light emitted by the red, green and blue
phosphors used in CRT’s.

1.4 Perceptual color spaces

1.4.1 Color constancy and the von Kries coefficient law

Returning to Equation 1.1, if we light an illuminant of power spectrum
I(λ) on a surface of reflectance R(λ), we receive from it a radiance E(λ).
Hence, a white sheet of paper illuminated by sunlight will produce radiance
with a flat spectrum, which we should perceive as white, whereas the same
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FIGURE 1.11: Chromaticities of a CRT television set. Image from [12].

paper under an orange light will produce radiance with more power in the
longer wavelengths, which in theory we should perceive as orange. But as we
know this is not what happens, we perceive the paper as being white in both
cases, a manifestation of what is called color constancy, which is our ability
to perceive objects as having a constant color despite changes in the color of
the illuminant. In the example above, the stimulus is different (white light
in the former case, orange light in the latter) but the perception is the same.
Color constancy was already known in the late 17th century but it was first
formally addressed by Gaspard Monge in 1789 [276]. Monge conjectured that
our perception of color does not depend solely on the characteristics of the
light reaching our eye; we also consider the color of the illuminant that lights
the scene and we are able to “discount it.” For instance, if an object under
a red illuminant reflects white light to our eyes, we will perceive the object
as being green, not white, because a white object would send red light. Or,
in other words, if we receive white light and take away from it the red of the
illuminant, we end up with green.

In 1905, Johannes von Kries formulated an explanation for color constancy
that is known as von Kries’ coefficient law and which is still used to this day in
digital cameras to perform white balance. This law states that the neural re-
sponse of each type of cone is attenuated by a gain factor that depends on the
ambient light [344]. In practice, von Kries’ law is applied by dividing each ele-
ment of the tristimulus value by a constant depending on the scene conditions
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but not on the stimulus: typically, each element is divided by the correspond-
ing element of the tristimulus value of the scene illuminant. Regardless of the
original chromaticity of the illuminant, after applying the von Kries’ rule the
chromaticity coordinates of the illuminant become x = y = z = 1

3 , which
correspond to achromatic, white light. In other words, von Kries’ coefficient
law is a very simple way to modify the chromaticity coordinates so that, in
many situations, they correspond more closely to the perception of color.

1.4.2 Perceptually uniform color spaces

The CIE XYZ color space, and consequently the CIE xy chromaticity
diagram, suffer from several limitations in terms of the perception of colors:

– the distance between two points in XYZ space or in the xy diagram is
not proportional to the perceived difference between the colors corre-
sponding to the points;

– a mixture of two lights in equal proportions will have chromaticity co-
ordinates that do not lie exactly at the middle of the segment joining
the chromaticities of the original two lights.

This can be observed in Figure 1.12, where equal-radius circles represent-
ing perceptual differences of the same magnitude are mapped into different-
sized ellipses in the CIE xy diagram. Therefore we can say that, in terms of
perception, the CIE XYZ space is not uniform.

But in color reproduction systems, perceptual uniformity is a very useful
property because it allows us to define error tolerances, and therefore much
work has been devoted to the developing of uniform color spaces. Research
was carried out independently in two lines: finding a uniform lightness scale
and devising a uniform chromaticity diagram for colors of constant lightness
[341].

Lightness is the perceived level of light relative to light from a region that
appears white, whereas brightness is the overall level of perceived light [344].
Experimentally it has been found that lightness is approximately proportional
to the luminance raised to the power of 1

3 [386].
In 1976 the CIE introduced two new color spaces: CIE 1976 L∗u∗v∗ (abbre-

viated CIELUV) and CIE 1976 L∗a∗b∗ (abbreviated CIELAB). They are both
designed to be perceptually uniform, using the same 1

3 power law for lightness
L∗ and different criteria for chromaticity. In CIELUV the chromaticity coor-
dinates u∗, v∗ are chosen so that just noticeably different colors are roughly
equi-spaced. In CIELAB the chromaticity coordinates a∗, b∗ are chosen so that
the Euclidean distance between two points in CIELAB space is proportional
to the perceptual difference between the colors corresponding to those points.
Both CIELAB and CIELUV perform a normalization with respect to the tris-
timulus of a reference white, in what is a crude approximation to the color
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constancy property of the visual system; in CIELAB, it is directly based on
the von Kries’ coefficient law [341].

For CIELUV, the transformation from (X,Y, Z) to (L∗, u∗, v∗) coordinates
is computed as

L∗ =
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where (Xn, Yn, Zn) are the tristimulus values of a reference white, typically
called the “white point” and which is usually taken as the brightest stimulus
in the field of view: again, following von Kries’ approach for color constancy;
u�
n and v�n are the (u�, v�) chromaticity coordinates of the white point. Figure

1.13 compares the (u�, v�) chromaticity coordinates with the xy chromaticity
diagram.

In CIELAB, the lightness coordinate L∗ is the same as in CIELUV and
the chromaticities are computed as
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which is the same power-law function used for the computation of the
lightness L∗.

In CIELAB the chromaticity coordinates (a∗, b∗) can be positive or nega-
tive: a∗ > 0 indicates redness, a∗ < 0 greenness, b∗ > 0 yellowness and b∗ < 0
blueness. For this reason it is often more convenient to express CIELAB colors
in cylindrical coordinates L∗C∗h∗, where

– C∗ =
�
a∗2 + b∗2, the radius from the origin, is the chroma, which can
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be defined as the degree of colorfulness with respect to a white color
of the same brightness: decreasing C∗ the colors become muted and
approach gray;

– h∗ = arctan b∗

a∗ , the angle from the positive a∗ axis, is the hue: a hue
angle of h∗ = 0◦ corresponds to red, h∗ = 60◦ corresponds to yellow,
h∗ = 120◦ corresponds to green, etc.

Analogous correlates for chroma and hue exist for CIELUV in cylindrical co-
ordinates: in that case, Cuv

∗ =
√
u∗2 + v∗2 and huv

∗ = arctan v∗

u∗ . Figure 1.14
shows the CIELAB color space in both Cartesian and cylindrical coordinates.

FIGURE 1.12: Ellipses representing the chromaticities of circles of equal
size and constant perceptual distances from their center points. Figure from
[215].
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FIGURE 1.13: Left: (u�, v�) chromaticity coordinates, from [11]. Right: (x, y)
chromaticity coordinates from the CIE 1931 xy chromaticity diagram. Figure
from [13].

FIGURE 1.14: CIELAB color space in both Cartesian and cylindrical coor-
dinates.

1.4.3 Limitations of CIELUV and CIELAB

We mentioned that in the CIE xy diagram, Euclidean distances between
chromaticities do not correspond to perceptual differences between colors,
e.g. the mixture of two colors in the same proportion should be located at
the midpoint of the segment determined by these colors in the diagram, but
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generally this is not the case. And this motivated the research on uniform
color spaces CIELAB and CIELUV, where if the Euclidean distance between
a pair of colors is the same as the distance between another pair, then the
corresponding differences in perception are also (roughly) equal. But this is
just an approximation, and CIELUV and CIELAB are both only partially
uniform.

In some parts of the color space (mainly around blue) CIELAB suffers from
cross-contamination [282]: changing only one attribute (such as hue) produces
changes in the perception of another attribute (such as saturation). This is a
consequence of the deficiencies of the system with respect to the correlates for
hue [341]: the correlate for hue is the angle arctan b∗

a∗ , and therefore constant
hue should correspond to planes passing through the L∗ axis, but what is
observed experimentally are curved surfaces instead of planes. These surfaces
depart more from the intended planes near the negative b∗ axis, hence the
problems around blue.

CIELUV also suffers from approximate perceptual uniformity and poor
hue correlation in some regions; furthermore, the translational way of imposing
white point normalization (i.e. computing differences u�−u�

n and v�−v�n) may
create imaginary colors (falling outside the spectral locus) in some contexts.
Shevell [344] explains that when the CIE introduced CIELUV and CIELAB
in 1976 the organization recognized that it was difficult to choose one color
space over the other because each worked better on different data sets, but
more recently the general opinion seems to favor CIELAB, and CIELUV is
no longer widely recommended [156].

Another, very important, limitation of both color spaces is that they are
only useful for comparing stimuli under similar conditions of adaptation [341]:
they don’t consider any of the factors affecting color appearance in real-life
conditions.

1.5 Color appearance

In laboratory conditions, the three perceptual dimensions of hue, satura-
tion and brightness characterize how we perceive the colors of single, isolated
lights. But in real-life situations, lights are seldom isolated and our perception
of the color of an object is not completely determined by the light coming
from it; it is influenced by factors such as the ambient illumination, the light
coming from other objects, or the current state of the neural pathways in eye
and brain [344].

We have insisted upon the fact that color appearance is a perceptual,
not physical, phenomenon, and have seen an example in the color constancy
property of the human visual system: the color appearance of objects is in
good correspondence with their reflectance, despite changes in the illuminant,
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i.e. the light reaching our eyes changes but our perception remains the same.
Another example is that of color induction: objects that send the same light
to our eyes are perceived as having different colors because of the influence
of their surroundings. Figure 1.15 shows an example: the inner rings in both
sets of concentric rings are identical, as the square in the middle shows, yet
they appear to have very different hues.

FIGURE 1.15: Chromatic induction: color appearance depends on surround-
ings. The inner rings are identical, yet they appear to us as having different
colors. Figure by P. Monnier [277].

Figure 1.16 shows the famous checker board illusion by Edward Adelson.
Squares A and B are identical (as the image at the right shows) but in the
left image they appear to have very different lightness.

FIGURE 1.16: The “checker shadow illusion” shows that lightness depends
on context. Figure by Edward H. Adelson (1995), from [10].

Likewise, our perception of saturation and contrast is also dependent
on ambient conditions: saturation decreases when the illumination decreases
(the Hunt effect), contrast also decreases with diminishing illumination (the
Stevens effect). See Figure 1.17.
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FIGURE 1.17: Hunt and Stevens effects. Image from [155].

Neither the CIEXYZ color space nor CIELUV or CIELAB are useful to
compare stimuli under different adaptation conditions, for this we don’t need a
color space but a color appearance model. For given colorimetry under specified
reference viewing conditions, a color appearance model predicts the colorime-
try required under the specified test viewing conditions for producing the same
color appearance [341].

The CIE has proposed several color appearance models, the most recent of
which is CIECAM02, published in 2002. The two major pieces of CIECAM02
are a chromatic adaptation transform and equations for computing corre-
lates of perceptual attributes, such as brightness, lightness, chroma, satura-
tion, colorfulness and hue [281]. The chromatic adaptation transform considers
chromaticity variations in the adopted white point and was derived based on
experimental data from corresponding colors data sets. It is followed by a
non-linear compression stage, based on physiological data, before computing
perceptual attributes correlates. The perceptual attribute correlates were de-
rived considering data sets such as the Munsell Book of Color. CIECAM02 is
constrained to be invertible in closed form and to take into account a sub-set
of color appearance phenomena.




